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Visions of Computer Science 
BCS Research Conference 

 
Thoughts about a possible BCS Academic Conference germinated in the Summer and Autumn of 2007. 
There has been an ongoing discussion within the U.K. computing community for some time on how best 
to extend and strengthen Learned Society activities in Computer Science. The U.K. Computing Research 
Committee (UKCRC) had convened a Working Group on this topic, and one of the ideas that emerged 
from its discussions was of a conference, with the theme of Visions of Computer Science. We saw a 
conference around this theme as capable of playing an inspiring and formative role in the development of 
our discipline as a whole. Another major impetus came with one of us (EG) taking over as Editor of the 
Computer Journal. Following this, and some congenial meetings at Imperial College hosted by EG, the 
ideas for this conference started to take shape. The relationship with the UKCRC Grand Challenge events 
was discussed, and the proposed conference was deemed to be both complementary to and supportive of 
these prior initiatives. A group that quickly became the Programme Committee took shape and held some 
meetings in London. After receiving the support of UKCRC, and the commitment of BCS support from 
Mike Rodd, we decided to take the risk of launching this conference with less that a year to go before it 
was to take place. 
 
We all thought that this first conference must span a broad range of topics in Computer Science and 
Engineering, going from Theory to Networks, from Artificial Intelligence and Agents to Digital Systems, 
and from Computer Vision to Programming Languages and Grand Challenges. The next step of course 
was to mitigate the risk we were taking, including the preparation of a realistic and conservative budget 
that the BCS would find acceptable, and the identification of a viable date and venue.  
 
However we also needed to mark our ambition with some exceptional speakers. Having contacted several 
Turing Award Winners, we were surprised and delighted by the support we received from Fran Allen, 
Vint Cerf, Tony Hoare, Dick Karp, Robin Milner, Michael Rabin and Joseph Sifakis, who all accepted the 
invitation. We are honoured by their trust and most grateful to them for their great contribution to making 
it a truly exceptional event. The Programme Committee also identified additional invited speakers who 
are outstanding leaders in their field, and we are most grateful to them too for making a major 
contribution to the programme.  
 
Despite the conference’s lack of a track record, the Call for Papers attracted a significant number of very 
good submissions, so that the first BCS ”Visions of Computer Science” is truly outstanding, and a special 
issue of the Computer Journal will include a selection of papers that are included in these proceedings.  
 
Thus the programme of ‘Visions of Computer Science’ comprises 7 keynote speakers, 7 invited speakers, 
and 34 contributed papers, selected from 79 submissions. These were thoroughly peer-reviewed by 
programme committee members and by several external reviewers. We find these figures rather 
promising for the future of a new conference being held for the very first time. 
 
The call for papers solicited submissions in all areas of research covering the broad field of Computer 
Science and Engineering, ranging from digital systems and computer architectures to theoretical computer 
science, from artificial intelligence and agents to networks and web computation, from programming 
languages and software engineering to medical applications. In fact, the conference received high-quality 
submissions in all of its areas of interest, and in the end several good papers unfortunately had to be 
excluded for lack of space. The accepted papers can be classified roughly as follows. 
 
 Algorithms & Complexity: 4 
 Artificial Intelligence:  3 
 Biocomputing:  2 
 Computer Vision:  3 
 Digital Systems & Hardware:  5 
 Formal Methods & Semantics:  5 
 Machine Learning:  2 
 

  vii



 Networks:  4 
 Software Eng & Programming Methods:  5 
 Grand Challenges:  1 
 
The last of these categories refers to the UK Computing Research Committee’s initiative ‘Grand 
Challenges for Computing Research’ (www.ukcrc.org.uk/grand challenges), to which a special session 
of the conference was dedicated. A panel and discussion on the role of women in computing was also 
organised by Ursula Martin and Caroline Wardle.  
 
Because of its breadth, and its idea of pulling together the best from a very broad spectrum, ‘Visions of 
Computer Science’ is indeed a unique conference. We hope that will prove to be the first of a successful 
series of meetings — the future will tell how successful it can be. From our viewpoint, it has been a 
privilege to be associated with this ‘first edition;’ we believe we have put together a programme of 
outstanding quality to match the occasion. 
 
As we conclude, we express our deep gratitude to the Programme Committee Members, as well as the 
referees, for accepting to join us in this enjoyable and hopefully successful expedition. We are grateful to 
Steve Furber for his support, and also to Tony Hoare for his encouragement and for helping us in securing 
support from Microsoft to allow a larger number of students to participate in this event. Special thanks go 
to the BCS team led by Mike Rodd, with Elaine Boyes, Clare Blunt, Anna Duckworth and Christine 
Duma. We also thank Dr Moez Draief and Mrs Shahareen Hilmy for their kind help at Imperial College, 
and the Imperial team that handles conferences and events for their active participation. 
 
Samson Abramsky, Erol Gelenbe, Vladimiro Sassone 
August 2008 
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The host centric design of the current Internet does not recognise data and end-
users as integral entities of the system. The first generation of Internet has been 
very successful and yet business, organizations, governments are finding it difficult 
to enforce their policies on their networks with the same ease that they do other 
methods of communications and transport. Ad-Hoc solutions e.g. firewalls, NAT, 
middleboxes etc, that try to mitigate these issues end up providing localized myopic 
fixes which often hurt the basic underlying principles of the original design. We 
envision the future internet to be a dynamic, heterogeneous, secure, energy efficient 
ubiquitous network flexible enough to support innovations and policy enforcements 
both at the edge and the core. The first step towards the next generation is the 
redesign of naming and name binding mechanisms. We, therefore, propose a Policy 
Oriented Network Architecture (PONA) and an abstract two part protocol stack with 
a virtualization layer in between. We also introduce the concept of generalized 
communication end-points – hosts, users, data/services, instantiate the ideas with 
the Mapping and Negotiation layer and provide an integrated framework for the next 
generation Internet.  

Keywords: Next generation Internet, Policies, Virtualization, Naming, Name binding, Mapping and 
negotiation, Realms, Zones 

1. INTRODUCTION 

The original Internet design was host centric where it was believed that the network would be 
the infrastructure between two hosts wishing to communicate with each other. Also the original 
design was around a system of stationary end hosts in a friendly trust-all environment of 
universities and government agencies. It is obvious that the environment has now changed. 
Today, Internet is the primary means of communication inside and between organizations. The 
original academic endeavour is now the world’s largest commercial communication 
infrastructure. It is a complete virtual world in itself – the biggest market, the biggest commercial 
transaction arena and the single largest source of information. The beauty of the original design 
was in its simplicity and elegance. With the increased pressure on its design and with the 
exponential rise in its popularity, the internet design had to accommodate quite a few standard 
and non-standard extensions. While few of these extensions were planned and hence properly 
researched and engineered, many extensions were ad-hoc and were undertaken with a myopic 
outlook to achieve quick results. Such planned and unplanned extensions have not only made 
the design complicated but also attributed to a huge chaos in trying to define the basic 
underlying building principles. 
 
The current Internet usage is “data centric” as evidenced by the popularity of the peer-to-peer 
applications. Data centric view abstracts a data requestor from having to know where the data 
or service comes from. Also, the end-to-end paradigm of the transport layer becomes a problem 
for many mobile applications. The security paradigm too, has become one of the greatest 

  BCS International Academic Conference 2008 – Visions of Computer Science   1



concerns in the current internet. In our design of the next generation Internet we realize this 
evolution and make way for them to be incorporated into the basic architecture.  
 
We advocate a two part abstract modelling of the communication stack as shown in Figure 1. 
The lower part is the infrastructure, responsible for actual physical connection between two 
communicating entities and the upper part is the end-to-end logical connection between the 
communicating entities. Between these two layers, there needs to be a hybrid layer that 
maintains the logical connections and maps them to physical connections. This layer acts as a 
virtualization layer, trying to realize any sort of virtual end-to-end connection over the 
infrastructure. The idea of the two part abstract protocol stack is based on the separation of 
concerns of the communication support system of the infrastructure from the actual 
communication between the two entities. In a way, the current TCP/IP based protocol stack 
implements a similar idea wherein the IP layer and below is concerned with actual delivery and 
the TCP and above is concerned with the end-to-end data paradigm. However, in the present 
stack, the transport and upper layers are strongly bound to the identifiers in the IP layers, mostly 
IP addresses. This renders the separation in-effective. We propose a virtualization layer 
between the transport and network layers that realizes this separation. Apart from maintaining 
upper layer logical connections, the virtualization layer also allows for the realization of multiple 
virtual communication end-points as opposed to the host-only end-point idea of the present 
protocol stack. Details of this idea, its benefits and a high level instantiation of the ideas 
proposed are discussed in the rest of this paper.  
  

 
 

Figure 1: Two Part Abstract Model 
 

The core of this proposal is the framework of a new naming architecture called “Policy Oriented 
Naming Architecture (PONA)”. We show how we can achieve the above requirements and 
many more. Some of the new concepts proposed in PONA framework are a hierarchy of 
realms, which follow the organizational structure of commercial organizations. This way each 
realm can enforce its own policies on the traffic while also providing services to its members. 
PONA objects can designate proxies to represent them even when the object is away or 
sleeping (for energy efficiency). PONA objects have IDs that do not change when they move 
and so other objects can reach the mobile objects using their IDs. Separation of ID and 
addresses is not new but the hierarchical organization of IDs to match the organization 
structure and their use in providing services is unique. PONA distinguishes network 
connectivity from organizational ownership. Network service providers can enforce their own 
policies as the packets leave their network to other service provider or customer networks. This 
is possible by an address hierarchy and zones.  
 
We begin with Identity/Locator split architecture in the lines of other such architectures 
proposed in the past [1, 2, 3, 4, 5]. However, unlike past efforts, we present an integrated and 
efficient approach taking into consideration all the implicit and explicit factors dictated by the 
commercial nature of the network applications. Also, in designing PONA framework, we make 
no assumptions about the structure of the Identifiers. It allows the co-existence of multiple 
Identifier types as relevant within its scope. We believe that the way to go forward with a new 
design is to ensure enough commercial motivation towards its realization and that the design be 
efficient and feasible at the same time. Also, unlike past efforts, we realize the importance of 
end users in the communication process as against the “end host” paradigm and make way for 
its presence explicit, in the architecture. We integrate the concepts of “host centric”, “data 
centric” and “user centric” approaches in one integrated system architecture. 
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In this proposal, we present the basic ideas of PONA and show that it is a very powerful 
architecture that provides many new features. This will open up opportunities for other 
researchers to design details of these new features. As a part of this proposal we plan to 
concentrate on designing the naming architecture. 
 
The rest of the paper is organized as follows: Section 2 discusses the data-, user-, host-centric 
model that forms the basis of the endpoint generalization paradigm of PONA. In Section 3, we 
discuss the basic design principles underlying our proposed architecture followed by the details 
of the “Mapping and Negotiation” (MN) layer in Section 4. Section 5 deals with the “Policy 
Design Principles” followed by a discussion on how PONA helps realize some of the objectives 
for the future Internet in Section 6 and Section 7. 
 

2. DATA-, USER- AND HOST-CENTRIC MODELS  

PONA objects are classified as hosts, users, and data. Hosts are electronic computing entities, 
e.g., computers, palmtops, firewalls, routers, and network attached storage. Data objects 
represent information stored or transmitted in the form of bits, e.g., music, movies, and 
documents. Data objects reside on hosts and often multiple copies of the data are available 
from multiple hosts. Users are human objects or user agents. In order to communicate over the 
Internet, users need to connect to a host. Their connectivity to hosts changes frequently as the 
users move from one system to the next. User objects are part of a user realm. For example, 
John.Intel is a member of Intel realm (organization) and as a result has certain privileges and 
responsibilities that apply to Intel employees. Host objects are part of host realms. Data objects 
are part of data realms. It is possible although not necessary that user, host, and data realms 
are part of the same organization. Even if they are part of the same organization, the policies for 
managing users, hosts, and data are typically very different. There may be restrictions on which 
hosts are accessible to which users and what data can reside on them. Data objects have their 
own access control lists and so on.  
 
Many applications require that the network be more data centric and that it should move away 
from its original host-centric design. Data centric view abstracts a data requestor from having to 
know where the data comes from. PONA provides a generic architecture which allows us to 
implement data-centric, host-centric, and user-centric Internet architecture. Figure 2 shows a 
simple dependency diagram among key players in a basic communication scenario. Most of the 
communication on the Internet can be characterized as “user wanting to access data”. For 
example, a user wanting to listen to a music file or accessing a web page, or downloading a file. 
Even user to user communication can be represented as one user supplying data to the 
network while the other receiving data from the network. Users connect to the network via 
Hosts. The data resides on hosts. Hosts have location. The principles of a “data centric”, “host 
centric”, and “user centric” network can all be realized by adding certain semantic meaning to 
this diagram. Here, solid black arrows represent dependencies and the dotted red arrows 
represent peer-to-peer associations.  

User Realm Mgr

Host Realm Mgr

Location Zone Mgr

Data

Host

Location

User 

Host 

Location 

Data Rea lm Mgr

Host Rea lm Mgr

Location Zone Mgr

 
 

Figure 2: Dependency Diagram between User, Hosts, and Data 
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In a host-centric architecture, as in the current Internet, the host is the central player in all 
exchanges and all data is specifically directed to or retrieved from a specific host. Data is tightly 
coupled with a host. In this architecture, a possible request is that I want music file x.mp3 from 
host y. We have to resolve to a specific host. In practice, most users simply want the music file 
x.mp3 regardless of which host it comes from. It is difficult to make that request in the current 
architecture since data file x.mp3 is not considered an object and network understands only 
hosts not data. Data is not considered a separate entity and networks resolve to hosts rather 
than data.  
 
The data centric approach vests more importance to data and tries to address data, with the 
network dynamically resolving the data to a publisher host. The data centric approach is 
considered better in the sense that computing and networking paradigms have changed over 
the years and today it does not matter where data comes from as long as it is available and 
reliable. Also, host centric approaches cannot deal with data mobility and data replication within 
the framework and need to depend on external roundabout means to support them.  
 
These arguments extend to the “user centric” paradigm as well. Since end users are an integral 
part of a communication process, they should be realized in the mainstream architecture as 
well. In a user centric view, the communication terminates at the user and not at the host. So 
when the user moves from one host to the next the communication continues. As we shall see, 
user centric realization adds a huge amount of flexibility to the whole system. Basically, it adds 
the user’s perspective into the architecture making room for personalized services and hence 
promoting innovations. 
 
PONA introduces a new Mapping and Negotiation Layer (MN Layer) between the transport and 
network layers of the current stack. The MN layer is responsible for making the contexts of the 
host, data and users explicit in the protocol stack, thus reducing the inter-layer coupling. The 
MN layer is in a way a hybrid layer between the IP infrastructure and the strictly end-to-end 
transport paradigm providing space for the existence of middleboxes and realizing and 
integrating them into the mainstream architecture. The discussion here shall seem more 
meaningful after we discuss the basic design principles behind PONA and hence we defer the 
explanations till then. 

3. BASIC DESIGN PRINCIPLES 

Before moving to the details of the proposed architecture, it is essential to consider some of the 
design principles and state the rationale behind those principles. In this section, we identify 
some of the key design principles of PONA and also discuss the issues which lead us to these 
findings. 

3.1 Layer Independence 
Layer Independence refers to minimization of inter-layer coupling between the protocol layers. 
In the present TCP/IP based Internet design the upper layers namely the application and the 
transport are very strongly coupled to the IP layer through their strong bindings with the IP 
addresses. Such strong coupling is responsible for the strictly host-centric approach of the 
current design. IP addresses indicate the location of the host and so when the hosts move, TCP 
has difficulty keeping the connection up. A number of location/Identity split architectures have 
recently been proposed that address this concern and advocate the use of host identifiers to 
identify hosts independent of their address in the IP forwarding infrastructure. We move a step 
forward and propose the need to establish the freedom of upper layer entities such as users, 
agents, data and services from being bound to a particular host. Balakrishnan et al [6] propose 
a similar idea of having independent names for each layer of the protocol stack. Our proposal is 
different from [6] in that we are talking about “object stack” which is different from the protocol 
stack. When we discuss protocol stack, we address the added concerns of layer and end-to-end 
paradigm violations.  

3.2 Hybrid Layer 
Transport layer of the present internet defines end-to-end semantics. However, we believe that 
rendering data handling to be always end-to-end is often extremely restrictive and inhibit the 

  A Vision of the Next Generation Internet: A Policy Oriented Perspective

  BCS International Academic Conference 2008 – Visions of Computer Science4



existence of models other than host-centric. The MN layer is a hybrid layer between the 
infrastructure and transport in that it provides intermediate “transfer points” to maintain the end-
to-end semantics above it and thus make room for other types of network models, such as 
disconnected operation. The MN layer helps to realize end-points of the end-to-end paradigm 
generically as objects rather than the restrictive idea of endpoints being hosts in the original 
host-centric internet. 

3.3 Policy Enforcement Points 
TCP connections are end-to-end. The end-to-end paradigm is extremely beneficial in ensuring 
end-to-end flow control, reliable delivery and security. However, they render policy enforcement 
points on data to be illegal violation of the end-to-end semantics. The present TCP/IP stack 
provides no such interim legal points of policy enforcements on a transport connection except 
for the source and destination. Contrary to the initial design requirements, the present Internet is 
in need of such policy enforcement points as evident from the wide-scale deployment of 
middleboxes in the path of end-to-end connections. PONA realizes many levels of policy 
enforcements, user-to-data, host-to-host, infrastructure-to-infrastructure, user-to-host, data-to-
host, etc. An example of user-to-data policy is which users can access a data object regardless 
of the data location or user location. 

3.4 Realms and Zones 
Realms refer to high level logical aggregations of objects based on organizational, 
administrative or commercial relationships. Zones refer to topological aggregations of the 
infrastructure. The realms and zones have managers that provide Identities to the network 
entities and act as the points of policy enforcements, negotiation boundaries and mobility 
anchors. The concept of realms and zones was originally designed for security and trust 
relationships. We extend their meaning to the present form. In a way, realms and zones provide 
for a legal space for the deployment of middleboxes. 

3.5 Directives, not Addresses 
In the current internet initial name resolutions through DNS results in IP addresses. This too is a 
result of frozen design principles of the original host-centric design. We realize, that such a 
scheme is restrictive and hindrance to generality. Hence, we propose that initial name resolution 
should result in a set of directives rather than a fixed IP address. A directive is a set of bindings 
of the desired data/service/user/host to a host address, a Host ID, Service ID, Data ID, etc. The 
lower layers will further refine this mapping to a specific instance of the desired object 
depending upon the initial choice. Such an approach leads to multiple benefits. Firstly, it 
provides backward compatibility to stacks that do not implement the Mapping and Negotiation 
Layer (Discussed in Section 4) and stick to the original host centric approach. Also, it provides 
backward compatibility to existing applications that reside over these stacks. Secondly, it 
supports late binding of objects to their locations and thus provides more dynamicity. Thirdly, it 
establishes the policy oriented paradigm by forcing a connection establishment to go through 
policy enforcement points.  

3.6 Independent States of Application and Transport 
Applications typically maintain end-to-end application states. The connection oriented transport 
protocols too maintain end-to-end transport layer states. State-full applications and transport 
connections are thus bound to physical hosts. The only way to provide mobility of application 
and transport connections over hosts is to provide for a mechanism for them to offload their 
state and restart on a different host based on the preserved state. Session layer protocols try to 
snoop application state from application packets and help mobile applications rebuild 
themselves. We believe that such methods are not effective and violate layered architecture. 
Applications and transport protocols cannot and should not maintain state in a generic way. 
They should be allowed to maintain state in their own proprietary way. The work of the protocol 
stack is just to provide means for them to offload their state if and when they want and deliver it 
to newer instances when asked for. PONA works around this principle by allowing applications 
and transport protocols a means to preserve their state across host-to-host mobility rather than 
trying to build state information on its own.  
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These six principles form the basis of the rest of our proposal and we believe that these 
principles shall be relevant for any design for the next generation Internet. PONA is just an 
instance of these design principles. PONA might very well be replaced by other schemes in the 
future which better realize the principles stated above. 
 

4. A PROTOCOL STACK FOR THE NEXT GENERATION INTERNET 

As indicated earlier, the network consists of an infrastructure consisting of a set of hosts on 
which data and services reside. Users use the network services via hosts. In a sense the 
network consists of two major parts: Infrastructure on the bottom and data and services on the 
top. The role of the infrastructure is to provide points of attachment to the network. These points 
of attachments are uniquely identified by locators (or addresses). The infrastructure has 
protocols to find the optimal path from one address to another. This is similar to what is done in 
the bottom 3 layers of the TCP/IP stack – namely IP, data link, and physical layer. Although we 
believe that certain changes in IP will make it more efficient, we do not want to dwell on that 
here since we want to concentrate on the higher part consisting of data and services. 
 
The Services/Data part is responsible for sending/receiving data between the entities who are 
interested in it. In the current stack, the transport layer and application layer make up this layer. 
Some of the issues that crop up in the services layer are those of reliability, error correction, 
congestion management, and flow control etc. The problem with the present design is that all 
these layers are tightly coupled with the IP addresses making the design host centric and also 
unfit to support mobility of hosts and users and multiplicity of data.  
 
We envision a new network stack design for the next generation Internet as shown in Figure 3. 
Above the infrastructure, we introduce a new layer called the “Mapping and Negotiation 
Layer” or “MN Layer” and we generalize the Transport Layer and call it the “Transfer layer”.  
 

 
Figure 3: Protocol Stack for the Next Generation Internet 

 
The MN Layer bridges between the Infrastructure and Services part of our two-part abstract 
model and incorporates the design requirements and solutions identified in the Data-Host-User 
model. This layer is actually an aggregation of three sub-layers: the user/data identity layer, the 
host identity layer and the zone identity layer. As indicated above, the host identity layer is a 
distributed layer over a host realm principally responsible for maintaining the host identity and 
locator mapping at all times to allow host mobility over the Infrastructure. 
 
The user identity layer (or data identity layer) is also a distributed layer over the user realm (or 
data realm) principally responsible for maintaining user (or data) independence and hence 
mobility from one host to another. 
 
The zone identity layer maintains zone ID’s and their relationships with zone managers. The 
zone ID and zone manager ID’s represent subscription of the communication endpoints with the 
infrastructure. The communication end-points in this case may be any of users, hosts or 
data/services. The zone ID layer is responsible for authentication, authorization and accounting 
of infrastructure usage, authentication of infrastructure end points and intermediate relay points, 
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mobility of communication endpoints over multiple zones with business partnerships and 
providing differentiated QoS based infrastructure services.  
 
The Transfer layer is the generic incarnation of today’s transport layer [7] but one that can bind 
to a user/data/service ID, host ID or a zone ID/Locator/IP. The present TCP is a member of this 
generic set as one which can bind only to end-host’s IP address. The “Transfer Layer” 
connections are thus still end-to-end with the difference that the end-points need no longer be 
IP addresses of hosts.  
  
An end host, as in any network-able device that can be addressed over the infrastructure, has a 
Host ID. When a user logs into the device, he/she registers his or her User Id and Host Id with 
the User Realm manager. Similarly, data objects register their existence on a host with the data 
realm manager. Note that registrations use host Ids and not their addresses. The translation of 
the host ID to addresses is the responsibility of the Host realm manager. The translation 
changes as the host moves. Thus, our model allows for independent movements of users, data, 
and hosts. The relationship between users (or data) and hosts can be one-to-many allowing a 
user (or data) to be available on multiple hosts. Each user can have multiple Ids as authorized 
by the realm manager including an “anonymous ID” in which case the communicating parties 
are not made aware of the real identity of the user. However, this “anonymous ID” may be 
extremely restricted in privileges. 
  
The term realm manager, till now, has been used to mean the object which maintains the 
mapping between the identifier in its layer and the horizontal layer beneath it, e.g., UID.URID  
HID.HRID. Here URID is the id of the realm in which user ID “UID” exists. Similarly, “HRID” is 
the host realm ID in which Host ID “HID” exists. The primary function of the realm mangers is to 
maintain the mappings and update the mappings as and when needed. This function is the 
basis for the network supporting all kinds of mobility for the users, hosts and data/services. 
However, realm managers can and shall have much greater function than just this. The realm 
manager may enforce security functions in the form of user, data or host authentication. Realms 
may be organized in any such manner which suit the purpose they serve. The association 
between different realm managers leads to negotiations which might refer to security 
negotiations, transfer agent negotiations etc. A user may belong to multiple realms and have 
multiple ID’s. Each Id is expressed as UID.URID. Thus, the realm can provide the user a 
middlebox service in which URID object acts as a “transfer point” (virtual end point) for all 
external communications.  
 
It is completely on the realm designer as to how he organizes the realm structure. However, for 
purposes of interoperability of realms, each realm needs to have an ID. Objects within the realm 
have ID’s which are local to that realm. Object ID’s within the realm may not carry any meaning 
to any other object outside the realm but may be semantically overloaded within the realm to 
reflect some organizational ordering. A group of realms may form some sort of security 
association wherein all or some resources may be shared. Note that realms really represent an 
organizational entity and so have features that most organizations have. We may go on talking 
about all the things that can be done with realms and the negotiations between them. This really 
makes our future network a hot seat of innovations. 
 
It is to be noted that the Mapping and Negotiation Layer represents a “layer” in the protocol 
stack and not a particular protocol instantiation. It is expected to host a family of protocols that 
abide to the broad specifications of a virtualization layer requirement, the details of which are 
beyond the scope of the current paper. Also, the M&N layer is not an end to end layer and it 
does not come in the path of the data. It is more of a virtual provisioning layer that provisions 
the maintenance of heterogeneous virtual network protocols to exist within it and end-to-end 
layers above it may choose the best virtual network that suits their purpose. As an example, let 
us suppose that a new session layer protocol has been designed to support disconnected 
operation. Such a session layer may aim itself to be deployed on top of a virtual network that 
provides the best support to its design goals by defining intermediate service points that act on 
behalf of a host with interrupted connectivity.   
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To summarize, the MN layer is not just an Id-Locator Mapping layer but acts as a virtualization 
layer which realizes generic object connections and allows heterogeneous topologies 
depending on the realm structure over a common infrastructure. In this way, PONA is effective 
in an organizational stringent policy oriented and homogeneous scenario as well as the more 
general heterogeneous and loose policy enforced scenario of the public internet. 

5. PONA POLICY DESIGN PRINCIPLES 

One of the key contributions of the PONA architecture is its intrinsic support for policy 
enforcements on data, services, users and hosts. Based on the architecture defined in Section 
5, PONA supports a layered policy enforcement scheme in which the hierarchical ID’s in each 
layer intrinsically define the policy enforcement points.  
Some of the policy design principles on which PONA is based can be stated as follows. 

5.1 Layered Policies 
All communication scenarios typically follow a layered structure. As evident from the discussion 
on data, user, and host centric models in Section 2, there is an inherent layered orientation 
between the various objects involved in an electronic communication system such as the 
Internet. The realization of this inherent layered-ness in the policy framework is thus necessary. 
We believe that policy enforcements are most effective if applied between peer entities of a 
communication process in a layered fashion. PONA, thus, applies its policies between user-
data, source host-destination host, home zone – visited zone and source host zone – 
destination host zone, etc. 

5.2 Hierarchical Identities 
Hierarchical ordering, in any scenario, represents a distribution of responsibilities. Same is true 
for the framework of policy oriented network architecture. Identifiers at the various levels 
necessarily need to consist of hierarchical semantics, which explicitly represent the ordering of 
policy enforcement points. PONA advocates the use of such hierarchical IDs at the various 
layers in the form of [Object-id.Realm-Manager-id] structure of its ID’s. 

5.3 Local and Global Enforcements 
A policy aware network stack needs to be able to define global and local enforcement points. 
While global enforcement points can be distributed, such as realms as discussed above with 
regards to PONA, local enforcement points may be at the layers of the stack themselves. As an 
example, in PONA, the User/Data Id layer may enforce a policy of allowing only users/data 
belonging to certain realms to register themselves on them. Similarly, the host id layer may 
enforce a policy of allowing only some particular <host id.host.realm ids> to register themselves 
on it. As an example, all hosts in XYZ Corporation may have the policy of not allowing any ID’s 
to be installed on them except for <some host id.XYZ corporation id>. 

5.4 Hard and Soft Policies 
Hard policies refer to policies whose lapses are intolerable. Soft policies refer to policies whose 
lapses are tolerable and hence negotiable. An example of hard policy may be authentication. 
Authentication lapses are generally considered intolerable in any communication environment. 
On the other hand authorization lapses may often be negotiable. In a layered architecture as in 
PONA, such negotiation is generally strictly top-down. As an example, suppose a user is 
authenticated and authorized to get some data by the data realm. However, the host realm of 
the user’s machine, though authenticated, is not authorized to access the particular data server 
host on which the data is hosted. Such a scenario may be quite relevant in an organizational 
setup where the CEO needs some data to which he is authorized but he may be accessing it 
from a host which is not. Such scenarios, call for negotiations if possible. One basis of 
negotiation may be the sensitivity of the data. Data below a certain level of sensitivity may be 
allowed to override host level authorizations. However it should be noted, that such negotiations 
are only possible top-down, that is, if a the user is not authorized to get the data, no 
negotiations should be possible. Another interesting example, very relevant to a peer-to-peer 
scenario could be when a user is authorized to access some data by the owner of the data, but 
the users host is not allowed to access the peer host on which the data is hosted. Such a 
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scenario calls for the P2P system to look for replicated data on other hosts. This leads to a 
whole new area of research which we prefer to call “Policy Enforced Anycasting”. 
 
The above discussion tries to formalize some of the Policy design principles that we think are 
essential for any policy oriented architecture for the future Internet. Once again, we emphasize 
that PONA is just am instance that tries to imbibe these principles within it. These principles can 
be looked upon as the blue-print of future design endeavours of this nature.  

6. HOW PONA SUPPORTS FEATURES OF THE NEXT GENERATION INTERNET 

The future Internet is expected to support various exciting and innovative features. Frozen 
design decisions of the present Internet design pose a hindrance to such innovations, both at 
the edge as well as the core. In PONA, we see the potential of providing a generic protocol level 
support to such innovations and many more. In this section, we briefly explain how PONA 
features described above help support some of the intuitive requirements identified for the next 
generation Internet.  

6.1 Mobility  
Separation of IDs and addresses in PONA clearly helps objects move freely. The proposed 
architecture together with newly introduced MN layer provides an elegant support for mobility of 
end users with session manageability, mobility of data and services among different hosts and 
mobility of end hosts across various locator zones. The control algorithm which shall be a part 
of the MN layer shall ensure scalable and efficient mobility by separating the data plane from 
the control plane. Hence, unlike other mobility solutions as in Mobile IP [8, 9, 10], I3 [11] etc., 
our architecture does not suffer from the problem of data triangulation under normal 
circumstances.  

6.2 Security 
PONA already has 3 features that work together to provide mechanisms for implementing 
strong security: well-defined bounded context, separation of management, control and data 
plane, and policy servers. 
 
First, PONA has a concept of boundary with well-defined gates in a realm or zone. The 
administrative policies of the realm or zone are enforced at these points. This is similar to what 
is done currently in organizations and countries. Each organization has a well defined set of 
entry points manned by security guards or receptionists who check the credentials of all persons 
entering or leaving. Once a person enters a building, he/she has authorization to move in 
certain areas but is again subject to further verification if they want to enter sensitive areas. 
Similar effect is achieved in PONA by realms. 
 
Second, one key reason for the insecurity of current Internet is that data, control, and 
management planes are intermixed. A host can easily send a message that looks like a routing 
message. Telephone networks, on the other hand, are considered more secure because the 
control lines used for communication between switches are physically separate from the data 
lines used for transmission of voice packets from the customers. Unlike the phone network, 
PONA does not require a physically separate control network. Rather the separation is logical 
so that the packets on one plane cannot penetrate the other. 
  
Third, the concept of servers allows security to be achieved much easier than that in the current 
Internet architecture. An authentication server in a realm can help authenticate all realm 
members and verify authentication of other correspondent. Even low power devices like 
personal digital assistants (PDAs) and palm-tops can use totally authenticated communication. 
In the absence of strict boundaries provided by the realms and the separation of control and 
data planes, this type of authentication service is not possible because some outsider can easily 
pose as an authentication server. 
 
The arguments given above for authentication servers also apply to other security services, 
such as, encryption, privacy, anonymity and to other administrative policies such as resource 
usage and priorities. 
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Having a bounded trust domain in the form of a realm also allows PONA to use sophisticated 
security mechanisms such as very large keys, physical tokens, and biometrics, etc. 

6.3 Energy Efficiency 
The bounded trust domain provided by realms and concept of servers help PONA achieve 
energy efficiency. PONA objects can delegate any part of their responsibility to servers in the 
realm. This proxy is simply an entry with proper notation in the realm registry for ID to address 
translation. An extension of the proxy server concept allows PONA objects to go to sleep. The 
objects can wake up or be awakened to handle networking tasks as necessary. Many of the 
energy efficiency concepts from sensor network research and wireless research can be 
extended for application to wired devices as well.  

6.4 Representation of Organizational Structure and Enforcement of Organizational 
Policies 
This should be obvious by now that the key driving force behind PONA design is our 
requirement to represent organizational structure via realms. Each realm represents an 
organization entity and the realm hierarchy represents the organizational hierarchy. The network 
connectivity represented by zones may or may not be the same as the organizational hierarchy. 

6.5 Non-Electronic End-Systems 
PONA objects do not have to be computers or electronic devices. A human being is a valid 
PONA object and will have a PONA name and ID. User IDs are dynamically mapped to Host 
IDs which are dynamically mapped to Host addresses. The person is linked to its computers, 
PDAs, and phones via visual or auditory links. The recipient can indicate to the realm manager 
his preference for devices to which the incoming connection requests should be directed to. In 
fact, the person itself may be a realm with different devices in/on his body being members of the 
realm. 

6.6 Location Transparency  
The basis of a location transparency scheme is indirection. The method is to employ some 
proxy to receive data on the user’s behalf and relay it to the user. Location transparency comes 
for the price of data triangulation. Our architecture can support a more efficient location 
Transparency than proposed in I3 [11]. Such a solution is possible with the active support of the 
user’s realm managers. The idea is that, suppose a host belongs to certain realm 
Verizon.St_Louis and moves to Paris. It may elect a host on its behalf at the Verizon.London 
realm and have all data triangulated to it through the host in the Verizon.London realm which 
may be in London at that time, thus reducing the effect of triangulation. For users (and 
data/services) a similar method may be applied wherein the user’s ream manager maps the 
user to a trusted host id which can proxy for the user’s host Id. 

7. ADDITIONAL FEATURES 

Here we list certain additional features which should be relatively easy to support based in the 
design of PONA. However, the exact details of how they will be realized are open to future 
research efforts.  

7.1 Generic Transport Layers  
The introduction of the MN layer makes the transport selection more explicit. What this means is 
that each data (or user) realm manager may now dynamically install a transfer mechanism 
which is optimized for its kind. For example, when a user declares its wish to watch some movie 
X in realm Netflix, the realm manager of movie X, in addition to resolving the host ID of the 
movie X, may also indicate the transfer protocol module to be installed for this data type. Realm 
manager of the user may similarly indicate the specific transfer module characteristics for the 
user. This will help in proper data translation (different screen sizes) and presentation of the 
movie. The point is that host ID (and hence address) is only one of the several characteristics 
that is resolved by the realm managers. 
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7.2 Transport Level Gateways 
The architecture also supports transport layer gateways by entering into such associations 
between the realm managers. The realm managers may negotiate or choose some third party 
transport layer gateways to which both resolve their host ID’s to and force all data to pass 
through these gateways. This helps in realizing heterogeneity in the mainstream design wherein 
it should be possible to reach an offbeat mote network from an Internet host without the mote 
having to implement the standard transport layer. 

7.3 Delay Tolerant Networking 
The key solution to hosts with intermittent connectivity is to choose another host as its caretaker 
host and download data from the source to the caretaker host [12]. When the original host is 
again available, the data is offloaded to it. In our architecture, the realm managers can easily 
appoint caretakers. Also, the delay tolerant networking is equally feasible at the user level as 
well as the host level. 

7.4 User Session Transfer 
User mobility entails user session transfer for supported applications wherein a user may move 
to a different host and have his session transferred to that host. This would enable revolutionary 
and innovative services like transferring a live music session from the user’s laptop at home 
dynamically to his smart phone in the car and to his office PC in his office. Of course, such 
dynamicity can be achieved only with highly refined presence protocols and ubiquitous 
networking environment, but the point is that the proposed architecture can support such and 
many more extravagant efforts.  

7. 5 Defined Business Motivations 
The proposed architecture provides clear and well defined business motivations. The 
infrastructure providers as the owners of the underlying physical infrastructure and the Internet 
Service providers, providing addressing and forwarding over the physical medium generate their 
revenues on bits of data that they deliver. The data realm and host realms too may be 
commercial organizations whose basic service is to provide mapping functions to support user, 
data and host mobility, and may generate revenues on the value added services as in security, 
disconnected connectivity, location transparency, outsourced secondary storages etc. 

7. 6 Effect on Locator design 
The proposed architecture shall simplify the numbering of locators (addresses), making them 
simpler and more efficient than those in the current Internet. Currently, the IP addresses are 
used as locators as well as identifiers. IP addresses however suffer from the problem of non-
synchronization between its administrative class hierarchy and its functionality as a topological 
locator. This leads to non aggregated mapping tables leading to inefficiency. The concept of 
ID’s and realms frees the infrastructure from its administrative role and now the host locators 
can be numbered to imply only topological locators and be highly aggregatable.  
 
The list of such features and more is long and is only bounded by one’s imagination. In 
summary, the basic design principles behind the PONA architecture are flexible and generic 
enough to support and realize a wide set of paradigms within the basic architecture itself rather 
than rendering them to be disparate, non-standard ad-hoc solutions. 

8. RELATED WORK 

Naming and addressing is a fundamental aspect of network architecture and so the number of 
papers in this area is enormous as listed in the references. The idea of overloaded IP 
addresses and hence the need for a locator/identity split was first proposed by Saltzer [13]. We 
have prepared a survey paper that provides a summary and categorization of this past work 
[14]. In this section, we focus on some of the recent naming and identity/locator splitting 
proposals. 
 
Host Identity Protocol (HIP) [2] is one of the identifier locator split designs by the Internet 
Engineering Task Force (IETF). HIP introduces a new public keys based namespace. Mobility 
and multihoming are also under development in some drafts. However, there is no concept of 
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organizational structure of name spaces or organizational policies. HIP based proposals 
generally advocate processing on flat ID’s as has been proposed in many DHT based peer-to-
peer schemes [15, 16, 17, 18, 19, 20]. Internet Indirection Infrastructure (I3) [11] adds an 
overlay indirection infrastructure above the routing network to provide better multicast, anycast, 
and mobility. The mapping from identifier to address is called “trigger” stored in the overlay 
servers. I3 also introduces a globally unique flat namespace for the identifiers and does not 
address the separation of organizational membership and connectivity of objects.HI3 [1, 5] 
proposes a scheme based on using HIP based Identifiers as triggers in I3.  Shim6 [21] uses 
IPv6 addresses as the Upper Layer Identifier (ULID). It doesn’t introduce any new namespace 
and allows multihoming. Location/ID Separation Protocol (LISP) [3] uses IP-in-IP tunneling to 
split identifiers from locators. It requires using provider independent (PI) address as identifiers, 
which may limit the scalability of the routing system. GSE [22] divides IPv6 address into 
identifier and locator parts, and uses a NAT-like style to manage the network. Multihoming is not 
considered in GSE. MILSA [23] proposes an innovative scheme of having a SIP-like [24, 25] 
control plane between the IP and TCP layers using URI like IDs. FARA [26], Forwarding 
directive, Association and Rendezvous Architecture presents an abstract meta architecture of a 
naming scheme based upon the decoupling of end system identity from IP addresses thus 
resolving the problem of IP overloading. 
 
The semantics of names has been discussed in several works. The most successful such 
scheme which has seen world-wide adoption has been the DNS [27]. Some of the other 
schemes worth mentioning are the Uniform Resource Name (URN) [28, 29] and the Uniform 
Resource Locator (URL). [30] proposes a service naming scheme for large scale multi-domain 
networks and [31] discusses a name space model for locating services. Our present work does 
not make any assumptions about the semantics of the names. As a design principle PONA 
allows any naming scheme as long as the semantics are understood by the concerned entities. 
 
The IP address depletion problem was addressed by the Address Lifetime Expectations 
Working Group [32]. Network Address Translation (NAT) proposed the most popular ad-hoc 
solution to circumvent the address depletion problem. However the lack of standardization of 
such an ad-hoc solution led to the development of different flavours of NAT rendering un-
interoperability. Moreover NAT introduced the problem of isolated private address spaces, host 
within which could instantiate a communication session but could not be reached directly by 
external hosts. A few schemes to remove this weakness were proposed [33] but could never be 
standardized owing to the non-standardized nature of the problem itself. A more permanent 
solution to this problem was proposed in the form of 128 bit IP addresses in IPv6 [34]. IPv6 also 
proposes methods to support mobility circumventing the problem of data triangulation. However, 
wide scale deployment of IPv6 is still very much in the future.  
 
The NSF funded GENI [35] program is one of the biggest initiative towards design of the next 
generation internet. Some of the other noteworthy efforts towards the future evolution of the 
present internet may be referred to in [35, 36, 37, 38, 39, 40, 41] 
  
Anycast Name Resolution (ANR) [42] is a NSF/FIND funded project. It proposes a data centric 
approach in which data is a named entity and the network plays an active role in resolving the 
present location of data through a routing method based on flat labels. Our approach supports 
data centric approach too, but it is more general and supports host centric as well as user 
centric approaches. We do not freeze a method for how data is discovered and managed. Our 
approach is to provide support for whatever method might suit a particular commercial context. 
It might be through table lookups, transitive trust based pathways based on distributed trust 
reachability and routing methods or virtual ID based routing on an overlay network. Also, in our 
design we make the contexts of “data”, “user” and “host” explicit to be able to address and 
introduce policies explicitly on each of these entities. We believe this has important 
connotations in design of an economic and administrative model which shall support the 
architecture. A method of “anycasting” in the application layer is discussed in [38]. 
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9. SUMMARY 

In this paper, we have identified that a proper naming and name binding mechanism is the key 
to attain de-coupling between the communication processes and the communication 
infrastructure. The naming solution proposed in this work can form the basis of upper layer 
virtualization where communicating entities are made explicit and shall connect over a virtual 
framework rather than having a defined physical connection. We believe that such an approach 
would open up the Internet design for immense innovations and shall also provide an effective 
standard solution to most of the problems being faced at present. This paper provides an outline 
to the key ideas behind this philosophy and also presents an instantiation of the ideas through 
the design of the Policy Oriented Network Architecture. 
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Humans can easily recognize objects as complex as faces even if they have not seen 
them in such conditions before. We would like to find out computational basis of this 
ability.  As an example of our approach we use the neurophysiological data from the 
visual system. In the retina and thalamus simple light spots are classified, in V1 - 
oriented lines and in V4 - simple shapes.  
The feedforward (FF) pathways by extracting above attributes from the object form 
hypotheses. The feedback (FB) pathways play different roles – they form predictions. 
In each area structure related predictions are tested against hypotheses.  We 
formulate a theory in which different visual stimuli are described through their 
condition attributes. Responses in LGN, V1, and V4 neurons to different stimuli are 
divided into several ranges and are treated as decision attributes. Applying rough set 
theory (Pawlak, 1991 –[1]) we have divided our stimuli into equivalent classes in 
different brain areas.  We propose that relationships between decision rules in each 
area are determined in two ways: by different logic of FF and FB pathways: FF 
pathways gather a huge number of possible objects attributes together using logical 
“AND” (drivers), and FB pathways choose the right one mainly by logical “OR” 
(modulators).       
  

Keywords: Visual brain, Imprecise computation, Bottom-up fusion, Top-down modulation, Multi-valued
decision logic of receptive field 

1. INTRODUCTION 

An important feature of primates’ brain is insensitive to the exact properties of an object’s parts, 
as well as recognition based on only partial and variable information about an object’s parts. We 
outperform any AI system in such difficult tasks as complex objects (like faces) recognition even 
if they have never seen them in a particular context before. Object classification by its parts is 
similar to computing with words [2] where words in contrast to numbers, are not well (crisp) 
define objects but rather fuzzy granules. Zadeh [2] suggested using in the computer science 
words, which makes computational process similar to the perception. In this paper we will 
analyze neurological data using granulation theory similar to that in [2] but not limited to fuzzy 
systems, because our knowledge about parts is often so limited that we cannot even 
characterize it by its “fuzziness”. 
 
Our eyes constantly perceive changes in light, colors and intensities. From these sensations, 
our brains extract features related to different objects. So-called "basic features" were identified 
in psychophysical experiments as elementary features that can be extracted in parallel.  
Evidence of parallel features extraction comes from the fact that the extraction time is 
independent of the number of objects. Other features need serial searches, so that the time 
needed to extract them is proportional to the number of objects. High-level serial processing is 
associated with integration and consolidation of items combined with conscious awareness. 
Other low-level parallel processes are rapid, global, related to high-efficiency categorization of 
items and largely unconscious [3]. Treisman [3] showed that instances of a disjunctive set of at 
least four basic features could be detected through parallel processing. Other researchers have 
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provided evidence for parallel detection of more complex features, such as shape from shading, 
or experience-based learning of features of intermediate complexity.  However, recent 
experiments by Thorpe’s team [4] found that human and non-human primates are capable of 
rapid and accurate categorization of briefly flashed natural images. Human and monkey 
observers are very good at deciding whether or not a novel image contains an animal even 
when more than one image is presented simultaneously [4]. The underlying visual processing 
reflecting the decision that a target was present is under 150ms. 
 
These finding appear to be in contradiction to the classical view that only simple, "basic 
features," likely related to early visual areas like V1 and V2, are processed in parallel [3]. 
Certainly, natural scenes contain more complex stimuli than "simple" geometric shapes. It 
seems that the conventional, two-stage perception-processing model needs correction, because 
to the "basic features" we must add a set of unknown intermediate features. We propose that at 
least some intermediate features are related to receptive field properties in area V4. Area V4 
has been associated with shape processing because its neurons respond to shapes and 
because lesions in this area disrupt shape discrimination, complex-grouping discriminations, 
multiple viewpoint shape discriminations and rotated shape discriminations.  

 
In this work, I have explored area V4 cells responses stimulated by pair of bars placed in 
variable parts of the receptive field (RF). Rough set analysis lead us to propose decision rules 
related to the neurophysiological basis of the interactions between parts.    

 

2. METHOD 

 
After Pawlak [1], we define an information system as S = (U, A), where U is a set of objects and 
A is set of attributes. If a ∈  A and u ∈  U, the value a(u) is a unique element of V (a value set). 
The indiscernibility relation of any subset B of A, or IND(B), is defined [1] as the equivalence 
relation whose elements are the sets {u: b(u) = v} as v varies in V,  and [u]B - the equivalence 
class of u form B-elementary granule. The concept X ⊆  U is B-definable if for each u ∈  U 
either [u]B ⊆  X or [u]B ⊆  U\X.  B X = {u ∈  U: [u]B ⊆  X } is a lower approximation of X.  The 

concept X ⊆  U is B-indefinable if exists such u ∈  U such that [u]B∩ X φ≠ }. B X = {u ∈  U: 

[u]B∩ X φ≠ } is an  upper approximation of X. The set BN B (X) = B X - B X will be referred to 
as the B-boundary region of X. If the boundary region of X is the empty set then X is exact 
(crisp) with respect to B; otherwise if BNB(X) φ≠  X is not exact (rough) with respect to B. 
 
In this paper the universe U is a set of simple visual patterns that were used  in 
neurophysiological experiments [3], which can be divided into equivalent indiscernibility classes 
or B-elementary granules, where B ⊆  A. The purpose of our research is to find how these 
objects are classified in the brain. Therefore we will modify definition of the information system 
as S = (U, C, D) where C and D are condition and decision attributes. Decision attributes will 
classify elementary granules in agreement with neurological responses from the specific visual 
brain area. In direct experimentally related part of this paper we are looking into single cell 
responses only in one area - V4 that will divide all patterns into equivalent indiscernibility 
classes of V4-elementary granules. Neurons in V4 are sensitive only to the certain attributes of 
the stimulus, like for example space localization – pattern must be in the receptive field, and 
most of them are insensitive to contrast changes. Different V4 cells have different receptive field 
properties, which mean that one B-elementary granule can be classified in many ways by 
different V4-elementary granules. 
 
We will represent experimental data ([5]) in the following table. In the first column are neural 
measurements. Neurons are identified using numbers related to a collection of figures from [5]. 
Different measurements of the same cell are denoted by additional letters (a, b,…).  For 
example, 11a denotes the first measurement of a neuron numbered 1 Fig. 1 of [5], 11b the 
second measurement, etc.  Stimuli typically used in neuroscience have the following properties:  
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1. orientation in degrees appears in the column labelled by o, and orientation bandwidth is 
labelled by ob. 

2. spatial frequency is denoted as  sf , and spatial frequency bandwidth is sfb  
3. x-axis position is denoted by xp  and the range of x-positions is xpr  
4. y-axis position is denoted by yp and the range of y-positions is ypr  
5. x-axis stimulus size is denoted by xs 
6. y-axis stimulus size is denoted by ys 
7. stimulus shape is denoted by s, values of s are following: for grating  s=1, for vertical 

bar s= 2, for horizontal bar  s= 3, for disc s= 4, for annulus  s=5   
Decision attributes are divided into several classes determined by the strength of the neural 
responses.   Small cell responses are classified as class 0, medium to strong responses are 
classified as classes 1 to n-1 (min(n)=2), and the strongest cell responses are classified as 
class n. Therefore each cell divides stimuli into its own family of equivalent objects 
Cell responses (r) are divided into n+1 ranges:  
class 0 : activity below the threshold (e.g. 10 sp/s) labelled by r0;  
class 1: activity above the threshold  labelled by r1;  … 
class n: maximum response of the cell (e.g. 100-200 sp/s) labelled by rn. 

 
Thus the full set of stimulus attributes is expressed as B = {o, ob, sf, sfb, xp, xpr, yp, ypr, xs, ys, 
s}.  

3. RESULTS 

3.1 Theoretical Basis 
 
3.1.1 Decision Rules for a single neuron 
Each neuron in the central nervous system sums up its synaptic inputs as a postsynaptic 
excitatory (EPSP) and inhibitory (IPSP) potentials that may cause its membrane potential to 
exceed the threshold and to generate an action potential. In other words single neuron 
approximate collective (thousands of interacting synapses with different weights) input 
information to the distributive one (unique decision in a single output). In principle a single 
spike (action potential) can be seen as a decision of the neuron, but in this work we will not take 
into account internal dynamics of the system and therefore we will estimate neuronal activity as 
spikes mean frequency (as described above).   This complex synaptic potential summation 
process is related in sensory (here only visual) systems with so-called receptive field properties 
of each neuron. Below we will show how neurons in different parts of the brain change visual 
information in their receptive fields into decisions.   
 
3.1.2 Logic of the anatomical connections 
As it was mentioned above our model consists of three interconnected visual areas. Their 
connections can be divided into the feedforward (FF) and feedback (FB) pathways. We have 
proposed [6] that FF connections are related to the hypothesis about stimulus attributes and FB 
are related to predictions about the stimulus and its configuration. Below, we suggest that the 
different anatomical properties of the FB and FF pathways may determine their different logical 
rules. 
 
We define LGNi, as LGN i-cell attributes for cells i=1,…, n, V1j  as primary visual cortex j-cell 
attributes for cells j=1,…, m, and   V4k as area V4 attributes for cells k=1,…, l. 
 
The specific stimulus attributes for a single cell can be found in the neurophysiological 
experiment by recording cell responses to a set of various test stimuli. As we have mentioned 
above, cell responses are divided into several (here 3) ranges, which means that responses of 
each cell may perform several classifications (granules). It is different than the classical 
receptive field definition, which assumes that the cell responds (logical value 1) or does not 
respond (logical value 0) to the stimulus with a certain attributes. In other words, in the classical 
electrophysiological approach all receptive field granules are crisp.  In our approach, cell 
responses below the threshold - r0, have logical value 0, the maximum cell responses - r2, have 
a logical value 1 but we will introduce cell responses between r0 and r2, in this paper only one 
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value r1.  The physiological interpretation of cell responses between the threshold and the 
maximum response may be related to the influence of the feedback or horizontal pathways. We 
assume that the tuning of each structure is different and we will look for decision rules in each 
level that give responses r1 and r2.  For example, we may interpret that r1  meaning is that the 
local structure is tuned to the attributes of the stimulus and such granule for j – cell of the area 
V1 will be  define as  [u]1V1j. 
 
 
3.1.2.1 Decision Rules for Thalamus 
Each LGN cell is sensitive to luminance changes in a small part of the visual field called the 
receptive field (RF). The cells in LGN have the concentric center-surround shapes of their RFs, 
which are similar to that in the retinal ganglion cells.  We will consider only on- and off –type 
RFs. The on - (off) type cells increase (decrease) their activity by an increase of the light 
luminance in their receptive field center and/or decrease of the light luminance in the RF 
surround (Fig. 1). 
 
Below are examples of the decision rules for on-, off – type LGN cells with the RF position: xp0, 
yp0 . We assume that there is no positive feedback from higher areas therefore the maximum 
response is r1. 
 
DR_LGN_1:  xp0 ∧  yp0 ∧ xs0.1 ∧  ys0.1 ∧  s4 -> r1          (1)  
DR_LGN_2:  xp0 ∧  yp0 ∧ xs0.3 ∧  ys0.3 ∧  s5 -> r1            (2) 

 
which we interpret that the changes in the luminance of the light spot s4 that covers  the RF 
center  (the first rule) or annulus s5 which covers the RF surround  (the second rule) gives 
neuronal response r1. We assume that other stimulus parameters like contrast, speed and 
frequency of luminance changes, etc. are constant and optimal, and that the cell is liner and 
therefore we measure response of the cell activity synchronized with the stimulus changes (the 
first harmonic). Depends on the cell type the phase shift between stimulus and the response is 
near 0 or 180 deg if we do not take into account the phase shift related to the response delay. 
Instead using light spots or annuli one can use a single, modulated with the drifting grating 
circular patch covering the classical RF. By changing the spatial frequency of the drifting grating 
one can stimulate only the RF center for high spatial frequencies or center and surround for 
lower spatial frequencies, which gives the following decision rule:   
 

DR_LGN_3:  xp0 ∧  yp0 ∧ xs0.3 ∧  ys0.3 ∧  s4 ∧  sf  -> r1           (3) 
 
where for example: sf = 0.4 c/d stimulates RF center and surround, sf > 1 c/d stimulates RF 
center only. 
 
Notice that in agreement with above rules eqs. (1-3) LGN cells do not differentiate between light 
spot, light annulus, or patch modulated with grating. All these different objects represent the 
same LGN-elementary granule. The LGN RF can be modelled by the difference of Gaussian 
(DOG) model, where one 2D Gaussian function describes fuzzy in x-y plane RF center 
properties, whereas another Gaussian describes fuzzy RF surround properties (Fig. 1). Many 
papers already mentioned that the DOG model has a sharp zero-crossing property. In our 
decision rules we are using logical “AND” which in this and next three parts determines a 
subspace from generally unknown space of object’s attributes.      
 
3.1.2.2 Decision Rules for V1 
In the primary visual cortex neurons are sensitivity to the orientation, which is not observed in 
lower areas: retina or LGN. There are two cell types in V1: simple and complex cells. They can 
be characterized by spatial relationships between their incremental (on) and decrement (off) 
subfields. A simple cell has in principle separated its subfields, whereas a complex cell is 
characterized by the overlap of its subfields (Fig. 1). In consequence simple cells are linear (the 
first harmonic dominates in their responses: F1/ F0 > 1) whereas complex cells are nonlinear (F1/ 
F0 < 1). The classical V1 RF properties can be found using small flashing light spots, moving 
white or dark bars or gratings.  We will give an example of the decision rules for the RF mapped 
with the moving white and dark bars [7]. 
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A moving white bar gives the following decision rule: 
 
DR_V1_1: o90∧ xpi∧ yp0 ∧ xsk ∧  ys1 ∧  s2  ->r1               (4) 
 
The decision rule for a moving dark bar is given as: 
 

DR_V1_2: o90∧ xpj∧ yp0 ∧ xsl ∧  ys1 ∧  s2  ->r1                  (5) 
 
where xpi x-position of the increment subfield, where xpj x-position of the decrement subfield, 
yp0 y-position of the both subfields, xsk, xsl, ys1 horizontal and vertical sizes of the RF subfields, 
and s2  is a vertical bar, which means that this cell is tuned to the vertical orientation (for 
illustration purpose we added orientation o90 which not necessary because the bar s2 is vertical). 
We have skipped other stimulus attributes like movement velocity, direction, amplitude, etc. 
 
For simplicity we assume that the cell is not direction sensitive, it gives the same responses to 
both direction of bar movement and to the dark and light bars and that cell responses are 
symmetric around the x middle position (xp). 
 
An overlap index [8] is  
 
OI = (0.5(xsk +xsl ) - |xpi –xpj|)/(0.5(xsk +xsl ) + |xpi –xpj|)           (6) 
 
which compares sizes of increment (xsk) and decrement (xsk) subfields to their separation  (|xpi 
–xpj|).  After [9] if OI ≤  0.3 (non-overlapping subfields) it is the simple cell with dominating first 
harmonic response (linear) and r1 is the amplitude of the first harmonic. If OI >= 0.5 (overlapping 
subfields) it is the complex cell with dominating F0 response (nonlinear) and r1 are changes in 
the mean cell activity. Hubel and Wiesel [10] have proposed that the complex cell RF is created 
by convergence of several simple cells in a similar ways like V1 RF properties are related to RF 
of LGN cells (Fig. 1). However, there are some recent experimental evidences that the 
nonlinearity of the complex cell RF may be related to the feedback or horizontal connections 
[11].  This is important finding, because subfields of V1 RF are characterized by Gaussian 
functions therefore are fuzzy. If OI is small as in simple cells their RFs are also fuzzy, however 
when decrement and increment subfields overlap their difference determines a sharp edge.  
  
3.1.2.3 Decision Rules for V4 
The properties of the RFs in the area V4 are more complex than that in V1 or in LGN and in 
most cases they are nonlinear.  It is not clear what exactly optimal stimuli for cells in V4 are, but 
popular hypothesis is that they V4 cells code the simple, robust shapes.  Below there is an 
example from [12] of the decision rules for a narrow (0.4 deg) and long (4 deg) horizontal or 
vertical bars placed in different positions of the V4 RF:  
 

DR_V4_1: o0 ∧  yprn ∧  (yp-2.2 ∨  yp0.15) ∧  xs4 ∧ ys0.4 -> r2          (7) 
DR_V4_2: o90 ∧ xprm ∧  (xp-0. 6 ∨  xp1.3)∧ xs0.4 ∧  ys4 ->r1          (8) 

 
where the first rule is related to the horizontal bar (o0) and the second rule to the vertical bar 
(o90). The horizontal bar placed with high precision (narrow yp range - yprn) in two different y-
positions (yp-2.2, yp0.15) gives strong responses  (DR_V4_1), and the vertical bar placed with 
lower precision (medium xp range - xprm) in two different x-positions (xp-0. 6, xp1.3) gives medium 
responses.  
 
3.1.2.4 Decision Rules for feedforward (FF) connections from LGN -> V1   
Thalamic axons target specific cells in layer 4 and 6 of the primary visual cortex (V1). Generally 
we assume that there is a linear summation of LGN cells to one V1 cell. It was proposed [9] that 
the LGN cells determine the orientation of the V1 cell in the following way: LGN cells which 
have direct synaptic connection to V1 neuron have their receptive fields arranged along a 
straight line on the retina (Fig. 1).  In this Hubel and Wiesel [11] classical model the major 
assumption is that activity of all (four in Fig. 1) LGN cells is necessary for V1 cell to be sensitive 
to the specific stimulus (oriented light bar). This principle determines syntax of the LGN to V1 
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decision rule, by using logical “and” meaning that if one LGN cell does not respond then there is 
no V1 cell response. After Sherman and Guillery [13] we will call such inputs as drivers. Alonso 
et al [14] showed that it is a high specificity between RF properties of the LGN cells having 
monosynaptic connections to V1 simple cell. This precision goes beyond simple retinotopy and 
includes such RF properties as RF sign, timing, subregion strength and size [14].  The decision 
rule for the feedforward LGN to V1 connections are following: 
 
DR_LGN_V1_1: rLGN

1 (xi, yi) ∧  rLGN
1 (xi+1, yi) ∧…∧  rLGN

1 (xi+n, yi) ->rV1
1            (9) 

DR_LGN_V1_2: rLGN
1 (xi, yi) ∧   rLGN

1 (xi+1, yi+1) ∧…∧  rLGN
1 (xi+n, yi+n) ->rV1

1                          (10) 
 
where the first rule determines the r1 responses of V1 with optimal horizontal orientation, and 
the second rule says that the optimal orientation is 45 degrees; (xi, yi)  is the localization of the 
RF in x-y Euclidian coordinates of the visual field. The logical “AND” in FF connections is similar 
to Lukasiewicz t-norm and can be written as 
v(rV1)=max(0, v(rLGN (xi, yi)) + v(rLGN

1 (xi+1, yi))+ … +v( rLGN
1 (xi+n, yi)) – (n-1)) 

 
where value v(.) is between 0 and 1 (multi-valued Lukasiewicz logic), interpreted that all inputs 
from LGN must have significant strength in order to obtain significant V1 response. 
 

 
FIGURE 1: Modified schematic on the basis of [8]. Four LGN cells with circular receptive fields arranged 

along a straight line on the retina have direct synaptic connection to V1 neuron. This V1 neuron is 
orientation sensitive as marked by the thick, interrupted lines. 

 
3.1.2.5 Decision Rules for feedback (FB) connections from V1->LGN 
There are many papers showing the existence of the feedback connections from V1 to LGN. In 
[15] authors have quantitatively compared the visuotopic extent of geniculate feedforward 
afferents to V1 with the size of the RF center and surround of neurons in  V1 input layers and 
the visuotopic extent of V1 feedback connections to the LGN with the RF size of cells in V1. V1 
feedback connections restrict their influence to LGN region visuotopically coextensive with the 
size of the classical RF of V1 layer 6 cells and commensurate with the LGN region from which 
they receive feedforward connections. In agreement with [13] we will call feedback inputs 
modulators with following decision rules:  
 

DR_V1_LGN_1: (rV1
1∨  rLGN

1 (xi, yi)), (rV1
1∨  rLGN

1 (xi+1, yi+1)),…,(rV1
1∨  rLGN

1 (xi+2n, yi+2n)) -> rLGN
2

  (11) 
 
this rule says that when the activity of a particular V1 cell is in agreement with activity in some 
LGN cells their responses increase from r1 to r2, and rLGN

1 (xi, yi) means r1 response of LGN cell 
with coordination (xi, yi) in the visual field, and rLGN

2 means r2 response of all LGN cells in the 
decision rules which activity was coincidental with the feedback excitation, it is a pattern of LGN 
cells activity. We interpret logical “OR” as choosing the most favourite pattern of active LGN 
cells.    
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3.1.2.6 Decision Rules for feedforward connections V1 -> V4   
They are relatively small bypassing area V2 direct connections from V1 to V4, but also we take 
into account V1 to V2 [16] and V2 to V4 highly organized but variable especially in V4 [17] 
feedforward connections. We simplify that V2 has similar properties to V1 but larger size of the 
RF. We assume that like from the retina to LGN and from LGN to V1 direct or indirect 
connections from V1 to V4 provide driver input and fulfil the following decision rules: 
 

DR_V1_V4_1: rV1
1 (xi, yi) ∧  rV1

1 (xi+1, yi+1) ∧  …  ∧  rV1
1 (xi+n, yi+n) ->rV4

1     (12) 
 
We assume that the RF in area V4 sums up driver inputs from regions in the areas V1, V2 of 
cells with highly specific RF properties not only retino-topically correlated.  We interpret logical 
“AND” as above for LGN to V1 FF.    
 
3.1.2.7 Decision Rules for feedback connections from V4->V1 
 Anterograde anatomical tracing [18] has shown axons backprojecting from area V4 directly to 
area V1 or sometimes with branches in area V2. Axons of V4 cells span in area V1 in a large 
territories with most terminations in layer 1 which can be either a distinct clusters or in a linear 
array. These specific for each axon branches determine decision rules which will have similar 
syntax  (see below) but anatomical structure of the particular axon may  introduce different 
semantic. Their anatomical structures maybe related to the specific receptive field properties of 
different V4 cells. Distinct clusters may have terminals on V1 cells near “pinwheel centers” (cells 
with different orientations arranged radially) whereas a linear array of terminals may be 
connected to V1 neurons with similar orientation preference. In consequence some part of the 
V4 RF would have preference for certain orientations and other may have preference for the 
certain locations but be more flexible to different orientations. This hypothesis is supported by 
recent intracellular recordings from neurons located near pinwheels centers, which in contrast to 
other narrowly tuned neurons, showed subthreshold responses to all orientations [19]. The V4 
input modulates V1 cell in the following way: 
 
   

DR_V4_V1_1: (rV4
1∨  rV1

1 (xi, yi)), (rV4
1∨  rV1

1 (xi+1, yi+1)),… ,(rV4
1∨  rV1

1 (xi+2n, yi+2n)) -> rV1
2   (13) 

 
 Meaning of rV1

1 (xi, yi) and rV1
2 are same as explained above for the V1 to LGN decision rule.  

 
3.1.2.8 Decision Rules for feedback connections V4->LGN 
Anterograde tracing from area V4 showed axons projecting to different layers of LGN and some 
of them also to the pulvinar [20]. These axons have widespread terminal fields with branches 
non-uniformly spread about several millimetres (Fig. 2).  Like descending axons in V1, axons 
from area V4 have in LGN terminations in distinct clusters or in linear branches (Fig. 2). These 
clusters and branches are characteristic for different axons and as it was mentioned above their 
differences may be related to different semantics in the decision rule below:  
 
DR_V4_LGN_1: (rV4

1∨  rLGN
1 (xi, yi)), (rV4

1∨  rLGN
1 (xi+1, yi+1)),… ,(rV4

1∨  rLGN
1 (xi+2n, yi+2n)) -> rLGN

2

  (14) 
  
Meaning of rLGN

1 (xi, yi) and rLGN
2 are same as explained above for the V1 to LGN decision rule. 

 
Notice that interaction between FF and FB pathways extends a classical view that the brain as 
computer uses two-valued logic.  This effect in psychophysics can be paraphrased as: I see it 
but it does not fit to my predictions. In neurophysiology we assume that a substructure could be 
optimally tuned to the stimulus but its activity does not fit to the FB predictions. Such interaction 
can be interpreted as the third logical value. If there is no stimulus the response in the local 
structure should have a logical value 0, if stimulus is optimal for the local structure, it should 
have logical value ½, and if it also is tuned to expectations of higher areas (positive feedback) 
then response should have logical value 1. Generally it becomes more complicated if 
we consider many interacting areas, but in this work we use only three-valued logic. 
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3.2 Experimental Basis 
We present our model on an example of the data analysis from two neurons recorded in 
monkey’s area V4 [5]. One example of V4 cell responses to single, thin vertical bar in different 
horizontal – x-axis positions is shown in the upper left part of Fig. 2 (Fig. 2E). Cell responses 
are maximal but not symmetric around the middle bar position.  
  
TABLE 1: Decision table for cells from Fig. 1. Attributes o, ob, sf, sfb were constant and are not presented 
in the table. In two bars experiment the shape value was s=22. For cell 62g only results of bar 0.3 by 2 deg 

in y-position 0 and -1 are included. 
 

Cell  xp yp xpr xs ys s r 
61e -0.7 0 1.4 0.25 4 2 1 

61e1 0 0 0.2 0.25 4 2 2 
61f1 -1.9 0 0.2 0.25 1 22 2 
61f2 0.1 0 0.2 0.25 1 22 2 
61f3 1.5 0 0.1 0.25 1 22 2 
61f4  -1.8 0 0.6 0.25 1 22 1 
61f5 -0.8 0 0.8 0.25 1 22 1 
61f6 0.4 0 0.8 0.25 1 22 1 
61f7 1.2 0 0.8 0.25 1 22 1 
61f8 -0.2 0 0.2 0.25 1 22 0 
62g1 -1.5 0 0.1 0.3 2 22 2 
62g2 -0.15 0 0.4 0.3 2 22 2 
62g3 -1.5 0 0.6 0.3 2 22 1 
62g4 -0.25 0 1.0 0.3 2 22 1 
62g5 1 0 0.6 0.3 2 22 1 
62g6 -1.1 0 0.2 0.3 2 22 0 
62g7 -1.5 -1 0.2 0.3 2 22 2 
62g8 -1.5 -1 0.4 0.3 2 22 1 
62g9 -0.2 -1 0.1 0.3 2 22 2 
62g10 -0.2 -1 0.4 0.3 2 22 1 
62g11 -1.1 -1 0.15 0.3 2 22 0 
62g12 0.4 -1 0.1 0.3 2 22 0 

 
Fig. 2F shows the same cell (cell 61 in Table 1) responses to two bars, the first bar stays at the 
0 position, while the second bar changes its position along the x-axis. Both bars are changing 
their luminance between black and white (flashing) in opposite phase to each other. Cell 
responses show several maxima dividing the receptive field into four areas. However, this is not 
always the case as responses to two bars in another cell (cell 62 in table 1) show only three 
maxima (Fig. 2G).  
 
We assign the narrow (xprn), medium (xprm), and wide (xprw) x position ranges as follows: 
narrow xprn if (xpr: 0<xpr≤ 0.4), medium xprm if (xpr: 0.4 ≤<xpr≤ 1.2), and wide xprw if (xpr: 
xpr>1.2).   
 
On the basis of Fig. 2F and Tab.1 the two-bar horizontal interaction study for cell 61f can be 
presented as the following two-bar decision rules: 
 
DRT1: (o90 ∧ xprn ∧  (xp-1. 9 ∨  xp0.1∨  xp1.5)∧ xs0.25 ∧  ys1 )1 ∧ (o90 ∧  xp0 ∧ xs0.25 ∧  ys1 )0 ->r2 
DRT2: (o90 ∧ xprm ∧  (xp-1. 8 ∨  xp-0.8∨  xp0.4∨  xp1.2)∧ xs0.25 ∧  ys1 )1 ∧ (o90 ∧  xp0 ∧ xs0.25 ∧  
ys1 )0 ->r1 
 
One-bar decision rules can be interpreted as follows: the narrow vertical bar evokes a strong 
response in certain positions, medium size bars evoke medium responses in certain positions, 
and wide horizontal or vertical bars evoke no responses (Fig. 2E and two top rows in Tab. 1).  
 
Two-bar decision rules claim that: the cell responses to two bars are strong if one bar is in the 
middle of the receptive field (RF) (bar with index 0 in decision rules) and the second narrow bar 

 Brain-Like Approximate Reasoning

  BCS International Academic Conference 2008 – Visions of Computer Science22



 

  

(bar with index 1 in decision rules) is in the certain positions of the RF (DRT1).  But when the 
second bar is in medium position range, the max cell responses became weaker (DRT2). 
Responses of other cells are sensitive to other bar positions (Fig. 2G). 
 
Two-bar horizontal interaction decision rules for cell 61g are as follows:  
 
DRT3: bph1∧ (o90 ∧ xprn ∧ (xp-1.5 ∨ xp-0.15) ∧ xs0.3 ∧ ys2 )1∧ (o90∧ xp0 ∧ xs0.3 ∧ ys2 )0 →  r2, 
DRT4: bph1∧ (o90 ∧  ∧ xprm ( xp-1.5 ∨ xp-0.25∨ xp1)∧ xs0.3∧ ys2 )1 ∧ (o90 ∧  xp0∧ xs0.3∧ ys2 )0 →  r1, 
DRT5: bph0∧ (o90 ∧ xprn ∧ (xp-0.5 ∨ xp0.7) ∧ xs0.3 ∧ ys2 )1 ∧ (o90 ∧  xp0 ∧ xs0.3 ∧ ys2 )0 →  r2, 
 

 

 
 
FIGURE 2: Modified plots from [5]. Curves represent responses of two cells to small single (E) and double 

(F, G) vertical bars changing their position along x-axis (Xpos). Responses are measured in spikes/sec. 
Mean cell responses ± SE are marked in E, F, and G. Thick horizontal lines represent a 95% confidence 
interval for the response to single patch in position 0.  Cell responses are divided into three ranges by thin 

horizontal lines. Below each plot are schematics showing bar positions giving r1 (gray) and r2 (black) 
responses; below (E) for a single bar, below (F and G) for double bars (one bar was always in position 0). 

(H) This schematic extends responses for horizontally placed bars (E) to the whole RF assuming that 
responses along other axis (y and tilted 45, 135 deg axis) are similar to x-axis responses: white color 
shows max. excitatory responses, black color inhibitory interactions between bars.  (I, J) Schematic 

summarizes cell responses (G) when bars are in opposite (I) or same phase (J - plot not shown) of their 
black-white flashing period (freq 4Hz). Ellipses in different positions and shapes are related to 

experimental results where bars stimuli were moved along y-axis: -1, -0.5, and +0.5. 
 

 Brain-Like Approximate Reasoning

  BCS International Academic Conference 2008 – Visions of Computer Science   23



 

  

These decision rules can be interpreted as follows: bars flashing in opposite phases (bph1) give 
strong responses when positioned very near (overlapping) or 1.5 deg apart one from the other 
(DRT3). When bars are near, -1.5 or 1 deg apart their interaction gives medium response 
(DRT4) for a larger range of their exact positions (xprm) than in the strong interaction case 
(xprn).  Interaction between bars flashing in phase (bph0) gives strong responses when bars are 
-0.5 or 0.7 deg apart.  These and other examples [5] can be generalized to other classes of 
objects like gratings, light patches, or center-surround shapes. 

 
We propose following classes of the object Parts Interaction Rules: 

 
PIR1: facilitation when stimulus consists of multiple similar thin bars with small distances (about 

0.5 deg) between them, and suppression when distance between bars is larger than 0.5 
deg.  Suppression/facilitation can be periodic along the receptive field with dominating 
periods of about 30, 50, or 70% of the RF width. 

PIR2: inhibition when stimulus consists of multiple similar discs with distance between their 
edges ranging from 0 deg (touching) to 0.5-3 deg through the RF width. 

PIR3: if bars or patches have different attributes like polarity or drifting directions than 
suppression is smaller and localized facilitation at the small distance between stimuli is 
present. 

 
These rules were partly tested in cells from area V4 by using discs or annuli stimuli with 
optimally oriented and variable in spatial frequencies drifting gratings [5]. 
 
The x positions measuring depends on the stimulus width: every 0.3 or 0.25 deg, therefore we 
will resample our data every 0.5 deg, and let assume that all bars have same sizes and we skip 
bar size parameters. We also assumed that cells are giving similar responses in y-positions 0, 
and -1. 

  
Stimuli used in our two-bar experiments can be placed in the following ten categories (we skip 
the bars in 0 x-positions): 
 
Yo = |xp-2 xprn | = {61f1};  
Y1 = |xp-2 xprm | = {61f4}; 
Y2 = |xp-1.5 xprn| = {62g1, 62g7};  
Y3 = |xp-1.5 xprm| = {62g3, 62g8};  
Y4 = |xp-1 xprm| = {61f5};  
Y5 = |xp-1 xprn| = {62g6, 62g11};  
Y6 = |xp0 xprn| = {61f2, 61f8, 62g9};  
Y7 = |xp0 xprm| = {62g2, 62g4, 62g10};  
Y8 = |xp0.5 xprm| = {61f6};  
Y9 = |xp0.5 xprn| = {62g12};  
Y10 = |xp1 xprn | = {61f7, 62g5};  
Y11 = |xp1.5 xprn | = {61f3};  
 
These are equivalence classes for stimulus attributes, which means that in each class they are 
indiscernible IND(B).    
 
There are three ranges of responses, denoted as ro, r1, r2. Therefore the expert’s knowledge 
involves the following three classes: 
 
 | ro | = {61f8, 62g6, 62g11, 62g12 }, 
 | r1 | = {61f4, 61f5, 61f6, 61f7, 62g3, 62g4, 62g5, 62g8, 62g10} 
 | r2 | = {61f1, 61f2, 61f3, 62g1, 62g2, 62g7, 62g9} 
 
which are denoted as Xo, X1, X2. 
 
We want to find out whether equivalence classes of the relation IND{r} or V4-granules form the 
union of some equivalence to B-elementary granules, or whether B ⇒ {r}. We calculate the 
lower and upper approximation [1] of the basic concepts in terms of stimulus basic categories: 
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B Xo = Y5 ∪  Y9= {62g6, 62g11, 62g12},  

B Xo = Y5 ∪  Y6 ∪  Y9  = {62g6, 62g11, 62g12, 61f2, 61f8, 62g9}, 
B X1 = Y1 ∪  Y3 ∪  Y4 ∪  Y8∪  Y10 = {61f1, 62g3, 62g8, 61f5, 61f6, 61f7, 62g5},  

B X1 = Y1 ∪  Y3 ∪  Y4 ∪  Y7∪  Y8 ∪  Y10  = {61f1, 62g3, 62g8, 61f5, 61f6, 61f7, 62g5, 62g2, 
62g4, 62g10}, 

B X2 = Y0 ∪  Y2   ∪  Y11  = {61f1, 62g1, 62g7, 61f3}, 

B X2 = Y0 ∪  Y2 ∪  Y6  ∪   Y7 ∪  Y11   = {61f1, 62g1, 62g7, 61f3, 61f2, 61f8, 62g9, 62g2, 62g4, 
62g10} 

 
Concepts related to response classes 0, 1, and 2 are roughly B-definable, which means that 
with some approximation we have found that the stimuli do not evoke a response, or evoke 
weak or strong response in the area V4 cells. Certain bar positions are always inhibitory such 
as Y5 or Y9 (-1, 0.5), but bar in 0 x-position may evoke inhibition or strong excitation.  The most 
bar positions evoke medium excitatory response (r1), but here as well bar in 0 x - position may 
also evoke strong excitatory response.  In summary, we have performed rough set theory 
analysis for two different area V4 cells stimulated by two flashed in contra-phase bars. In this 
part we have looked into characteristic spots on x-axis and we have omitted exact size of bars 
and their shift along y-axis. Our assumption that these, and maybe others, like differences 
between cells, parameters are not important is weak. In consequence our concepts are rough, 
but still we found invariances: bar positions which always give similar responses.  

4. DISCUSSION 

Zadeh [2] in his computing with words concept suggested that such computations are 
analogues to perception, which are in principle fuzzy. He did not differentiate if computing with 
words is related to parallel (pre-attentive) or serial (conscious) processes. Our model 
concentrated on pre-attentive processes. These so-called early processes extract and integrate 
basic features of the environment into parallel channels. These processes are related to the 
human perceptual system’s tendency to group together similar objects with unsharp boundaries 
[21]. These similarities may be related to synchronizations of multi-resolution, parallel 
computations and are difficult to simulate using a digital computer [22]. The similarity relation is 
reflexive, symmetric and non-transitive, but we have classify object attributes as B-elementary 
granules as the indiscernibility relation, which is reflexive, symmetric, and transitive. The main 
idea of this paper is that each area: LGN, V1, and V4 have separate and different classification 
and find area specific indiscernibility relation: LGN-elementary granules describe light points, 
V1-elementary granules – lines, V4-elementary granules – simple shapes. Unknown object is 
represented by many equivalent classes of different attributes. The main question is – what 
algorithm is used by brain to find similarities between unknown and familiar objects? Our 
hypothesis is that the brain uses the quasi-similarity relation, which is reflexive,   graded 
symmetric and graded transitive and related to improper containment, which leads to rough 
mereological granular logic [23, 24]. We claim that the feedforward and feedback pathways are 
playing dominating role in introduction of the granular logic.    
 
4.1 Decision rules of the Receptive Field 
By using multi-valued categorization of V4 neuron responses, we have differentiated between 
bottom-up information (hypothesis testing) related to the sensory input, and predictions, some of 
which can be learned but are generally related to positive feedback from higher areas. If a 
prediction is in agreement with a hypothesis, object classification will change from category 1 to 
category 2. Our research suggests that such decisions can be made very effectively during pre-
attentive, parallel processing in multiple visual areas. In addition, we found that the decision 
rules of different neurons can be inconsistent.  
One should take into account that modeling complex phenomena entails the use of local models 
(captured by local agents, if one would like to use the multiagent terminology [25]) that should 
be fused afterwards. This process involves negotiations between agents [25] to resolve 
contradictions and conflicts in local modeling. One of the possible approaches in developing 
methods for complex concept approximations can be based on the layered learning. Inducing 
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concept approximation should be developed hierarchically starting from concepts that can be 
directly approximated using sensor measurements toward complex target concepts related to 
perception. This general idea can be realized using additional domain knowledge represented in 
natural language. 
 
4.2 Critique of the “winner-takes-all” strategy 
These inconsistencies could help process different aspects of the properties of complex objects. 
The principle is similar to that observed in the orientation tuning cells of the primary visual 
cortex.  Neurons in V1 with overlapping receptive fields show different preferred orientations. It 
is assumed that this overlap helps extract local orientations in different parts of an object. 
However, it is still not clear which cell will dominate if several cells with overlapping receptive 
fields are tuned to different attributes of a stimulus.  Most models assume a "winner takes all" 
strategy, meaning that using a convergence (synaptic weighted averaging) mechanism, the 
most dominant cells will take control over other cells, and less represented features will be lost. 
This approach is equivalent to the two-valued logic implementation. Our finding from area V4 
seems to support a different strategy than the "winner takes all" approach. It seems that 
different features are processed in parallel and then compared with the initial hypothesis in 
higher visual areas. We think that descending pathways play a major role in this verification 
process. At first, the activity of a single cell is compared with the feedback modulator by logical 
conjunction in order to avoid hallucinations. Next, the global, logical disjunction ("modulators") 
operation allows the brain to choose a preferred pattern from the activities of different cells. This 
process of choosing the right pattern may have strong anatomical basis because individual 
axons have variable and complex terminal shapes, facilitate some regions and features against 
other – so called salient features (for example Fig. 2). Learning can probably modify the 
synaptic weights of the feedback boutons, fine-tuning the modulatory effects of feedback.  
 
4.3 Object’s parts fusion 
As we have previously suggested [12] the brain may use multi-valued logic in order to test 
learned predictions about object attributes by comparing them with stimulus-related hypotheses. 
Neurons in area V4 integrate an object's attributes from the properties of its parts in two ways: 
(1) within the area via horizontal or intra-laminar local excitatory-inhibitory interactions, (2) 
between areas via feedback connections tuned to lower visual areas. Our research put more 
emphasis on feedback connections because they are probably faster than horizontal 
interactions. Different neurons have different Part Interactions Rules (PIR – as described in the 
Results section) and perceive objects by way of multiple "unsharp windows”. If an object's 
attributes fit the unsharp window, a neuron sends positive feedback [26] to lower areas, which 
as described above, use "modulator logical rules" to sharpen the attribute-extracting window 
and therefore change the  neuron’s response from class 1 to class 2 (Fig. 1 E and F).  The 
above analysis of our experimental data leads us to suggest that the central nervous system 
chiefly uses at least two different logical rules: "driver logical rule" and "modulator logical rule." 
The first, "driver logical rule," processes data using a large number of possible algorithms (over-
representation). The second, "modulator logical rule," is supervises decisions and chooses the 
right algorithm. 
 
4.3 Comparison with other models 
Below we will look at possible cognitive interpretations of our model using the shape 
categorization task as an example. The classification of different objects by their different 
attributes has been regarded as a single process termed "subordinate classification" [27]. 
Relevant perceptual information is related to “subordinate-level shape classification” by 
distinctive information of the object like its size, surface, curvature of contours, etc.  There are 
two theoretical approaches regarding shape representation: metric templates and invariant 
parts models. As mentioned above, both theories assume that an image of the object is 
represented in term of cell activation in areas like V1: a spatially arrayed set of multi-scale, 
multi-oriented detectors ("Gabor jets"). Metric templates map object values directly onto units in 
an object layer, or onto hidden units which can be trained to differentially activate or inhibit 
object units in the next layer [27]. Metric templates preserve the metrics of the input without the 
extraction of edges, viewpoint invariant properties, parts or the relations among parts. This 
model discriminates shape similarities as well as human psychophysical similarities of complex 
shapes or faces. Matching a new image against those in the database is done by allowing the 
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Gabor jets to independently change their own best fit (change their position). The similarities of 
two objects will be the sum of the correlations in corresponding jets. When this methods is used, 
changes in object or face position or changes in facial expressions can achieve 95% accuracy 
between several hundreds faces [28].  
 
The main problems with the Lades model described above are that it does not distinguish 
among the largest effects in object recognition it is insensitive to contour variations which are 
very important psychophysically speaking, and it is insensitive to salient features (non-
accidental properties [NAP]) [27]. The model we propose here suggests that these features are 
probably related to effects of feedback pathways, which may strengthen differences, signal 
salient features and also assemble other features, making it possible to extract contours. A 
geon structural description (GSD) is a two-dimensional representation of an arrangement of 
parts, each specified in terms of its non-accidental characterization and the relations amongst 
these parts [27].  Across objects, the parts (geons) can differ in their NAP. NAP are properties 
that do not change with small depth rotations of an object.  The presence or absence of the 
NAP of some geons or the different relations between them may be the basis for subordinate 
level discrimination [27]. The advantage of the GSD is that the representation of objects in 
terms of their parts and the relations between them is accessible to cognition and fundamental 
for viewpoint invariant perception. Our neurological model introduces interactions between RF 
parts as in the geon model; however, our parts are defined differently than the somewhat 
subjective parts of the GSD model.  
 
4.4 Hierarchical PARTS 
We propose hierarchical definition of parts based on neurophysiological recordings from the 
visual system. First order primitives will have circular shapes much like receptive fields in the 
retina or LGN (Fig.1). Second order parts might be edges or lines similar to the RF in V1 (Fig. 
1). Third order parts will be like the RF in area V4 and therefore will be somewhat similar to 
geons (Fig. 2).  In our model, interactions between parts and NAPs are associated with the role 
of area V4 in visual discrimination, as described in the above lesion experiments. However, 
feedback from area V4 to the LGN and area V1 could be responsible for the possible 
mechanism associated with the properties of the GSD model. The different interactions between 
parts may be related to the complexity and the individual shapes of different axons descending 
from V4. Their separated cluster terminals may be responsible for invariance related to small 
rotations (NAP). These are the anatomical bases of the GSD model, although we hypothesize 
that the electrophysiological properties of the descending pathways (FB), defined above as the 
modulator, are even more important.  The modulating role of the FB is related to the neuron’s 
(not sure if neuron is the right word in this sentence) logic. Through this logic, multiple patterns 
of the coincidental activity between the LGN or V1 and FB can be extracted. One may imagine 
that these differently extracted patterns of activity correlate with the multiple viewpoints or shape 
rotations defined as NAP in the GSD model. 
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Abstract

The benefits of reuse have long been recognized in the knowledge engineering
community where the dream of creating knowledge-based systems on-the-fly from
libraries of reusable components is still to be fully realised. In this paper we present a
two stage methodology for creating knowledge-based systems: first reusing domain
knowledge by mapping it, where appropriate, to the requirements of a generic problem
solver; and secondly using this mapped knowledge and the requirements of the
problem solver to “drive” the acquisition of the additional knowledge it needs. For
example, suppose we have available a knowledge-based systems which is composed
of a propose-and-revise problem solver linked with an appropriate knowledge
base/ontology from the elevator domain. Then to create a diagnostic knowledge-based
systems in the same domain, we require to map relevant information from the elevator
knowledge base/ontology, such as component information, to a diagnostic problem
solver, and then to extend it with diagnostic information such as malfunctions,
symptoms and repairs for each component. We have developed MAKTab, a Protégé
plug-in which supports both these steps and results in a composite knowledge-
based systems which is executable. In the final section of this paper we discuss
the issues involved in extending MAKTab so that it would be able to operate in
the context of the (Semantic) Web. Here we use the idea of centralised mapping
repositories and mapping composition. This work contributes to the vision of the
Web, which contains components (both problem solvers and instantiated ontologies
(knowledge bases)) that tools (like MAKTab) can use to create knowledge-based
systems which subsequently can enhance the richness of the Web by providing yet
further knowledge-based Web-services.

Keywords:

1. INTRODUCTION

A Knowledge-Based System (KBS) applies intelligent reasoning to a domain to solve a problem
that would otherwise require considerable human time, effort and expertise. To achieve this,
a KBS typically requires significant domain knowledge coupled with an intelligent reasoning
module. Recent approaches to KBS development typically revolve around the rapid configuration
of reusable, independent components such as domain ontologies, problem solving methods
(PSMs), problem solvers (PSs) and task specifications. To maximise reusability, every component
is expressed generically: i.e. without reference to any other particular component; further,
repositories of these components are now becoming available. In theory, to develop a new KBS,
the knowledge engineer or an automated agent simply selects the appropriate components for
their task (from repositories) and configures them to work together. Configuration has often
been simply viewed as a mapping process: for example, for a PSM to work with a particular
domain ontology, mappings would be defined between the two: the mappings would allow the
PSM to access and use the domain knowledge provided by the domain ontology during the
PSM’s execution. Despite considerable research focused on making this a reality, it is, for various
reasons, still yet to be fully realised. In summary, the various projects working to achieve this goal

Knowledge-based systems, Ontology mapping, Knowledge acquisition

using the Semantic Web
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produced their own approaches, developing different, often incompatible, technologies to support
their approach; moreover, none of them have fully executable implementations.

We believe the primary reasons why previous approaches failed were the lack of a standard
formalism for representing domain ontologies, which resulted in a lack of readily available domain
ontologies. Further, there was a lack of standards for representing procedural knowledge, and a
lack of tools which allowed standardised rule sets to operate over standardised domain knowledge
formalisms.

Standards and technologies have subsequently progressed however, with formalisms such as the
Web Ontology Language (OWL)1 providing a standard language for describing ontologies; the
Semantic Web Rule Language (SWRL)2 and the Rule Interchange Format3 providing languages
for describing rules expressed against ontologies, and possibly, rule based PSs; and tools such as
Protégé4 providing a mature, extendable framework for both creating and using ontologies. In fact,
Protégé provides a good environment for reuse-based KBS development as it includes extensive
ontology import facilities, along with several reasoning plug-ins (called tabs) which allow various
types of reasoning to be performed against an (instantiated) ontology. One of the most mature
reasoning tabs is JessTab5 which allows Jess6 production rules to be executed against a KB
(instantiated ontology).

As the Semantic Web vision [1] becomes a reality, it will be desirable to make use of the wealth
of new KBs that become available, for example by incorporating them into new KBSs. We have
developed a KBS development methodology based on reuse, which is able to take advantage
of the various advances in standards and technologies which have been made in recent years.
We have previously reported our methodology and our supporting tool, MAKTab in [4]. Briefly,
our methodology for achieving KBS development through reuse consists of two phases. After
selecting a generic PS and a domain ontology, the user maps relevant domain knowledge from the
domain ontology to the target generic PS, typically providing it with knowledge of the concepts in
the domain. This initial domain knowledge is then extended using a focused knowledge acquisition
(KA) phase during which the user defines rules required by the PS for it to work in the chosen
domain. In this paper we provide an outline of our methodology in MAKTab, the current support
tool, and discuss applying the methodology on the (Semantic) Web.

In [1], Berners-Lee et al describe a vision of the Semantic Web: a Web friendly to both humans
and machines; where natural language text conveys knowledge to humans, and corresponding
(instantiated) ontologies provide a form of easily accessible knowledge (a loosely structured KB)
to machines, potentially providing a wealth of (domain) ontologies that can be exploited in the
development of KBSs. Further, every ontology will be associated with rules describing how to
map from it to other ontologies. This work contributes to the vision of the Web, which contains
components (both PSs and instantiated ontologies (KBs)) that tools (like MAKTab) can use to
create KBSs which subsequently can enhance the richness of the Web by providing yet further
knowledge-based Web-services.

This paper is structured as follows: first we discuss previous work on reuse of PSs and knowledge-
based components; we then discuss our approach to KBS development in the context of our
original implementation, MAKTab; we then discuss conceptually how we plan to adapt it to work
on the Semantic Web; and finally provide some conclusions.

2. RELATED WORK

Various projects have looked at KBS development through the configuration of reusable
components: for example PSM Librarian, CommonKADS and IBROW3. IBROW3 is particularly
1http://www.w3.org/2004/OWL/
2http://www.w3.org/Submission/SWRL/
3http://www.w3.org/2005/rules/wiki/RIF_Working_Group
4http://protege.stanford.edu
5http://www.ida.liu.se/~her/JessTab/
6http://www.jessrules.com
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relevant as it specifically focused on building KBSs through reuse of components on the Web. A
good overview of the challenges faced with this type of KBS development is provided by Neches
et al in [11]. The Internet Reasoning Service 3 project, which provides a brokering service for
building applications using Semantic Web Services is also relevant to building KBSs on the
(Semantic) Web.

2.1. CommonKADS

CommonKADS [15] is the result of a major European project, which focused on developing
a complete KBS development methodology, encompassing project management, organisation
analysis, and knowledge and software engineering. Developing a KBS using this methodology
involves modelling the various aspects of the organisation (in which the KBS will be deployed)
that are relevant to the task the KBS will be performing. Relevant aspects include the agents who
currently perform the task, the knowledge that is required to perform the task, and how the task is
currently performed. [15] provides the developer with guidance regarding how these models may
be created, but it is left to the developer to implement and “assemble” them into a working system.

2.2. PSM Librarian

PSM Librarian [6] provides a KBS development methodology based on the reuse and
configuration of domain ontologies and problem solving knowledge. In this methodology the
requirements of a PSM are described by an ontology; developing a new KBS involves defining
mappings between a domain ontology and a PSM’s requirements. Once defined, these mappings
enable the PSM to access and reason with the domain knowledge. There is currently no support
for executing the configured KBS however.

2.3. IBROW3 Project

The main objective of the IBROW37 project was the development of an architecture that
facilitated an “intelligent brokering service” to produce a KBS by reuse of “third-party knowledge-
components through the WWW.” The UPML (Unified Problem-Solving Method Development
Language) meta-ontology [12] was developed to support the definition of knowledge-components
such as domain ontologies, PSMs, PSM libraries and tasks (problem specifications). The process
involved the user providing the intelligent broker with the description of a task and domain
ontology, the broker would then select a suitable generic PSM, configure it to work with the user’s
ontology, execute the new KBS, and return the solution to the user. Due to the challenges of doing
all these steps automatically, the project did not fully achieve its aim; however UPML has been
used by other approaches (including PSM Librarian) and has contributed to the IRS project.

2.4. Internet Reasoning Service 3 (IRS3)

The IRS3 project8 is a further development of the IBROW3 work. The IRS3 project provides
a semantic broker based approach to the development of applications from Semantic Web
Services [2], which automates the processes of mediating between a service requester (user)
and one or more service providers (Semantic Web Services). Semantic Web Services describe
the functionalities that they provide, in terms of the goals (tasks) that they fulfil. When provided
with a task from a client, the IRS3 server uses its library of Semantic Web Services to determine
appropriate services which can be used to achieve the task. The IRS3 server then manages
the orchestration of these services, including any necessary communication between them
(and handling any conceptual mismatches that can occur between different services), and their
invocation, to create an new application for the user.
7http://hcs.science.uva.nl/projects/IBROW3/home.html
8http://kmi.open.ac.uk/projects/irs
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2.5. Shortcomings

Although earlier approaches have made significant theoretical contributions, their implementa-
tions were inadequate as they lack suitable tools and in some circumstances require the users
to perform complex mapping and/or system configuring tasks manually. The CommonKADS
approach requires the developer to build multiple models of the organisation (up to six different
models are typically required), each of which can take a considerable time to develop and requires
considerable documentation, which can add substantial overheads to the KBS development
project [8]. Further, due to lack of good quality support tools, the CommonKADS methodology
provides the developer with only minimal support with the difficult task of developing and
assembling these models.

The PSM Librarian approach also has some shortcomings: it requires the user to provide many
mappings with little support; it does not provide the PS with domain knowledge from sources other
than the domain ontology; and currently does not provide/create an executable KBS. The IBROW3
project attempted to perform each step in the development process completely automatically by
having a broker select a suitable domain ontology and PS, and then configure the two to work
together; an ambitious task which we believe is still unachievable.

3. OUR APPROACH

We have developed a practical methodology for building KBSs through reuse. Our methodology
performs automatically as much as possible, while supporting the user when he/she needs to
make decisions. We have implemented our methodology with MAKTab, a plug-in for the Protégé
environment. MAKTab uses ontology mapping techniques to suggest possible mappings between
the domain ontology and the chosen generic PS; and includes a guided KA component which
uses the requirements of the generic PS and the knowledge acquired from the mapping phase to
support the user when extending the generic PS to their chosen domain.

3.1. Illustrative Example

Throughout this paper, we use the tasks of developing KBSs dealing with elevator configuration
and elevator diagnosis to illustrate our approach. Elevator configuration has been used as a KBS
task by various projects. Marcus et al. [10] developed the original system, SALT, and others,
such as the Sisyphus-2 KA Challenge [14] have used it as a way of evaluating KA tools and
approaches. Both of these projects used a propose-and-revise PS combined with knowledge
of elevator components to produce design specifications of complete elevator systems which
meet a set of requirements such as building dimensions, minimum capacity and elevator speed.
The propose-and-revise method uses knowledge of components, their properties, values these
properties can have, constraints on these values, and fixes for violated constraints to produce, if
one exists, an acceptable combination of components. In outline its algorithm is:

1. Propose a design, if no proposal returned then exit with failure,
2. Verify proposed design with respect to the constraints, if OK then exit with success,
3. If any constraints are violated, systematically attempt to repair all the constraint violations

with the sets of fixes provided.

To perform this successfully, the algorithm requires three types of domain specific
knowledge/rules, which are used in its execution:

1. Configuration rules which specify how a list of subcomponents can be combined to form a
complete system.

2. Constraints which specify restrictions between the various components of the
configuration.

3. Sets of Fixes which should be applied to remedy particular violated constraints.
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Abbreviation Meaning
PS Problem Solver (PS-RS + PS-ONT)
PS-RS Rule Set which implements a PS
PS-ONT Ontology used by a PS
ONT Domain Ontology
KBS Knowledge Base System (PS + ONT)
pnr Propose-and-Revise
diag Diagnosis
elevator Elevator domain (lift in British English)
PS(pnr, -) Domain independent pnr PS, which is composed of PS-ONT(pnr, -) and

PS-RS(pnr, -)
PS(pnr, [elevator]) pnr PS developed in the context of the elevator domain, composed of:

PS-ONT(pnr, [elevator]), PS-RS(pnr, -), and PS-RS(pnr, [elevator])
PS-RS(pnr, -) Rule Set which implements the generic pnr algorithm
PS-RS(pnr, [domain]) Rule Set which implements the domain specific pnr rules for the domain

domain, e.g. PS-RS(pnr, [elevator]) is the set of elevator specific pnr rules
PS-ONT(pnr, -) PS-ONT which defines the concepts used by PS-RS(pnr, -) and PS-

RS(pnr, [domain])
PS-ONT(pnr, [elevator’]) The PS-ONT(pnr, -) partially configured for the elevator domain, produced

after the mapping stage.
PS-ONT(pnr, [elevator]) PS-ONT which defines the concepts used by PS-RS(pnr, -) and

PS-RS(pnr, [elevator]) instantiated with relevant elevator knowledge
(components and/or rules)

ONT(elevator) Elevator domain ontology
ONT(elevator, [pnr]) Elevator domain ontology used by PS(pnr, [elevator])
ONT(elevator’, [pnr, diag]) ONT(elevator, [pnr]) extended with domain knowledge for PS(diag,

[elevator])
KBS(pnr, elevator) A KBS using the pnr PSM for elevator domain, composed of 2 linked

components: ONT(elevator, [pnr]) and PS(pnr, [elevator])

TABLE 1: Definition of the notation used to describe KBSs in our work.

So from this perspective, a KBS is composed of domain knowledge and problem solving
knowledge. For example, the KBS described above, henceforth referred to as KBS(pnr, elevator)9

10 (that is, a KBS which uses a propose-and-revise PS developed in the context of the elevator
domain), is composed of two components: an elevator domain ontology designed for propose-
and-revise, ONT(elevator, [pnr]); and a propose-and-revise PS which is developed in the context
of the elevator domain, PS(pnr, [elevator]). The latter is defined as a rule set which captures the
generic propose-and-revise algorithm (i.e. does not contain any domain specific knowledge) (PS-
RS(pnr, -)), an ontology to capture the essential components of the propose-and-revise algorithm
(i.e. the constraints, the fixes, etc.), without reference to any domain, namely PS-ONT(pnr, -),
and (an implementation of the) domain (elevator) specific propose-and-revise rules, PS-RS(pnr,
[elevator]).

Elevator diagnosis can also be a complex task, which involves linking observed symptoms to
component malfunctions. Again, in our formalism such a KBS, KBS(diag, elevator) (that is, a KBS
which uses a diagnostic PS in the context of the elevator domain) contains two components:
a diagnostic elevator ontology, ONT(elevator, [diag]) specifying components, malfunctions,
symptoms and possible causes; and the diagnostic PS developed in the context of the elevator
domain, PS(diag, [elevator]).

We have acquired a working version of both the KBS(pnr, elevator) and KBS(diag, elevator). Both
systems were acquired as CLIPS11 KBSs, and we have re-engineered them to work within the
Protégé/JessTab environment. Both KBSs were acquired from independent sources; and we have
9see Table 1 for our notation
10In our notation, brackets are only used to improve readability.
11http://www.ghg.net/clips/CLIPS.html
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FIGURE 1: Outline architecture and algorithm for reusing the ONT(elevator, [diag]) from KBS(diag, elevator)
with PS(pnr, -) to produce KBS(pnr, elevator).

been careful not to structurally alter their domain and PS ontologies. Details of the re-engineering
process are available in [5].

Our methodology is such that the user should be able to extract the domain ontology from an
existing KBS and rapidly configure a further generic PS to work with it to produce a new KBS.
Figure 1 illustrates one such example in which a diagnostic elevator ontology, ONT(elevator,
[diag]) (extracted from the composite KBS) and generic propose-and-revise (configuration) PS,
PS(pnr, -) are configured to work together, producing a new configuration KBS in the elevator
domain, KBS(pnr, elevator). Our algorithm for achieving this is to:

1. Split KBS(diag, elevator) into ONT(elevator, [diag]) and PS(diag, [elevator]) (this is relatively
easy in the Protégé/JessTab implementations).

2. Map relevant domain knowledge in ONT(elevator, [diag]) to PS-ONT(pnr, -) (extracted from
PS(pnr, -)), to produce an initial PS-ONT(pnr, [elevator’]).

3. Use PS-ONT(pnr, [elevator’]) with the KA tool to acquire propose-and-revise rules for the
elevator domain, to produce an extended PS-ONT(pnr, [elevator]).

4. Generate PS-RS(pnr, [elevator]) from PS-ONT(pnr, [elevator]).
5. Add any new domain concepts that are introduced in step 3 to ONT(elevator, [diag]) to create

ONT(elevator’, [diag, pnr]).
6. Combine PS(pnr, [elevator]) (which is composed of PS-RS(pnr, [elevator]) and PS-RS(pnr,

-)) with ONT(elevator’, [diag, pnr]) to create KBS(pnr, elevator).

3.2. Describing Generic PSs

Our methodology involves configuring a generic PSs to provide reasoning in a particular domain.
To provide the user with maximum support during the configuration process the PS ontology
provides relatively detailed descriptions of the required knowledge, which can be used by
appropriate tools to support the user during configuration. The PS ontology provides descriptions
of the structure of domain knowledge, the types of domain specific rules that are used by the PS
to work in a domain (in terms of the rule components and their structure), and various related
meta-information. The KA stage uses these descriptions to acquire the rules from the user. We
have developed a simple PS ontology, which developers can extend to provide descriptions for
new types of generic PSs.

Our basic generic PS ontology includes classes for describing domain knowledge components,
rules and meta-information about the PS and rules. The main class for describing domain
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FIGURE 2: Visualisation of the Constraint rule from PS(pnr, -).

Instance Type Instance Name Property Description
Constraint c1 exp (required-horsepower > motor-horsepower)

ConstraintAtom ca hasConstraint (c1)

ConstraintAtomList cal rdf:first (ca) rdf:rest (Nil)

Violation v1 hasConstraint (c1)

ViolationAtom va hasViolation (v1)

ViolationAtomList val rdf:first (va) rdf:rest (Nil)

ConstraintRule cr1 swrl:body (cal) swrl:head (val)

TABLE 2: An instantiation of the ontology shown in Figure 2 which specifies the rule that if constraint c1 is
violated then assert violation v1.

knowledge is PSConcept, which has two subclasses: SystemComponent for representing the
different components that will be used by the KBS (for example, the different elevator components,
such as doors, motors, and cables); and SystemVariable for describing variables or parameters
that will also be used.

The rules are described by extending various SWRL classes, particularly swrl:Imp, swrl:Atom,
and swrl:AtomList. Briefly, the types of antecedents and consequents that can be added to a rule
are restricted to be relevant to the intended purpose of the rule. Specifically, to define the types
of rules a PS uses to work in a domain, the developer creates a subclass of swrl:Imp for each
rule type: placing appropriate constraints on the swrl:body (the antecedents) and swrl:head
(the consequents) properties to restrict the lists of atoms (antecedents and consequents) to be of
a particular swrl:AtomList subclass. Similarly, subclasses of swrl:AtomList define lists which
restrict the types of atoms (defined by subclasses of swrl:Atom) that can be added to that type
of list. Again, appropriate subclasses of swrl:Atom constrain the type of knowledge that can be
expressed to be appropriate to that particular type of atom. Using this approach, the developer
can define a particular type of rule and ensure that rules of that type only contain appropriate
information. For example, the generic constraint rule from PS-ONT(pnr, -), visualised in Figure 2,
restricts the antecedents to be a list of constraints, and the consequents to be a list of constraint
violations, ensuring all constraint rules follow the structure: IF constraints not satisfied THEN
assert violations. An example rule using this schema is outlined in Table 2, which states that if
the required horsepower is greater than the currently selected motor can provide, then assert a
violation of that constraint.

Our generic PS ontology also contains two main classes for providing meta-information about
the PS, which is used by MAKTab. The ProblemSolver class, which provides various pieces of
information about the PS, such as textual descriptions of the PS, how it can be customised, which
rules MAKTab should start the KA process with, and an implementation of any generic PS rules
and functions. Additionally, for use during the KA stage the RuleMetaClass class provides an
textual description of a rule’s purpose, and specifies which rule-types the rule is related to.
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3.3. Ontology Mapping

Mapping is the first step in acquiring domain knowledge for the generic PS. It provides the
user with the facility to reuse any existing domain (ontology) knowledge already available, in the
development of their new KBS. This is achieved by mapping the knowledge contained in the user’s
domain ontology to the PS’s ontology (for example, PS-ONT(pnr, -) in the case of PS(pnr, -)). We
expect the main knowledge acquired from the mapping stage to relate to domain entities, which
are represented by the PSConcept class (and its subclasses) in the PS ontology, which are then
used in the development of domain rules in the KA stage. The main challenge for the user in the
mapping stage is determining which concepts in their (domain) ontology map to concepts in the
PS ontology, and how these mappings are defined. As such, we have designed the mapping tool
in MAKTab to have a simple interface, and to be extendable to meet future mapping requirements.

We currently provide a range of mapping types which have proved useful in our experiments so
far; however, as the number and type of transformations (mappings) supported is the limiting
factor in this type of knowledge reuse, our tool supports an extendable range of mapping types,
so new mapping types can be easily incorporated as needed. Currently, the tool supports N:1
mappings, allowing multiple domain classes to map to one PS class. To reduce the number of
mappings that must be created, when defining a mapping for a class, the user can specify if it
should also be applied to that class’s subclasses, and if so, how deep it should be applied.

To further reduce the number of mappings the user is required to provide, MAKTab suggests
mappings by attempting to match class and property names in the domain ontology with those in
the PS. The algorithm for performing this is based on that of PJMappingTab [3]. We recognise that
ontology mapping/matching is an active research field12 and so we have designed the mapping
suggestion component to be extendable.

Once the user thinks that he has defined all the necessary mappings for the ontology, MAKTab
applies the mappings to the ontology, converting the instance data into the form required by the
generic PS. The user can, at any stage of the development process, define/apply more mappings.

3.4. Focused Knowledge Acquisition

Having completed the mapping stage, a focused knowledge acquisition (KA) process is then used
to extend the knowledge available to the target PS. The KA tool of MAKTab uses the information
provided in the PS ontology, described above, to guide the acquisition of the domain specific
rules13 which the PS requires to function in the chosen domain. This acquisition is based on the
concepts that have been gained from the mapping stage (which can easily be added to by the
user at any stage during KA, if required, by creating new individuals of the PSConcept class or
relevant subclass). Currently the KA process interacts with a human user who is assumed to
be capable of providing the required information. The KA tool presents the user with the list of
PSConcept individuals that have been acquired, allowing the user to select one of them and then
start building the rules relevant to it.

For example, as shown in Table 2, in the elevator domain, it is important that the motor has
sufficient horsepower to produce enough torque to move the elevator. The horsepower required
by the motor is dependent on the car capacity, car speed and the motor’s system efficiency.
If the motor can not provide enough horsepower, an alternative more powerful motor should
be used. These configuration, constraint and fix rules for the required-motor-horsepower
parameter are illustrated in Figure 3 (fixed width text refers to domain concepts in PS
ontology): ConfigRule-1 checks if the required-motor-horsepower has already been calculated,
if it has not, then it is calculated as defined by the rule. ConstraintRule-1 checks if the
required-motor-horsepower is greater than the value of the horsepower property of the selected
motor, if it is, the motor can not supply enough horsepower and an appropriate violation is
12See http://www.ontologymatching.org for details on ontology mapping research.
13If the PS developer has not provided information such as which rules to start KA with or rule interdependencies, MAKTab
attempts to work out interdependencies by examining the restrictions on the rules’ swrl:body and swrl:head properties
and assuming if the type of one rule’s consequents matches another rule’s antecedents, then they are related.
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ConfigRule-1

IF required-motor-horsepower has no value THEN
required-motor-horsepower = (car-capacity * car-speed * 0.6)/33000 * motor-system-efficiency
ConstraintRule-1

IF required-motor-horsepower > horsepower of motor THEN
assert violation “need more horsepower”
FixRule-1

IF violation “need more horsepower” THEN
replace motor with another motor with horserpower > required-motor-horsepower

FIGURE 3: Example configuration, constraint, and fix rules for the PS(pnr,-) in the elevator domain.

SYS: Starting KA for required-motor-horsepower, creating a new configuration rule of the form “if values1
then assign values value2”; please provide the definition of values1
USER: required-motor-horsepower has no value
SYS: Please provide the definition of value2
USER: required-motor-horsepower = (car-capacity * car-speed * 0.6)/33000 *
motor-system-efficiency

SYS: Creating a new constraint rule of the form “if values then violation”; please provide the definition of
values
USER: required-motor-horsepower > horsepower of motor
SYS: Please provide the definition of violation
USER: need more horsepower
SYS: Creating a new fix rule of the form “if violation then apply fixes”, with violation defined as “need more
horsepower” alter definition of violation?
USER: no
SYS: Please provide the definition of fixes
USER: select a new motor with horsepower > required-motor-horsepower

FIGURE 4: The example protocol showing how the KA tool interacts with the user to build the rule defined in
Figure 3. As the user enters values, the KA tool will create the relevant individuals in the PS ontology.

asserted. Finally, FixRule-1 defines that if more horsepower is required, then upgrade the motor
by selecting one that can provide enough horsepower. Figure 4 provides an example protocol
of the tool acquiring these rules (again, fixed width text refers to domain concepts in PS-
ONT(pnr, [elevator])).

Once these rules have been defined by the user, MAKTab then converts them into a form that can
be executed by an appropriate inference engine.

4. IMPLEMENTATION

We have implemented MAKTab as a plug-in for Protégé; it provides the functionality outlined
above. By extending Protégé we are able to take advantage of its extensive import facilities.
Further, it allows us and other PS developers to take advantage of existing plug-ins which enable
a number of inference engines (for example, Prolog and CLIPS) to reason over existing KBs
(instantiated ontologies) by producing appropriate rule converters.

We have also implemented the two generic PSs discussed throughout the paper PS(pnr, -) and
PS(diag, -) as sets of JessTab rules, based on pre-existing KBSs discussed previously. We have
also developed rule converters for both PSs which translate the acquired rules into JessTab
format, [5].

5. EVALUATION

We have performed three evaluations of MAKTab, namely developer evaluation, user evaluation,
and interface evaluation. These evaluations and their results are discused in [5].
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FIGURE 5: Building KBS on the Semantic Web.

6. KBS DEVELOPMENT ON THE (SEMANTIC) WEB

Our current implementation, MAKTab, has been developed as a desktop application; for various
reasons, it is desirable to provide a (Semantic) Web based tool for our KBS development
methodology. Along with potentially providing access to many more ontologies, the Semantic
Web will also provide details of how to map from one ontology to another, which can be used
to enhance the KBS development process. This potential application of our technique on the
(Semantic) Web is outlined in Figure 5, and is described briefly below.14

1. Browsing the Semantic Web, the user finds page(s) which provide the domain knowledge
they wish to reason with.

2. The user provides the URL(s) of the selected web page(s), and our tool retrieves the existing
ontology associated with that page.

3. The user browses our library of generic PSs; selecting the one which provides the type of
reasoning they wish to use.

4. The tool searches its repository of stored mappings for any previously used with the selected
generic PS and the user’s domain ontology; further, on the Semantic Web, our tool will be
able to use the mapping knowledge associated with the user’s domain ontology (and others
on the Semantic Web) to, if necessary, create a sequence of mappings which map the user’s
domain ontology to the generic PS through a series of intermediate ontologies (see below
for details). After the user checks the mappings, altering them if necessary, the tool executes
them, providing the generic PS with knowledge of some of the concepts in the domain. This
step corresponds to step 2 in the MAKTab implementation described in Figure 1.

5. Using interactive Web technologies our tool supports the user with defining the required
rules for each appropriate domain concept. New ontological concepts can be added to
enhance the representation of the domain if necessary. This step corresponds to step 3
in the MAKTab implementation described in Figure 1.

6. Having defined the required rules, our tool generates an executable KBS by combining the
generic PS code, the result of converting the user’s defined rules into an executable format,
and the enhanced user’s domain ontology. This step corresponds to steps 4 and 6 in the
MAKTab implementation described in Figure 1.

7. Our tool could then execute the KBS, returning the results to the user.

6.1. Domain Ontologies

In MAKTab, domain ontologies are taken from a variety of sources including ontology search
engines, repositories such as OntoSearch2 [13], online directories and existing KBSs (if they can
14Until the Semantic Web vision is realised, steps 1 and 2 can be substituted with the user providing their domain ontology
directly to our tool.
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be decoupled from the associated reasoning module). If the Semantic Web vision is fully realised,
then ontologies will become much more widely available than they are today. Hopefully, this should
mean that in the future, we will also be able to import ontologies from appropriate Semantic Web
sites, which can then be used as the domain knowledge source for a new KBS. The quality of these
ontologies, in terms of accuracy and completeness will, of course vary, but hopefully they will at
least provide a loosely structured KB, which using our methodology can be further developed
and extended into a suitable domain knowledge source for a KBS. We may also incorporate tools
such as CleOn [16] and RepairTab [9] to detect and repair lexical and logical errors in the domain
ontologies, to further improve their quality before they are used in KBS development.

6.2. Generic Problem Solvers

In MAKTab a generic PS is provided by the PS ontology, which is loaded into MAKTab before it is
configured for a particular domain. MAKTab also handles the generation of the executable KBS.
When applying our methodology on the Semantic Web, it will be desirable to store a repository
of generic PSs. Ideally, providers of generic PSs will also handle the generation and execution of
the final KBSs. We also anticipate that the generic PS stored in PS repositories will not just be
implemented in JessTab, but in a wide range of programming languages. It will be important to
ensure that these other programming languages can also successfully integrate with instantiated
ontologies.

6.3. Mapping

As discussed previously, there are two main challenges for the user during the mapping stage:
firstly determining which are the corresponding concepts in the domain ontology and the generic
PS; and secondly determining how the correspondences between these concepts can be defined.
These are likely to remain crucial steps in the Semantic Web version of the tool. In general, if one
has a source (domain) concept (sc1), and a target (PS) concept (tc1) and a set of mapping rules
M1 ... Mn (possibly from a repository of mappings) describing how to map between many different
concepts, then showing whether it is possible to find a set of mappings which will transform sc1

to tc1 is likely to be a sizeable search problem, where many potential configurations of mappings
would need to be tried; many of which would lead to dead ends.

The idea of mapping composition has received attention in the database community [7], and
is implicit in [1] as a way of determining mappings. This paper ([1]) specifies that the ontology
representing a Semantic Web site’s content should be associated with a set of mappings between
it and other ontologies (either to other Semantic Web sites, or standard ontologies). Let’s say a
given page is represented by ontology O1, which is associated with a set of mappings to change
the concepts in O1 to one of several ontologies, lets call them Ox and Oy. So effectively, O1 is
associated with a set of mappings from O1 to Ox and O1 to Oy; lets call these Mappings(1, x) and
Mappings(1, y) respectively. If we wish to map to an ontology, O2, representing another page’s
content, we would first check if Mappings(1, 2) is associated with O1. If not, we could check
if specified repositories of mappings have Mappings(x, 2) or Mappings(y, 2), in which case we
would know we would be able to map from O1 to O2 in two stages. Of course, in general this
mapping process could explore a larger number of stages. Having this information centralised in
mapping repositories would, in fact, allow the existence of a suitable composition of mappings to
be established relatively easily; the actual mapping process then simply requires the performance
of the mappings as specified in the derived sequence.

7. CONCLUSIONS

We have developed a practical methodology for developing KBSs. Our methodology, and
associated tool, enable a user to reuse knowledge from a domain ontology developed for a KBS
which uses one type of PS, with other types of PS to produce a new KBS. We propose developing
a (Semantic) Web based tool that supports the creation of KBSs from (reusable) components
available on the (Semantic) Web; this tool will be derived from the operational non-Web based
MAKTab. As the Semantic Web vision becomes reality, it should provide access to a wealth
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of new components suitable for building KBSs, particularly ontologies, mappings, and problem
solvers. These components have the potential to further automate and improve our tool for KBS
development. We believe that this tool will be of particular benefit to the knowledge engineering
community, and hopefully subsequently to domain experts. We are confident that these activities
will result in a significant number of additional knowledge-based Web-services.
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Abstract

Web Engineering has become one of the core disciplines for building Web-oriented
applications. This paper proposes to reposition Web engineering to be more specific
to what the Web is, by which we mean not only an interface technology, but an
information system, into which Web-oriented applications have to be embedded. More
traditional Web applications often are just user interfaces to data silos, whereas the
last years have shown that well-designed Web-oriented applications can essentially
start with no data, and derive all their value from being open and attracting users
on a large scale. We propose “Web Engineering 2.0” to not focus anymore on how
to engineer for the Web, but how to engineer the Web. Such an approach to Web
engineering not only leads to a more disciplined way of engineering the Web, it also
allows computer science to better integrate the special properties of the Web, most
importantly the loosely coupled nature of the Web, and the importance of the social
systems driving the Web.

Keywords:

1. INTRODUCTION

The Web has become one of the most transforming computer-based technologies ever invented,
and has driven a number of important research and engineering directions in the almost 20
years since its invention in 1989. As the most prestigious conference in the Web community,
the WWW conferences is a good indicator of popular Web themes, with a steady flow of papers
from searching and ranking and more general information retrieval techniques. Other themes
are much more influenced by trends and have been or maybe will be rather short-lived. There
are surprisingly little consistent themes in the conference topics, one of course being everything
search-related, and the other being Web Engineering, mostly interpreted as looking at methods
and tools for building Web-oriented applications.

The last couple of years have seen many developments in computer science and IT technologies
gravitating towards the Web. The Web is increasingly perceived as “the platform” for future
developments in many areas, but the way in which this phrase is interpreted is very different.
There are probably three major viewpoints of this “platform concept”, the first is to see Web-based
user interfaces as the platform, leading to the rather simple idea of providing users with Web-
based interfaces to applications (instead of building standalone or platform-specific client/server-
applications). The second viewpoint is seeing the browser itself as a platform for development,
where the increasing richness of this client-side platform allows new classes of applications,
sometimes shifting almost all application logic to the browser. The third viewpoint is to see Web-
oriented client-side environments as the development platform; this approach often is referred to
as a Rich Internet Application (RIA).

All three approaches attract a lot of interest and are based on different assumptions and
create different constraints in many areas, such as security, performance, reusability, robustness,

Web engineering, REST, SOA, Loose coupling, Web architecture
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portability, usability, and accessibility. But all of these questions are mainly questions about how to
engineer Web-oriented applications. What this paper suggests is to pay more attention to an area
which has received much less interest in research, namely how to engineer the Web. Many of the
developments that shaped the triadic world view of the Web described above were not so much
planned and engineered, but they were somehow introduced and then developed evolutionary.
This evolutionary process is a good thing and should not be changed radically, but this paper
argues that it would be possible to better understand and control that process, and thereby to
better plan and develop for the Web’s future.

Today, Web Engineering is largely understood as how to engineer for the Web instead of how
to engineer the Web, and this looks at Web engineering as a specialized variant of software
engineering, taking into account the special factors of the Web as an application development
environment. A much wider view has been introduced with the concept of Web Science [1], which
focuses on an interdisciplinary approach to better understand all kinds of phenomena somehow
associated with the Web.

Our proposal is to extend the reach of the current Web engineering to a perspective where Web-
oriented applications are no longer perceived as using the Web as a platform, but where the
ultimate goal is to make them part of the Web, following its architectural principles, and benefiting
from its adaptivity, ubiquity, accessibility, and flexibility. Section 5 describes this extended idea of
Web engineering in greater detail, referring to it as Web Engineering 2.0. We propose to rethink
Web engineering as a discipline which strays further from traditional top-down ideas of software
engineering, and focuses more on the complete Web as the system into which an application has
to be embedded.

For example, it is surprising to see that not a single paper in the recent Web engineering
conferences (ICWE) was focusing on syndication and how to further develop the landscape of
systematically repurposing content. Following a more systemic approach, looking at syndication,
its progress over the last years, and the open problems, it would follow that Web engineering
should look at improving syndication for turning the Web into a better system for content
publishing, aggregation, filtering, and repurposing. However, the current application-specific focus
of Web engineering excludes this kind of viewpoint. The separation of the Web as a system and
Web applications and individual entities developed in isolation prevents Web engineering as a
discipline to reach its full potential as the premier driver of technical innovation of the Web.

2. WEB ARCHITECTURE

One of the reasons why the Web has been so much more successful than all previous approaches
at building large-scale information systems was (and still is) its simplicity and evolutionary
development. While there is an Architecture of the World Wide Web [7], this is mostly a post-
hoc rationalization of some of the developments and technologies, and only partly drives today’s
development of the Web.

Historically, a surprising number of key developments on the Web happened (and in some
disciplines still happen) with surprisingly little influence from mainstream computer science
research. In the beginning, the Web was dismissed as being much less sophisticated than the
state-of-the-art in academic information systems, and there still is a certain tension between
the way academia develops, incentivizes and assesses research, and the way how the Web is
developing. The following list is not complete, but is intended as a brief overview of the differences
between typical academia approaches, and how the Web works:

• Revolutionary vs. Evolutionary: Because of its size and pervasiveness, the Web must
develop evolutionary. In contrast, academia typically tackles idealized problems, where it
is easier to solve the core parts of a problem, without spending too much effort on dealing
with compatibility and versioning issues. On the Web, these problems often are the core
problems, and they are particularly hard because of the lack of any centralized control.

• Completeness vs. Simplicity: Typical computer science approaches try to solve an idealized
problem completely. A typical Web approach solves a real-world problem (with all constraints
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caused by evolutionary development) in a way which is good enough for most scenarios.
This model of simpler solutions not only allows the technologies to be simpler, it also allows
them to be more extensible so that unforeseen uses are possible. Given sufficient success,
a technology may then evolve to a more mature version, mostly taking into account the
feedback from how the previous version was used.1

• Isolation vs. Systemic: Computer science typically uses the standard scientific approach
of isolating a problem, and then studying it in its idealized form. The Web, on the other
hand, is a global system with many unknown interdependencies between technical and
non-technical components of that system. Looking at Web-oriented applications in isolation
therefore ignores essential features of the Web environment. Web Science and Service
Science [16] address this fact and conclude that a lot of the value generated through the
Web is co-creation, where the whole Web as a system and as an environment has to be
considered to understand how to design and build services.

While Web architecture oftentimes strives for simplicity, this does not mean that it is simple
to develop new ideas and technologies. On the contrary, the added constraint of striving for
a simple solution can make a problem harder to solve than if the proposed solution has no
limitations on complexity. One of the main challenges of engineering the Web lies in identifying
the most promising ideas for improvements, and building a simple solution for them. For example,
technically speaking, a large part of the Web 2.0 wave can be attributed to a simple standardized
function in JavaScript, which allows scripts to communicate with the server. This simple solution
has many limitations and side-effects, but it has served as one important building block for an
astonishing number of new developments.

One distinguishing feature of the Web is that its design allows errors to happen and provides an
environment in which the main goal is not to prevent errors, but to design the system to be able
to cope with them. Another important feature is loose coupling, which is a frequently used term
with little agreement on what it actually means. Section 4 examines the concept in greater detail,
whereas Section 3 first describes how Web Engineering had and partly still has to evolve from the
pretty standard top-down approach of software engineering, to a discipline with a wider scope, so
that it can better support the design and implementation of successful Web applications.

3. SERVICES ORIENTED ARCHITECTURE

The last years have seen an increase in complexity in the typical enterprise IT landscape [15], a
growing need to open up enterprise services to better collaborate with business partners, and a
faster pace at which this has to be accomplished. Traditional IT strategies and architectures and
their approach of top-down design and implementation have problems to adapt to the increasingly
fragmented and fast-changing landscape of large organizations. Various proposals for middleware
architectures have tried to make integration easier and more agile, and one of these approaches
is the Service Oriented Architecture (SOA). The goal of SOA is to identify and isolate services
which can be provided as reusable components to other services. SOA’s approach is to reflect
organizational structures, where services in organizations are provided because they are needed
to perform the business functions of the organization.

However, SOA by its very nature still is an integration approach, trying to solve the integration
problem better than previous approaches. Integration can be referred to as an “architectural style”,
characterized by the attempt to build abstractions that make a distributed and heterogeneous
system look like a centralized and homogenous system, at least in some regards. This integration
approach still is the approach favored for many organizational IT landscapes, mostly those in
enterprise or organizational settings. The Web, however, follows a different architectural style,
which is called Representational State Transfer (REST) [3] and focuses on loose coupling
(discussed in more detail in Section 4) instead of integration.
1HTML and CSS are excellent examples of such a development, with very simple first versions. Both technologies then
matured according to real-world observations of how they are used. Interestingly, popular JavaScript libraries can serve
as a good indicator what kind of functionality many people perceive to be missing in the declarative technologies, and thus
extend them with procedural code. These features can then be included in future versions of the declarative languages.

 Web Engineering Revisited 

  BCS International Academic Conference 2008 – Visions of Computer Science   43



There still is a considerable debate around Web Services and the general question of how IT
systems should be architected and implemented. Oftentimes, the discussion mixes architectural
and implementation issues, and fails to lead to a comparison of approaches on both the
architectural and the implementation level [14]. The really challenging question in this field is
whether the integration-oriented approach of SOA and other middleware-inspired approaches to
massive-scale information systems is the right approach, even for setting smaller than the entire
Web. It is a pretty well-accepted fact that the Web would not have been possible with a top-down
integration style approach; the most challenging question facing many CIOs today is whether this
lesson in massive-scale information system design does or does not apply to organizational IT
systems.

The big difference lies in the question of the core tasks of IT systems. The notion of
Wikinomics [17] (even though this term often is used in an overly enthusiastic way of painting
the future) is increasingly getting traction. Regardless of how it is called, organizations today often
are approaching the properties of the Web on various dimensions, such as the rate of change, the
number of different system throughout the organization, the lack of complete top-down control, the
necessity to interoperate with systems outside of the organizational domain, and the requirement
to re-design and re-deploy services as quickly as possible.2 A repositioned Web Engineering,
focusing more on this essential issue of how content and services should be architected and
implemented, could help to better understand the challenges and opportunities surrounding the
SOA and Web services debates.

4. LOOSE COUPLING

Even though the term “loose coupling” now most frequently is associated with IT architectures,
interestingly enough it originated in research of organizational structures [12] as early as 1967.
Structurally, the problems which may cause loose coupling or which could be avoided or mitigated
with implementing loose coupling are the same in organizations and IT systems: the tension
between the efficiency and safety of an internal determinate and completely rational structure,
and the necessity to integrate into an open world of uncertainty and conflicting concepts.

Loose coupling is often quoted as a property of some solution or product (and is almost always
used as describing a good and desirable property), but so far there is little agreement of what
exactly the term refers to. Loose coupling has a number of facets, and we will not attempt to
give an exhaustive definition of the term here. But the interesting observation is that it does
have implications beyond the SOA approach presented in Section 3, which — being based
on an integration approach — still oftentimes assumes an explicit or implicit overall design.
Loose coupling assumes that there is no such overarching design, and that peers interested
in interactions have to overcome certain obstacles for successful interaction, and these obstacles
are mainly caused by the absence of an overall design. The simpler it is to use services, the easier
it will be for loosely coupled peers to successfully interact.

More enterprise-oriented approaches often mention contractual bindings and obligations as the
one big thing that distinguishes a typical enterprise IT architecture from a Web-style architecture.
This argument misses the point that nothing in the Web’s loose coupling approach prevents
participants from entering contracts and then being bound by service level agreements. We
believe that the current challenge in the area of Web services and loose coupling lies in finding a
good way how architectures and applications can be build which can work in both ways, so that
one scenario does not implicitly exclude the other scenario.

One of the big challenges of Web engineering is to move forward from the picture of the traditional
software lifecycle, and recent trends in programming languages and software development
demonstrate this need for more agile and more adaptable applications. The ideal Web application
of the future starts as an initial version, and then evolves by being shaped by its users and the
2The last capability is increasingly noticed by Service Science, which among other things claims that the ability to adapt
quickly to changing environments can be essential for providing successful services. As one example, the ability to make
the service value chain more transparent allows service designers to better optimize the “service experience” [5].
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Web environment, very likely in ways which have never been expected.3 The Web itself, on the
other hand, will increasingly be shaped by this new class of adaptive applications, the recent
wave of Web 2.0 applications and the way how applications and data are increasingly mixed
and remixed and reused are a small sign of future developments of the Web landscape. End-
User Development (EUD) [4] is one of the major trends in Web 2.0 applications, and the better
designed a Web application is as part of the Web, the more amenable it will be for being reused
and repurposed in EUD scenarios.

5. WEB ENGINEERING 2.0

In many ways, today’s intranets very often start to look like the Web, exposing the fractal nature
of many evolving systems. They may have different sizes and different policies controlling them,
but essentially, they are increasingly becoming little Webs. On the other hand, Web engineering
so far has largely looked at how to build applications and services for the Web, with only little
focus on the fact that increasingly, the distinction between internal and external should not be
decided when designing and building an application, but by decisions based on the environment
and requirements that are not static, but an evolving set of properties shaped by the application
itself, its users, and the larger context of the Web itself.

Our vision of a repositioned Web engineering discipline of course has various associations with
other visions of new areas of computer science or web-related approaches. Web Science [1] has
a much wider perspective, and definitely would be important as an input for better understanding
the evolving landscape of the Web, its users, and way how it is used. Service Science [16] is
focused on identifying how services should be designed and implemented more systematically.
Both of these disciplines have a rather large overlap, but so far no attempt has been made to
somehow unify them. Web Engineering 2.0 is still very much focused on technical questions of
how to make content and services available on the Web, but more more concerned with the “Web”
part of the name than its predecessor.
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FIGURE 1: Web Engineering 1.0 and 2.0

Figure 1 shows a comparison of these two styles of Web engineering. In the left-hand side, it
shows Web engineering and looking primarily at building Web applications in a disciplined way.
This involves many of the well-known methods from software engineering which try to improve
the process by which software is being built. Web technologies in this picture do play a role as
3One manifestation of that is the “perpetual beta” syndrome of applications on the Web, where applications never get out
of beta status, assuming that at any time features might be added or removed.
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constraints, but do not play a significant role as something that should also be engineered as part
of the evolving environment. The right-had side shows a different picture, where Web technologies
play an integral role in Web engineering, and advancing the Web itself becomes one of the core
tasks of Web engineering. Also, a Web application is no longer perceived to be one application
that then will get an interface to the Web, instead the application itself is decomposed into smaller
components which themselves are considered Web applications. Some of them may be designed
and implemented as part of a Web engineering projects, others may be accessed that already
exist on the Web, and the Web application itself opens up to be accessed as a Web service. The
design of the individual components then can done using software engineering methods, but the
ecosystem of cooperating components is the result of this new Web engineering.

This new Web engineering consequently has a lot to do with Web Services, but not in the sense
of the word that has taken over this term for the past years as a field being largely concerned with
questions of middleware and systems integration. Instead, Web services in this case refer to Web
services based on the design principles of the Web, which means REST.

Semantic Web, largely concerned with questions of knowledge representation and reasoning,
can also play a role in that scenario in that they allow Web application components to publish
semantically richer information, if they wish to do so.

One of the main advantages of this new Web engineering would be to better manage the
duplication of functionality that could be observed in the Web services area for the past years [8].
Instead of building a separate WS-* protocol stack layered on top of the Web as a transport
system, this new perspective could re-focus Web engineering to work on improving the Web. We
look at the “middleware over HTTP as transport” approach as the same transitional phenomenon
that could be observed in the early days of the Internet, when people were running “SNA over IP”
or “DECnet over IP”. Some legacy systems still use these kinds of architectures, but not many
systems will be designed and built using them.

One of the two biggest advantages of a Web engineering discipline focusing more on the “Web”
part of its name would be the fact that by engineering in a more Web-like way, engineering for
evolution becomes almost an implicit goal, both in terms of engineering an application itself, and
also engineering the application as a component of a bigger system. This is discussed in more
detail in Section 5.1. The second advantage would be a more integral way of looking at Web
applications and Web technology, and would be the best way how to work towards evolving the
Web.

5.1. Engineering for Evolution

One of the main advantages of a more REST-oriented approach is the capability of services to
allow Serendipitous Reuse [18]. This goes back to the integration vs. loose coupling approaches
presented in Sections 3 and 4. The Web thrives on serendipitous reuse, and regardless of the
name chosen, this simply means a lower barrier to entry.

The current trend towards Enterprise 2.0 [9] makes the need for well-designed services even
more obvious. More traditional back-end oriented architectures, such as the idea of “portals”,
was based on the assumption that the goal is to build a big integration application, which
integrates all required applications in the back-end, and then makes them available through a
single configurable Web interface. Enterprise 2.0, on the other hand, looks at content and services
being made available through Web services, so that that can be re-used, re-combined, and re-
purposed as required, without the need for a heavyweight integration hub. This not only allows
quicker development and deployment of composite applications, it also allows the enterprise to
be more agile in exploring various ways of implementing services.

5.2. Web Evolution

Engineering applications for evolution (as described in Section 5.1) helps to build applications
that are better components of the Web. However, as one lesson learned from Web engineering,
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applications often want to do more than is possible with the available Web technologies. There
seem to be two main approaches to that problem; the first is to layer a complete set of new
technologies on top of the Web, this is what happened in the Semantic Web and WS-* Web
services areas. The second is something we refer to as the Plain Web [19] and focuses on
evolutionary development of the Web, introducing as little new technologies as possible, and trying
to keep those as simple as possible.

Interesting examples in that area is the field of content syndication. Content syndication is not
a highly complex field, but still requires well thought through concepts to be able to use Web-
scale syndication easily and effectively. The first version of a syndication format was RSS and
after a short period of time was riddled with numerous incompatible version of the technology
because of competing groups and a lack of standardization or research interest. Finally, the
Atom [10] format and more recently the Atom Publishing Protocol (AtomPub) [6] emerged as
better designed alternatives. Syndication plays an increasingly important role on the Web and
may very well become one of the major ways of how information is being managed on the Web.
AtomPub is the first large-scale REST protocol that could be used in many scenarios, the current
syndication scenarios of news distribution and blogging are by no means the only scenario that
could benefit from syndication.

The syndication model still is lacking a number of features. Some of these are already solved
by additional specifications, but some essential features are still untackled. A first approach is
available with the Feed Item Query Language (FIQL) [11], but most applications4 are building
proprietary solutions. This kind of work could be an excellent way of how Web engineering could
contribute to improving the Web, in this case by tackling the general question of how to build
RESTful interactions around the general idea of a collection of data items.

Currently, surprisingly few Web technologies get a lot of input from computer science. Some of the
more advanced areas with an established history in earlier computer science fields5 did receive
more attention from computer science, but these fields are more the exception that the norm. We
believe that computer science could and should play a bigger role in advancing the Web, and a
new Web engineering could play a lead role in this.

6. CONCLUSIONS

Web Engineering 1.0 considered the evolution of applications in the following sense: taking
care about the developed artifacts, i.e. designing and developing Web application artifacts that
are reusable for the development of further Web applications. In Web Engineering 2.0, the
development must take the environment and its users as an engineering principle into account,
i.e. the user is not only consumer of the content provided, but also acts as a producer actively or
implicitly by contributing data that enhances the Web application. In other words, Web Engineering
2.0 deals with a new kind of evolution, which is driven by the usage of the engineered and finalized
Web application — enabling the user to shift from being a consumer to being a consumer and
producer.

Web technologies so far has received very selective attention from computer science research;
some of the advanced problems such as search and ranking, information retrieval, XML
databases, the Semantic Web, and tightly coupled Web services have been covered, in many
cases because there was previous work to build on, previous insights to bring to the Web, and
a clear way of how established computer science could be transferred to the Web. Other areas
of Web technologies which may be equally important for the Web’s success have received much
less attention from computer science, examples that come to mind are document representation
and presentation, loosely coupled Web services, and multimedia on the Web. Web Engineering
2.0 could make the step to include some of the increasingly important aspects of Web application
4A popular example for this is Google’s GData, which is a Google-specific extension of AtomPub that has some
rudimentary query features.
5The most popular examples are XQuery [2] which could reuse a lot of knowledge from the database research community,
and the Semantic Web and mostly OWL [13], which could reuse a lot of knowledge from the knowledge representation
and reasoning research community.
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development to the attention of the computer science community, and to build a closer relationship
between building applications for the Web, and advancing the Web itself.

We believe that the Web can provide a number of very interesting research challenges for
a more Web-oriented approach. However, the traditional incentives and expectations around
computer science research often favor themes with less compatibility issues and a less heavy
emphasis on simplicity of the final outcome. How to create new incentives around Web-oriented
research so that it does become attractive for computer science researchers to tackle some of the
currently under-researched field is probably the most challenging task in this vision of taking Web
engineering one step closer to engineering the Web.
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We argue that the mathematics developed for the semantics of computer languages
can be fruitfully applied to problems in human communication and action.
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1. INTRODUCTION

Let us start with the philosophy of language. There is a well known programme, due to Davidson
[7, 12], the goal of which is to give an axiomatic semantic theory from which can be derived
the observable facts of human language use. This programme is deliberately abstract, in that
it ignores any evidence from neurophysiology or, indeed, any questions of mechanism: it starts
from the overt, publicly observable facts about behaviour in the hope that those, together with the
constraint of being able to construct an axiomatic theory explaining them, will yield an interesting
semantics of human language. This programme has been extraordinarily influential: in particular,
its analysis of action [5] has influenced a great deal of work in linguistics (see, for example, [15]).

We argue, in [23], that Davidson’s programme is strikingly similar to the theory of the semantics of
programming languages: both are concerned with the construction of theories which account for
the overt facts of their languages – on the one hand, the facts of human linguistic behaviour, and,
on the other hand, the observable behaviour of computing devices – and both deliberately ignore
facts about implementation. There are, in fact, further similarities between these areas, and these
will become evident in the course of this paper.

There is, however, one striking difference: the philosophers’ theories are much less sophisticated
than the computer scientists’. The semantics of programming languages is mathematically
sophisticated because it has to be: it must guide the design of programming languages, and it
must support reasoning about programmes, and it thereby has access to a very large amount
of complex data. Furthermore, the data is relatively unproblematic, and whether an analysis
succeeds or fails is likewise relatively unproblematic. None of this is holds for the activity of
philosophers or linguists. Consequently, whereas the computer scientists have a wide range of
powerful mathematical techniques available – domain theory, for example, and the theory of fibred
categories – there is relatively little available on the philosophical side. The philosopher’s formal
theories are quite fragmentary, and most of it is done, using naı̈ve set theory, without much thought
for what the real-world semantics of that set theory might be.

We will argue, then, that there is a great deal to be gained by applying the methods of
programming language semantics to the analysis of natural language. What will emerge is an
account of contexts for human communication based on the theory of fibred categories: in the
important special case of language about action, we get a theory of contexts for reasoning about
action.

This is not merely of philosophical interest: these issues have important applications. With the
advent of mobile devices, the context of use has become much more important than it used to be
for traditional desktop machines. Such contexts are largely given by the situation of the user in
the real world, and so a theory such as ours, which is concerned with these issues, becomes
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important. Similarly, empirical studies [9] show that context is important in social networking
software, and so we may well want to reproduce, in the virtual world, those aspects of the context
of human communication which are important in the real world. And, finally, there are applications
in the semantic web: qualitative reasoning about the human world has become a central topic
there.

The strategy of this paper, then, will be as follows: it will be a case study, showing how the methods
of fibred category theory can be applied to reasoning about action. We will start with a treatment of
reasoning about action due to Reiter, and formalise the notion of context involved in that treatment.
This will, surprisingly, involve equality between the results of actions: this allows us to revisit some
of Davidson’s fundamental work on actions, and give a new formalisation of it. Our treatment –
by comparison with Davidson’s – will not involve questionable set-theoretic assumptions, but will
specify, very concretely, what the appropriate contexts for reasoning about action are: they are
tuples of equations between the outcomes of actions. Finally, we will show how these results can
be implemented in the semantic web, and we will conclude with some remarks about how this
approach can be extended.

2. REASONING ABOUT ACTION

2.1. Reiter

Reiter [19], [17] works within an artificial intelligence formalism known as the situation calculus:
the basic notions of this formalism are situations and fluents. Situations can be thought of as
states of the world in which actions are performed: fluents are propositions which can be true
or false in those situations. In order to use the situation calculus, then, we have to say what the
actions do. That is, we have to say, for each fluent, how it is affected by actions. Reiter handles

this with what he calls regression [16]: given an action s
α %%

t between situations s and t, and
given a fluent P at t the regression problem is to find a fluent P ′ at s which which will be true iff P
is true at t.

One might think that another notion would be more fundamental: after all, the traditional AI
scenario is that one knows about the present and wants to predict the future. This concept is

known as progression: that is, given an action s
α %%

t , and given a theory Ξs describing the
situation s, find the theory Ξt describing t. Reiter does, in fact, define this notion: however, his
insight was that regression is technically simpler to work with, and that progression can be defined
in terms of it [18].

There is a straightforward category-theoretic interpretation of regression: it is simply pullback in
a fibred category. Given an action α : s → t, and a fluent Q in the situation t, its regression to
the situation S will be the pullback α∗Q. So we construct a fibred category, the objects of whose
base are – let us say – situations, the morphisms between those objects are actions, and whose
fibres are boolean algebras of the fluents in those situations. Progression, according to Reiter’s
definition, will be a left adjoint to pullbacks by actions.

There is a logic associated to this fibred category: it is typed by the objects of the base category,
and the propositions with a given type will be the fluents in that situation. That is, given a fluent P
in a situation t, we can write it, in a typed idiom, P : t; actions will correspond to typed functions,
and pullback will correspond to substitution. Left adjoints to pullbacks will correspond to existential
quantification [11]. We also need more structure in the base. If we want to reason about actions,
we want to be able to compare situations – to compare, for example, the situation in which I get
the bus to college from the one in which I walk. So that naturally leads to reasoning about tuples,
i.e. cartesian products, of situations. And similarly, we will want to compare the extent to which
two actions are similar or not, which leads to the idea of equalisers.

So we can construct this logic, prove cut elimination (which yields proof search algorithms),
and prove soundness and completeness with respect to a suitable semantics in terms of fibred
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categories: details are given in [24]. This system solves several problems which seem difficult, or
impossible, to solve in Reiter’s original system (see, in particular, [24, Section 4]). The problem
seems to be that Reiter uses an untyped second-order system in which situations are individuals:
so, when he wants to say that, for example, a proposition is about a particular situation –
something which can be expressed naturally in our typed system – he cannot put the untyped
genie back into the bottle.

2.2. An Explicit Construction

This is all very well, and is, in its own right, a usable system. However, it is still rather abstract,
and one could very well argue that, although it uses contexts, it does not really tell us what they
are. So we will now remedy that defect. First a well-known result:
Remark 1. If we start with an arbitrary category C, and add finite products and equalisers, we
form the free category with finite limits over C.

So, the process that we describe on p. 2 – of starting with a category of situations and actions,
and then adding cartesian products and equalisers – is, in fact, the free finite limit category over
the original category of situations and actions. So we need to find a more explicit representation
of this construction.

There are numerous constructions of free finite limit categories in the literature (for example, [3]).
We want to be able to calculate with our system, and this corresponds to working in the internal
language of these categories: a straightforward treatment of this internal language leads to a
syntax characterised, in Peter Freyd’s words, by “remarkable inelegance” [8, p. 6]. So we need
to proceed less directly. We use a construction due to Palmgren and Vickers [14]; they define a
system which gives a tractable “internal language” for finite limit categories. (Their construction
does, in fact, do rather more than they claim, and we will come to that later).

Suppose, then, that we are given a category C0: we want to construct the free cartesian category
on it. We first define a typed logic of equalities between partially defined terms: we use a typed
equality symbol, · l ·, between terms of the same type. Informally, α(x) l β(x) will be true for
those x for which the terms α and β are both defined, and their values are equal. We abbreviate
α l α to α↓: α↓ (x) will be true for those x for which α is defined.
Definition 1 (Palmgren and Vickers). Given a category C0, define a typed logic as follows:

types are tuples of objects of C0

variables for each type, we suppose that there is a stock of variables of that type

functions between types are given by tuples of function symbols corresponding to the
morphisms of C0: the free variables of these functions will have the types of the sources
of the morphisms of C0, and the result types of the functions will have types corresponding
to the tuples of objects of C0.

predicates for each type, there is one binary predicate symbol, · l ·, between terms of that type

axioms are given by the rules in Table 1, where ϑ(x) is a conjunction of partial equations with
free variables in the tuple x.

Example 1. 1. Given an object A of C0, then the tuple 〈IdA(x : A), IdA(x : A)〉 is a function
from A to 〈A,A〉, known as the diagonal, ∆A

2. Given objects A and B of C0, then the twist map on A,B is the function 〈IdB(y : B), IdA(x :
A)〉.

Theorem 1 (Palmgren and Vickers). For a given category, construct the category C whose objects
are of the form

{x : S|ϑ(x)},

where x is a tuple of variables of type S, and ϑ(x) is a conjunction of partial equations of that
type, and whose morphisms

{x : S|ζ(x)} → {y : T |η(y)}
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Structural Rules Ax
ϑ(x) l̀ ϑ(x)

ϑ(x) l̀ ϑ′(x) ϑ′(x) l̀ ϑ′′(x)
Cut

ϑ(x) l̀ ϑ′′(x)

ϑ(y) l̀ ϑ′(y)
Substitution

α(x)↓ ∧ϑ[α/y] l̀ ϑ′[α/y]

Equality Reflexivity> l̀ x↓
Equality

x l y ∧ ϑ l̀ ϑ[y/x]

Strictness 1
α(x) l β(x) l̀ α(x)↓ ∧β(x)↓

Strictness 2
α(β(x))↓ l̀ β(x)↓

Conjunctions >
ϑ(x) l̀ >(x)

ϑ(x) l̀ ϑ′(x) ϑ(x) l̀ ϑ′′(x)
∧

ϑ(x) l̀ ϑ′(x) ∧ ϑ′′(x)

π1
ϑ(x) ∧ ϑ′(x) l̀ ϑ(x)

π2
ϑ(x) ∧ ϑ′(x) l̀ ϑ′(x)

TABLE 1: Entailment between Partial Equations

are given by equivalence classes under equality of terms α(x : S) : T such that

Θ, ζ(x) ` α(x)↓ ∧η(α(x))

where Θ is a collection of axioms expressing the convergence of all morphisms of C0. Then C is
the free category with finite limits on C0.

2.2.1. Informal Semantics

We can give the above construction an informal semantics as follows. Reasoning about action
has two sides, which we will, following philosophical terminology, call the intensional and the
extensional. The intensional side is the agent’s view of actions: what actions are performed,
in what sequence, and so on. It is this view of actions which is sometimes referred to as the
“knowledge level” [13].

However, as well as their intensional aspect, actions also have an effect on the world. This is
the extensional side of action and it will be important also to talk about it. We will represent the
extensional side of actions by propositional assertions about states. If, like Reiter, we use classical
logic, “the way the world is” can be described by assigning truth values to propositions: that is, by
what is called, in logical jargon, a possible world, and we can, therefore, think of the effect of an
action as a function from possible worlds to possible worlds.

Extensions and intensions will be related as follows. States encode intensional information, and
such information will, in general, only yield partial knowledge of the world: thus, each (intensional)
state will, in general, correspond to several different possible worlds. However, the agent’s
epistemic state will be part of the world, so that each possible world will correspond to a unique
such state. So, each state will have, associated to it, a set of possible worlds, and these sets
of possible worlds will be disjoint. We thus get a well-defined functor from extensional possible
worlds to intensional states: in our fibrational view, this will correspond to the projection functor of
the fibration.

Our encoding of the category with finite limits in terms of partial equations can be extended to
fibrations over such categories, and, in these terms, it goes as follows. Objects of the original
category correspond, as we have seen, to sets of possible worlds: the variables of the equations
are to be understood as ranging over those possible worlds. An object of the finite limit category
is of the form

{x|ϑ(x)}
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and will thus correspond to a set of tuples of possible worlds, subject to the constraints given by
the equations ϑ(x). And the morphisms of the finite limit category will be tuples of morphisms of
the original category, and these morphisms will send possible worlds to possible worlds (they are,
after all, actions, and that is what actions do: they change the world).
Example 2. The philosopher Donald Davidson (following Austin [1]) considers the following
pattern of reasoning.

‘I didn’t know that it was loaded’ belongs to one standard pattern of excuse. I do not deny that I pointed
the gun and pulled the trigger, nor that I shot the victim. My ignorance explains how it happens that I
pointed the gun and pulled the trigger intentionally, but did not shoot the victim intentionally. [6, p. 109]

The misfortune in Davidson’s scenario stems directly from the gap between the intensional and
the extensional. That is, the agent had performed an action which, from his point of view (that is,
intensionally) was merely the action of pulling the trigger; however, extensionally, and unknown to
the agent, this action turned out to be identical with that of firing the gun.

So, from this point of view, being in a particular context for reasoning about action amounts to
this: it amounts to knowing that, in certain situations, particular pairs of actions have the same
effect on the world. In Davidson’s scenario, the agent does not know that pulling the trigger has
the same effect as shooting the gun. In our system, we can encode this piece of knowledge in
terms of a partial equality: if f encodes pulling the trigger, and g encodes shooting the gun, then
f(x) l g(x) is a proposition which is true of some worlds but false of others.

This is fairly remarkable. We started from a sequent calculus formalisation of a typed version
of Reiter’s system, and, for the sake of the reasoning we wanted to perform, we used a base
category with finite limits. And we then used a concrete presentation of finite limit categories, and
translated it back into our terms: we found that it had a very natural translation in terms of contexts
for reasoning about action. Now there are reasons for this coincidence, but we need a little more
formalism before we can say what they are.

We should note also that results like this need both an abstract and a concrete side. Abstractly,
we need to know that the base category is a category with finite limits; we need to know this in
order to write down the sequent calculus for this logic. Concretely, however, we need a concrete
presentation of these abstractly defined objects: and we need this in order to give an illuminating,
common-sense reading of the calculus.

2.3. Partiality

There is still an aspect of Reiter’s work that we have not used. A given action will only be possible
in certain circumstances, and a treatment of reasoning about action ought to be able to say when
an action will succeed. This will handled by our semantics of actions as partial functions: an action
will only succeed in the possible worlds in which the corresponding function is defined. So we can
naturally extend our concrete presentation to this case: we use Palmgren and Vickers’ system of
partial equational logic, and merely relax the totality condition on the base category.
Definition 2. Given a category of situations and actions C0, construct the category C̃ whose
objects are of the form

{x : S|ϑ(x)},

where x is a tuple of variables of type S, and ϑ(x) is a conjunction of partial equations of that
type, and whose morphisms

{x : S|ζ(x)} → {y : T |η(y)}

are written 〈α(x : S)|ϑ(x). This morphism is define where α is defined, and where, in addition, ϑ
is true.

We extend the partial equality l to these morphisms by

〈α|ϑ〉 l 〈α′|ϑ′〉 := α l α′ ∧ ϑ ∧ ϑ′
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There is a partial ordering on the sets of morphisms with given source and target: if we have
〈α|ϑ〉 v 〈α′|ϑ′〉 iff, whenever the first is defined, the second is also defined, and their values are
equal: that is, iff

〈α|ϑ〉↓` 〈α|ϑ〉 l 〈α′|ϑ′〉

This extends our informal interpretation to the case of partial maps: we now want, then, an abstract
structure which this definition instantiates. Note that what we have defined is a bicategory: the
homsets are partially ordered sets, rather than simply sets. The required structure has been
defined by Carboni [4] (see also [20]).
Definition 3 (Carboni). A bicategory of partial maps is a locally posetal bicategory together with a
monoidal structure⊗, I, together with, for each object A, 1-cells ∆A : A→ A⊗A,∇A : A⊗A→ A,
and !A : A→ I, such that:

1. For each A, 〈∆A, !A〉 makes A into a coalgebra, and this is the unique coalgebra structure
on A

2. For any f : A→ B, we have

∆Bf = (f ⊗ f)∆A and
!Bf v!A

3. For any A, ∆A a ∇A,
4. For any f, g : A→ B, ∇B(f ⊗ g)∆B v f , and
5. For any A, ∆A∇A = (IdA ⊗∇A)(∆A ⊗ IdA)

We say that a 1-cell f : A→ B of such a bicategory is total if !Bf =!A.

Carboni also proves that the subcategory of total 1-cells has trivial bicategorical structure, and
that it is a category with finite limits.

We can show that what our construction defines is a bicategory of partial maps:
Theorem 2. The construction of Definition 2 defines the free bicategory of partial maps over C0.

In order to talk about predicates, we now need to define fibrations over such a bicategory. We
need first to settle what the pullback of a predicate along a partially defined morphism should be:
there are two choices, either to prolong the pullback by > where the morphism is not defined,
or to prolong it by ⊥. The former gives pullbacks that preserve >, the latter gives pullbacks that
preserve ⊥. Since we want our pullbacks to have left adjoints, we will choose to prolong pullbacks
by >. This in turn means that, if we have 1-cells f and g, and a predicate P over their target, then

f v g ⇒ g∗P ` f∗P (1)

Abstractly, the definition of a fibration over a bicategory of partial maps can be adapted from
Hermida [10], and offers few surprises: we want the obvious naturality conditions, together with
(1), and we want the projections of homsets to be fibrations of posets..
Theorem 3. We can show the following:

1. Using Hermida’s definition of 2-fibrations over bicategories [10], there is a natural
equivalence between 2-fibrations over a bicategory of partial maps and fibrations over the
associated finite limit category

2. A fibration over the finite limit category has boolean algebras for fibres, and boolean
algebra morphisms for pullbacks, iff the 2-fibration over the cartesian bicategory has boolean
algebras for fibres and ∧,>,∨-preserving morphisms for pullbacks, and if, in addition,
!∗A⊥ = ⊥ for any A.

3. 2-fibrations over a cartesian bicategory have left adjoints to the pullbacks iff the
corresponding fibrations over the associated finite limit category have.

We can define a sequent calculus for categories 2-fibred in boolean algebras over cartesian
bicategories: the rules for the classical connectives are unremarkable, and the rules for the
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f : A→ B B|Γ ` ∆
f∗

A|f∗Γ ` f∗∆

f : A→ B A|f∗Γ, P ` f∗∆
∃L

B|Γ,∃fP ` ∆
f : A→ B A|Γ ` ∆, Q

∃R
A|Γ ` ∆, f∗(∃fQ)

f v g A|Γ, f∗P ` ∆
vL

A|Γ, g∗P ` ∆
f v g A|Γ ` g∗Q,∆

vR
A|Γ ` f∗Q,∆

TABLE 2: The Bicategorical Rules for 2-Fibrations

non-classical ones (i.e. pullbacks and their left adjoints) are given in Table 2. We can prove
soundness, completeness, and (with somewhat more complex but equivalent rules) we can prove
cut elimination for this calculus.
Theorem 4. We can prove soundness and completeness for our sequent calculus: the semantics
is 2-fibrations in boolean algebras over bicategories of partial maps, where the pullbacks have left
adjoints and where we have !∗⊥ = ⊥, for any object A.
Theorem 5. We can prove cut elimination for our calculus.

These results, although technical, give us the abstract structures for reasoning about partially
defined actions: they also show that, when the actions are total, our fibrations reduce to the ones
defined in the previous section. They also show that the contexts and morphisms constructed out
of the Palmgren-Vickers logic play a privileged role in these structures, too: that is, they are the
free cartesian bicategories. So here, too, we can think of the natural contexts for reasoning about
action as being given by sets of partial equations.

But more than this is true: we can explain the privileged role of equality.
Definition 4. Given a 2-fibration in Boolean algebras over a cartesian bicategory, and two 1-cells
f, g : A→ B in the base, define the an element of the fibre over A by

f l g := ¬((∇B(f ⊗ g)∆A)∗⊥)

where ⊥ is the bottom element of the fibre over B.

Note that we have here defined a proposition f l g in our system, rather then (as previously)
using a partial equality between terms to construct models for our system.
Theorem 6. f l g allows substitution: that is, the following rule is admissible.

A|Γ ` ∆
A|Γ[f∗/g∗], f l g ` ∆[f∗/g∗]

So equalities play a prominent role in concrete implementations of this logic because they come
from the abstract structure of the base: it is, then, no coincidence that equality plays such a
prominent role in the Palmgren-Vickers models.

3. DAVIDSON

Donald Davidson analyses his example as follows:

‘I didn’t know that it was loaded’ belongs to one standard pattern of excuse. I do not deny that I pointed
the gun and pulled the trigger, nor that I shot the victim. My ignorance explains how it happens that
I pointed the gun and pulled the trigger intentionally, but did not shoot the victim intentionally. . . . The
logic of this sort of excuse includes, it seems, at least this much structure: I am accused of doing b,
which is deplorable. I admit I did a, which is excusable. My excuse for doing b rests upon my claim that
I did not know that a = b. [6, p. 109]

Davidson, then, is arguing for two things:

1. equalities between actions are meaningful, and
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2. we use these equalities in common-sense reasoning about action.

We can modify this somewhat. Davidson construes actions as individuals (although their ontology
remains somewhat mysterious), and equalities between actions that he has in mind are equalities
between those individuals: in our terms, actions would be functions, and the equalities would be
equalities between functions considered as first-class objects.

However, our system handles the above reasoning very well, and, although equality plays a central
role in it, the equalities are those between values of functions rather than between the functions
themselves: furthermore, these equalities seem to be definable in any system which expresses
the rather weak requirements of Reiter’s theory of action. So it seems that the equalities of our
system are the ones that we need, and that, with them, we can handle the sort of reasoning which
Davidson has in mind.

4. IMPLEMENTATION

It is worth pointing out that we can implement the reasoning in Davidson’s example using standard
tools for the Semantic Web. Owl, the Web ontology language, is based on description logic, which
is basically a syntactically sugared multimodal logic: we have translated the concepts there into
Owl, and proved the necessary entailments and non-entailments using a standard proof tool for
description logic. The files are available at http://www.dcs.qmul.ac.uk/~graham/excuses.

5. FURTHER DEVELOPMENT

The above is, as we have said, only a case study: there are many areas in which it should be
developed further. The first is that it does not handle the causal aspect of action at all: that
is, the fact that actions are part of the causal fabric of the world, and that they cause, and
are caused by, other events. Some treatment of this would be interesting: there seems to be
good evidence that causal reasoning and linear logic are quite closely related [22] [21], and it
would be natural to extend the above fibrational treatment to some sort of monoidal fibration.
Secondly, we have been using classical logic (basically, because Reiter did): we should develop
an intuitionistic version, because human reasoning about action uses finite evidence. Preliminary
investigations look interesting. Finally, implementation in description logic is interesting, and also
suggests extensions to the standard logics of the semantic web (the problem is that description
logic has good facilities for restricting objects by logical expressions – in our terms, {x|ϑ(x)} – but
not for restricting 1-cells, which, in our terms, would be 〈α(x)|ϑ(x)〉).
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Abstract

We propose a defi nition of Cellular Automaton in which links between cells can
change during the computation. This is done locally by each cell, which can reach
the neighbours of its neighbours in a single computational step. We suggest that
Dynamic Neighbourhood Cellular Automata can serve as a theoretical model for
studying Algorithmic and Computational Complexity issues in the are of Ubiquitous
Computing. We illustrate this approach by giving an optimal logarithmic time solution
of the Firing Squad Synchronisation problem in our model, which is an exponential
speed-up over classical Cellular Automata.

1. INTRODUCTION

General background The concept of Cellular Automaton (CA) goes back to works by Von
Neumann and Ulam in the early 1950’s [7]. A CA is a discrete structure consisting of identical
cells arranged in a regular way (such as a line, a two dimensional square grid, etc.). Each cell is
a deterministic fi nite-state automaton (DFA) whose transition function depends on its own state
as well as on the states of the neighbours, and the cells’ states change synchronously in a single
computational step. Thus, one can think of a CA as a massively parallel system, which consists
of very simple building blocks than can interact only locally. Von Neumann himself was motivated
by his own question of existence of self-reproducing machines, and proved that there is a CA
that can perform a universal computation. Since then, CA have received much attention not only
from theoretical point of view but also have been used in practice for modelling and simulations
[3]. It is now known that even very simple one-dimensional CA can exhibit a very complex global
behaviour [11], and therefore issues such as reversibility, conservation laws, limit sets, decidability
questions, universality and topological dynamics of CA have been extensively studied [4].

Motivation and Results In our paper, we focus on Algorithmic and Computational Complexity
aspect of a certain less-studied kind of CA, namely one in which a cell can dynamically change its
neighbourhood by linking to neighbours of neighbours. One can argue that such a model, which
we call Dynamic Neighbourhood Cellular Automaton (DNCA), can serve as a basis for studying
computational resources in Ubiquitous Computing - a new, quickly developing area of Computer
Science, which is one of the UKCRC grand challenges [10]. To illustrate the advantages of DNCA
over classical static-neighbourhood CA, we show an exponential speed-up of the former over the
latter using the classical Firing Squad Synchronisation Problem (FSSP). More precisely, we give
an algorithm that solves it in optimal Θ (log n) time on a DNCA consisting of n soldiers.

Related work It seems that Rosenfeld and Wu were the fi rst to consider CA that can dynamically
change links between cells. While earlier work [8] was on recognition of certain regular structures
of the underlying graph, the subsequent paper [9] contains several algorithms for transforming
a regular link structure to another. The presentation of [9] is however rather informal. A more

Keywords: Cellular Automata, Ubiquitous Computations, Algorithms, Computational Complexity
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serious drawback, in our opinion, is that the authors did not recognise the importance of the
potential speed-up of CA with dynamic links over classical ones. For instance, they presented a
linear (in the number of cells) algorithm for converting a line into a balanced binary tree. In this
paper, we show that this can be done in logarithmic time, which is optimal up to a constant factor.
As a matter of fact, Rosenfeld and Wu used the FSSP as a subroutine in their construction. We
have had different motivation and quite the opposite approach - we suggest the use of creating a
balanced binary tree as a building block for faster computations, and in particular for solving the
FSSP problem in logarithmic time.

More recently, Dubacq [2] reconsidered the dynamic neighbourhood in the context of CA and
compared several different models. He also proved a quite general “synchronisation” theorem,
which included solving the FSSP in logarithmic time. While Dubacq’s dynamically reconfi gurable
CA have been rigorously defi ned and the importance of the the speed-up (logarithmic versus
linear) have been acknowledged, his model has a serious drawback in that it allows for a cell to be
seen by an unbounded number of other cells. Firstly, this does not look reasonable from a practical
point of view that a processor can send information to everyone else in a single computational
step. Secondly, it allows for a straightforward solution of the FSSP by simply pointing everyone to
the general - this can trivially be done in logarithmic time. In contrast to this, our defi nition bounds
the number of connections, which a cell can have at any time, by a constant (the same holds in
the model of Rosenfeld and Wu).

Finally, it is worth mentioning some related sequential computational models (related in that they
have the notion of changing links in their memory) that are called pointer machines or storage-
modifi cation machines (see the survey [1]).

Rest of the paper is organised as follows. In section 2, we give the formal defi nition of what we
call Dynamic-Neighbourhood Cellular Automata (DNCA). We have tried to keep it as simple as
possible yet general enough so that it can be easily extended in different ways, which we discuss
in section 4. The proof of the main result, a solution of the FSSP in Θ (log n) time, is given in
section 3. Finally, we discuss possible directions for further research in section 4.

2. DEFINITIONS

The formal defi nition of DNCA and some related concepts is as follows.

Defi nition 1

DNCA is a quadruple (Q, P, δ, C) where

1. Q is a fi nite set of states;
2. P is a fi nite sets of ports;
3. δ : Q|P |+1 → Q ×

(

{ε} ∪ P ∪ P 2
)|P |

is the transition function and
4. C is a (potentially infi nite) set of cells.

An interconnection function is a function η : C ×P → C×P ∪ {⊥} such that η (η (C, p)) = 〈C, p〉
for every C ∈ C and p ∈ P such that η (C, p) 6= ⊥.

A global state of the DNCA is a pair
(

Q|C|, η
)

.

The intuitive meaning of the defi nition is as follows. We have a set of identical Deterministic Finite-
state Automata (DFAs) that we call cells. The cells are “named” by the elements of some set C.
Usually, we take C to be some countable set, e.g. the natural numbers N. In the rest of the paper,
however, we shall be mainly concerned with time complexity and, thus, we shall assume than
only fi nitely many cells numbered from 1 to n are active - here n plays the role of “input size”.
We note that the cell names have no relevance to the actual computation of a DNCA as a cell is
a DFA, which cannot hold log n bits required to memorise a name. All the cells have a common
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state set Q and the same transition function δ which depends on the cell’s own state as well as
on the states of up to |P | neighbouring cells which are available through the cell’s ports named by
elements of some fi nite set P .

The links are formally defi ned with the help of the interconnection function: if two cells C1 and C2

are connected through ports p1 of C1 and p2 of C2, the interconnection function should consistently
say so, i.e. η (C1, p1) = 〈C2, p2〉 and η (C2, p2) = 〈C1, p1〉. A port p of a cell C may be left loose
- this is refl ected by η (C, p) = ⊥ and may be used to defi ne external input/output to the DNCA
(however, we ignore this issue throughout the paper). Note that the defi nition allows for loops, i.e.
η (C, p) = 〈C, p〉.

The transition function δ takes the current state of a cell C together with the current states of its
(at most)|P | neighbours and then returns a new state plus |P | port changes, each of them being
one of the following three types: ε (leave the port loose), p (connect to the cell which is currently
connected to the port p of C) or 〈p1, p2〉 (connect to the cell which is currently connected to port
p2 of the cell which is connected to port p1 of C - i.e. switch a connection from a neighbour to
a neighbour of a neighbour). All these changes that produce a new global state from the current
one happen synchronously in parallel. It could happen that the new interconnection function is
inconsistent, i.e. η (C, p) 6= ⊥ and η (η (C, p)) 6= 〈C, p〉 for some C ∈ C and p ∈ P - we shall treat
such a situation as run-time error, in which case the computation of the DNCA fails.

3. FIRING SQUAD IN OPTIMAL LOGARITHMIC TIME

Firing Squad Synchronisation Problem is a synchronisation problem for a line of fi nite
automata (i.e. one-dimensional CA) proposed by Myhill in 1957, fi rst solved by McCarthy and
Minsky, and appeared in print in [6]. The problem statement is as follows. The fi rst (leftmost) cell
is a general and all the others are soldiers. At some point in time, the general is placed in a special
state "fi re when ready". The task is to turn all soldiers into a "fi re" state simultaneously at some
later time, and it must be the fi rst time that any of them has fi red.

The simple divide-and-conquer solution of Moore starts by the general sending two signals along
the line: a fast signal and a slow one, which moves three times as slow. The fast signal bounces
off the end of the line and meets the slow signal in the centre. The middle soldier declares himself
a general and with the help of additional two signals, he agrees with the original general that they
both give order to fi re at the same time, each for his half of the line. Thus, the process recursively
continues, halving each subline until each division consists of a single soldier (who becomes
general at that moment). Then every soldier fi res. It is easy to see that the time required is O (n).
A number of other solutions have been found including an absolute optimal ones in terms of time,
number of states, communication bits etc. The problem has been generalised to many different
topologies (see the survey [5]).

In order to formalise the FSSP, we shall assume throughout the section that we are given a DNCA
with n linearly ordered cells. That is, the cell names are the numbers from 1 to n, and there
are we successor and predecessor ports defi ned by succ (x) = x + 1 for every x ∈ [1 . . . n − 1],
succ (n) = ε and pred (x) = x − 1 for every x ∈ [2 . . . n], pred (1) = ε. We also assume that, in
the beginning, all the cells are in some idle state except for cell 1, which initiates the computation,
and cell n, which is in an end state, i.e. knows that it is the last in the line.

Our idea is to convert the line into a balanced binary tree (BBT) and then run a classical FSSP
algorithm (i.e. any one that solves the problem on a static-neighbourhood CA) simultaneously on
all branches (paths from the root to a leaf). Since the depth of a BBT of n nodes is roughly log n,
we will be done if we can create the tree in time O (log n). Recall that an algorithm for transforming
a line into a BBT was given [9] but it uses a classical FSSP algorithm running on lines of length n

initially, thus takes time O (n).
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Creating the BBT is done at two stages. The fi rst one produces an almost balanced binary tree
(ABBT), and the second one balances it by identifying the leaves that are a level higher than the
other leaves.

Building the ABBT is done recursively, by setting the root to be cell 1 and then recursively
constructing two disjoint almost balanced subtrees - one with a root 2 and containing all even-
numbered cells, and the other with root 3 and containing all odd-numbered cell (except 1, of
course). The recursive split is made in constant time, by simply linking any cell whose name is
≥ 4 to the neighbour of the neighbour in both directions. Special care is needed in the boundary
cases, i.e. the cells that are neighbours of the end(s) or the root(s).

More formally, the fi rst stage is meant to leave any cell in a state of the form
(vertex-type, parent-type). Here vertex-type is leaf (a leaf of the tree), lean (a vertex that has a
single left child which is a leaf) or node (any other internal vertex, including the root). parent-type
is left, right (the node is a left, respectively right, child) or none (for the only root of the tree). The
process starts by cell 1 going to a state (root, none) . A root node links the next two nodes as the
left and the right (only if it exists) children:

Algorithm 1 Action performed by a root cell

left (x) := succ (x)

if State (succ (x)) = end

then State (x) := (lean, ⋆)

else State (x) := (node, ⋆), right (x) := succ (succ (x))

(Here and thereafter, the ⋆ denotes a part of the state, which we do not care about
and do not change subsequently.) An idle cell should become a left/right root only if its
predecessor/predecessor of predecessor has been reached. Otherwise it should link to the
neighbour of the neighbour in both directions with special care needed if it is next to an end
cell:

Algorithm 2 Action performed by an idle cell

if State (pred (x)) = (node, ⋆)

then State (x) := (root, left), par (x) := pred (x)

elseif State (pred (pred (x))) = (node, ⋆)

then State (x) := (root, right), par (x) := pred (pred (x))

else pred (x) := pred (pred (x))

if State (succ (x)) = end

then State (x) := end

else succ (x) := succ (succ (x))

An end cell should become a left/right leaf only if its predecessor/predecessor of predecessor has
been reached:
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Algorithm 3 Action performed by an “end” cell

if State (pred (x)) = (node, ⋆) or State (pred (x)) = (lean, ⋆)

then State (x) := (leaf, left), par (x) := pred (x)

elseif State (pred (pred (x))) = (node, ⋆)

then State (x) := (leaf, right), par (x) := pred (pred (x))

else pred (x) := pred (pred (x))

The fi gure below is an example of how the fi rst stage works on a 8-element line. The double-
circled vertices show the recursive propagation of the root(s). In the end, 1, 2, 3 are nodes, 4 is a
lean, and 5, 6, 7, 8 are leaves.
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Figure 1: Creating an almost BBT.

One can easily prove, by induction on the number of nodes, the following.

Proposition 2 The ABBT, produced by the algorithm above, has the following properties.

1. The height of the tree is h = ⌊log2 n⌋ + 1.
2. For every internal node v, the difference between the sizes (number of nodes) of the left

subtree and the right subtree rooted at v is either zero or one.
3. Every leaf of the tree is at depth either h or h − 1.

The purpose of the second stage is
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Balancing the ABBT This is done by fi nding all the leaves at the higher depth h−1 and advising
them to pretend that they have a fake child (at level h) - we call such leaves extended. This could
be easily achieved recursively. Given a node with left and right subtrees L and R, respectively, the
height of L is greater than the height of R if only if R is perfectly balanced and L has a node more
than R, i.e. |L| = |R| + 1 = 2t for some t. In this case all leaves of R should be extended and L

should be recursively balanced - this is the base case of the recursion. Otherwise, L and R have
the same height, so they should be simultaneously balanced.

The implementation of this stage is better described in terms of message passing. It is initiated by
the unique root of almost BBT who sends a message balance to both his children. This message is
passed down by ordinary nodes until it reaches a lean or a leaf. A lean is a root of subtree of size
two, so it replies back to its parent by a message power whose informal meaning is “my subtree
is of size which is a perfect power of two”. A leaf replies back to its parent by a message balanced

whose meaning is “my subtree is of perfectly balanced”, i.e. of size which is a perfect power of two
minus one. Now every node awaits messages from both children. Whenever a node receives two
balanced, it passes balanced to its parent. If a node gets power from the left and balanced from the
right, every leaf of the right subtree should be extended. This is done by sending two message
at the same time, an extend to the right child and a power to the parent, respectively (the latter
message refl ects the fact that the size of the subtree is a perfect power of two 2t+1 if and only if
the left subtree is of size 2t while the right one is of size 2t − 1 and, thus, balanced). Any other
combination of two messages from the children can simply be ignored as the subtree rooted at
the current node is neither balanced nor is its size a perfect power of two. Any extend message
is passed down until it reaches a leaf, which then gets to know that it should behave as it had a
child.

An example with 18 nodes is given below. The black nodes are roots of balanced subtrees, while
the grey ones are roots of subtrees whose size is a perfect power of two. The grey node vertices
3, 4, 5, 6 sent extend message to all leaves in their respective right subtrees.

1

2 3

4 6 5 7

8 12

16

10

18

9 11 15

17

14 13

Figure 2: Completing the tree

There is a fi nal bit, which is not actually needed for solving the FSSP, but may be needed in other
applications that use the conversion to a BBT, so we briefl y describe it. This is letting the root know
that the algorithm has fi nished, i.e. every leaf knows if it is extended or not and, thus, will behave
accordingly in the future. At fi rst, it seems that this could be done by every leaf and lean sending
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a message ready back to their parents, and by every internal node sending awaiting for two ready

messages (from both children) and the passing it up. This does not work as a some leaves may
fi nd out at a later stage that they should be extended. The problem is easily fi xed by observing
that any incorrect ready message (going up) will eventually meet an extend message going down
- in such a case the ready message(s) is/are simply cancelled. A leaf, which is extended, then has
to send a second ready message that will not be cancelled and thus every node will eventually
get two correct ready messages.

As for

Solving the FSSP we point out that the two stages of creating the BBT can work in parallel
(more precisely the second stage lags a step behind the fi rst one) - it is not hard to see that
whenever a node needs to send or receive a message, the relevant links as well as the type of the
node has already been established by the fi rst stage. In order to solve the FSSP, we can run any
static-neighbourhood algorithm on all branches in parallel with a speed three times slower than
normal - it is easy to see that every signal sent by such an algorithm will reach a soldier who has
already established his position (i.e. knows he is the end of the line, or knows he has to simulate
an additional fake soldier). The running time is clearly O (log n). The optimality follows from the
fact that, the reach of any cell at time k is at most 2k, so that the last in the line cannot even see
the order to fi re in fewer than ⌈log n⌉ − 1 steps. To summarise it, we have shown the following.

Proposition 3 The FSSP can be solved in optimal time Θ (log n) on a DNCA which is a line of n

cells.

4. CONCLUSION AND FUTURE WORK

We have given a basic defi nition of Dynamic Neighbourhood Cellular Automata and have shown
that a DNCA can exhibit an exponential speed-up over a classical static neighbourhood CA. There
are a number of ways to extend the model as well as many other algorithmic and complexity
questions. One could consider:

1. cells that are more powerful than deterministic fi nite-state automata. These could be fi nite
automata whose memory is Θ (log n), so that a cell could know its own name or memorise
another cell’s name. In this case, one may need to restrict in some way the transition function
δ, so that a cell is not as powerful as a log-space Turing machine.

2. complexity measures other than running time. An example of this, particularly relevant to
Ubiquitous Computations could be “energy”, i.e. the number of times a cell receives/sends a
message or changes its neighbourhood. In order to incorporate this into the formal defi nition,
one has to make the message passing explicit so as to ensure that a cell “sleeps” (i.e.
consumes no energy) if no messages have been passed onto it by its neighbours.

3. DNCA consisting of non-identical cells, i.e. cells that have different computational power.
Make precise the notion of input to and output of a DNCA.

4. different algorithmic problems that have been studied elsewhere, e.g. in the context of
Distributed Computing. These might include Leader Election, Byzantine Agreement etc. In
order to break the symmetry, one will be forced to use randomisation and, thus, to extend
the formal defi nition of a DNCA to allow for it.

5. creating a simple programming language for DNCA, studying its semantics and even
designing and implementing some king of a formal verifi cation tool based on these.
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Abstract

We consider the complexity of computing a longest increasing subsequence
parameterised by the length of the output. Namely, we show that the maximal length k

of an increasing subsequence of a permutation of the set of integers {1, 2, . . . , n} can
be computed in time O(n log log k) in the RAM model, improving the previous 30-year
bound of O(n log log n). The optimality of the new bound is an open question.

queue

1. LONGEST INCREASING SUBSEQUENCE

We consider the problem of extracting a longest increasing subsequence (LIS) from a sequence

multiple occurrences of integers between 1 and n in the sequence of length n does not change
the result (see Section 4).

The question is related to the representation of permutations, elements of the symmetric group
on {1, 2, . . . , n}, with Young tableaux. This is certainly why it has attracted a lot of attention. See
the chapter by Lascoux, Leclerc, and Thibon in [8, Chapter 5] for a presentation of Schensted’s
algorithm [12] in this context.

The question is also related to the computation of a longest common subsequence (LCS) of two
strings, and to their alignment, in at least two ways. First, the LIS of S is the LCS between S and
the sequence (1, 2, . . . , n). This remark leads to an O(n2) running time algorithm implementing
the standard dynamic programming technique used for fi nding longest common subsequences
(it can indeed be reduced to O(n2/ log n) [9, 2]). Though simple, this solution cannot compete
against direct computations. Second, the LIS question is involved in the solution to whole-genome
comparisons proposed by Delcher et al [3] and in its subsequent variants. A comparison is
based on maximal exact matches between the two input genome sequences, matches that are
additionally constrained to occur only once in each sequence. An LIS is used to extract a long
subsequence of matches that are compatible between each other, i.e. they appear in the same
order along the two sequences, for producing an alignment of the complete genomes.

There is an extensive literature about the distribution of the maximal length of increasing
subsequences in random permutations. As a notable result, it is known that the expected LIS
length is ∼ 2

√
n as n→∞. See [13], or the survey by Odlyzko and Rains [11] who discuss these

questions, and references therein.

of integers. The sequence S is assumed to be a permutation of the set {1, 2, . . . , n}, but having

Keywords: Design and analysis of algorithms, Longest increasing subsequence, Data structures, Priority

  BCS International Academic Conference 2008 – Visions of Computer Science   69

Computing a Longest Increasing
Subsequence of Length k in Time



Liben-Nowell et al. [7] explore the LIS problem in the streaming model which typically aims at
reducing to a polylogarithmic amount the memory space required by the computation, in addition
to effi cient running time (see also [10]).

A direct solution to computing a longest increasing subsequence, running in O(n log n) time, was
proposed by Fredman [4]. The solution is optimal if the elements are drawn from an arbitrary set
due to the Ω(n log n) lower bound for sorting n elements. Parameterised by the LIS length k, the
running time is O(n log k). On integer alphabets, the fastest known solution runs in O(n log log n)
time (see [16] and references therein). It relies on the priority search trees of van Emde Boas
[14, 15], which provide O(log log n) amortised time per operation when keys are drawn from the
set {1, 2, . . . , n}.

The solution presented in this paper breaks the long-standing O(n log log n) upper bound down to
O(n log log k), where k is the maximal length of increasing subsequences. It extends immediately
to the computation of a longest increasing subsequence (not only its length). We assume the
RAM model for evaluating the running time and the algorithm can be viewed as a parameterised
solution (k is the length of the output). This is certainly a result mostly of theoretical nature but it
opens the road to a possible linear-time LIS computation.

To get the O(n log log k) bound, we feed the priority queue used in the standard algorithm with
elements drawn from a restricted range. This is done through a series of careful renamings
of the elements. Downsizing the key universe to size O(k) leads the priority queue to work
in amortised time O(log log k) and yields the announced result. But the length k of a longest
increasing subsequence is not an input of the algorithm: we show that an approximation of it is
enough, and how to compute such an approximation.

Section 2 recalls the core algorithm for computing a longest increasing subsequence and Section
3 describes our improved solution.

2. CORE ALGORITHM

We recall the core algorithm for computing a longest increasing subsequence, starting with the
computation of its length.

Let π be a permutation of {1, 2, . . . , n}. The aim is to extract a longest increasing subsequence
from the sequence S = (π(1), π(2), . . . , π(n)).

Elements are processed in the order π(1), π(2), . . . , π(n). Conceptually we compute, for each
length ℓ = 1, 2, . ., the smallest last element that can end an increasing subsequence of that
length. It is called the best element for that length and denoted by B[ℓ].

Note that best elements B[1], B[2], . . . , form an increasing sequence. This fact is used for the
choice of a data structure to implement the list and is essential for getting an effi cient computation.

One step in the algorithm is as follows (see [1]). The currently processed element π(i) can extend
any increasing subsequence having the last element smaller than it. If π(i) is larger than all
the best elements computed so far for the sequence (π(1), π(2), . . . , π(i − 1)), it produces an
increasing subsequence longer than any previous one, for which it is the last element. Otherwise,
π(i) becomes the best element for an existing length: it replaces the smallest element greater than
it in B. This leads to the next algorithm to compute the maximal length of increasing subsequences
of S, in which B is a priority queue that stores the best elements.

LIS(π, n)
1. B ←− (); k ←− 0
2. for i←− 1 to n
3. x←− π(i)
4. Insert(B, x)
5. if succ(B, x) exists
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6. Delete(B, succ(B, x))
7. else k ←− k + 1
7. return k

Example Let S0 = (12, 8, 9, 1, 11, 6, 7, 2, 10, 4, 5, 3). The queue B is initially empty. Its contents
after processing sequentially each of the elements are successively: (12), (8), (8, 9), (1, 9),
(1, 9, 11), (1, 6, 11), (1, 6, 7), (1, 2, 7), (1, 2, 7, 10), (1, 2, 4, 10), (1, 2, 4, 5), (1, 2, 3, 5). The length of
an LIS is then 4 the size of B at the end of the run.

Computing a longest increasing subsequence (not just its length) is a simple extension of the
algorithm. Instead of storing best elements only in the queue B, it suffi ces to store pairs of the form
(x, y) where y is a best element predecessor of x. Then, tracing back predecessor information
from the last best element in B produces a longest increasing subsequence.

Example (continued) The predecessor of 5 when it was inserted in B was 4, that of 4 was 2,
that of 2 was 1, which gives the LIS: (1, 2, 4, 5) of S0 = (12, 8, 9, 1, 11, 6, 7, 2, 10, 4, 5, 3). Considering
value 10, which is also a best element for an increasing subsequence of length 4, we get in the
same way another LIS: (1, 6, 7, 10).

The running time of the algorithm relies mainly on the implementation of the queue B of best
elements. Using an array and binary search (since elements are naturally sorted) to locate the
position of the next element x (i.e. to implement the operations Insert, Delete, prev , and succ)
yields a O(n log n) running time algorithm [4].

Using a more sophisticated priority list implementation in the form of van Emde Boas trees [14,
15], each step can be performed in O(log log n) amortised time yielding an overall O(n log log n)
running time algorithm [6].

In the next section we keep the same algorithm and the same priority list implementation but
process the initial sequence differently to get the announced running time.

3. IMPROVEMENT BY RENAMING

In order to compute a longest increasing subsequence, having length k, from the sequence S of
length n in time O(n log log k) we want a priority queue that works in O(log log k) amortised time
per operation. Our strategy to get this result is to downsize the key universe of the queue to size
O(k). This is done through a series of careful renamings of the elements of the sequence.

We assume that a good approximation m of k, m ≥ k, is given. We discuss how to fi nd such an
m at the end of the section.

The solution splits the initial sequence S into blocks of size m (except of course the last block that
can be smaller), and processes each block separately in the order of the sequence. We discuss
these two points.

Splitting S into blocks and sorting them. The sequence S is split into blocks, Cj , j =
1, . . . , ⌈n/m⌉, of consecutive elements:

Cj = (π((j − 1)m + 1), π((j − 1)m + 2), . . . , π((j − 1)m + m)).

We also consider sorted blocks: Cs
j is the sorted list of elements of Cj . Sorted and unsorted blocks

are kept in memory.
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Sorting all the blocks individually by radix sort would take too much time because the elements
in a given block are not in a limited range. To sort them all in linear time, we sort them altogether
but identify the block of each element. To do so, we associate with each element π(i) the pair
(⌈i/m⌉, π(i)) composed of its block number and itself. Pairs are then sorted lexicographically
using radix sort. And since the fi rst component of each pair identifi es its block, we get all the
blocks sorted.

The whole procedure runs in time O(n) because the elements and the block numbers are in the
set {1, 2, . . . , n}.

Processing a block. In the modifi ed algorithm, instead of processing an element x of S as in
Lines 4-7 of Algorithm LIS, we deal with a key associated with it. All the elements of a block are
treated online. Before going to the next block some work as to be done to assign keys to elements.

When processing a block, each element x is associated a key y = key(x) in a one-to-
one correspondence. The inverse function is called elt , then x = elt(y). Keys are in the set
{1, 2, . . . , 2m} and are inserted in the queue B.

To assign keys in the designated range we merge elements whose keys are in the queue B
with the current sorted block. Note that elements whose keys are in B are in increasing order as
already mentioned in Section 2, which is essential for merging. Keys are then ranks of elements in
the obtained sorted list. Since we assume m ≥ k, the number of keys in B is no more than m, the
length of the sorted list is no more than 2m, which implies that keys are in the set {1, 2, . . . , 2m}.

After keys are assigned, we update B with the new keys of elements that are conceptually in the
queue.

The last step in the treatment of a block is to process all its elements in the order of the block. The
key of each element is dealt with as in Algorithm LIS.

The next scheme summarise the processing of a block.

Processing a block
1. merge (elt(y) | y ∈ B) with the next sorted block
2. assign new keys in the order of the list
3. update keys in B correspondingly
4. insert in B keys of elements of the block in the order of the block

Example (continued) We consider m = 4 for the improved algorithm, and go on with the
example sequence S0 = (12, 8, 9, 1, 11, 6, 7, 2, 10, 4, 5, 3).

To avoid confusion in the description between elements of S and their keys, these are denoted by
letters a, b, c, . . .

The three blocks are C1 = (12, 8, 9, 1), C2 = (11, 6, 7, 2), C3 = (10, 4, 5, 3), their sorted versions
are Cs

1 = (1, 8, 9, 12), Cs
2 = (2, 6, 7, 11), Cs

3 = (3, 4, 5, 10).

Processing the fi rst block. Keys of 12, 8, 9, 1 are d, b, c, a respectively. After processing the key of
each element, the contents of queue B are successively: (d), (b), (b, c), and (a, c).

Processing the second block. Queue B = (a, c) corresponds to the list of elements (1, 9). It
is merged with Cs

2 producing the list (1, 2, 6, 7, 9, 11). The content of B is update to (a, e). After
processing keys f, c, d, b of elements of C2, the contents of queue B are successively: (a, e, f),
(a, c, f), (a, c, d), and (a, b, d).
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Processing the third block. Queue B = (a, b, d) corresponds to the list of elements (1, 2, 7). It is
merged with Cs

3 producing the list (1, 2, 3, 4, 5, 7, 10). The content of B is update to (a, b, f). After
processing keys g, d, e, c of elements of C3, the contents of queue B are successively: (a, b, f, g),
(a, b, d, g), (a, b, d, e), and (a, b, c, e).

The list of elements whose keys are in B is: (1, 2, 3, 5), which give an LIS of length 4 ending with
5. Computing an LIS can be done as explained above.

In the implementation of Algorithm LIS, the cost of all renamings is O(n) if radix sorting is used.
Each operation on the queue (Insert, Delete, Update) takes only O(log log m) amortised time
because the elements in B belong to the set {1, 2, . . . , 2m}. This gives the following statement.

Lemma 1 The implementation of Algorithm LIS with blocks of size m, m ≥ k, and renamings runs
in time O(n log log m) for a sequence of length n.

Finding the size of blocks. In the above presentation an approximation m of the length k of
longest increasing subsequences of S satisfying m ≥ k, is assumed to be given. We discuss now
how to fi nd it.

The idea is to try increasing values of m until we get the approximation leading to the announced
running time. Starting with some value m0, expected to be no more than k, for m (for instance,
m0 = 4), we consider the sequence (mi | i ≥ 0) defi ned by mi = mi−1

log mi−1 for i > 0.

For a given value of m in the sequence, we run Algorithm LIS implemented as described above but
with this change: the run stops if the size of the queue B becomes larger than m, and the algorithm
signals the fact. Therefore, the fi rst time the algorithm does not stop due to this condition is when
the value of m is the smallest value in the list that is larger than k. Let mi be this value.

Doing so, the running time of the modifi ed Algorithm LIS is O(n log log mj) for 0 ≤ j < i
because during all these runs the queue B contains no more than mj elements that all belong to
{1, 2, . . . , 2mj}. For the value mi the run fi nishes normally because the condition of its complete
execution, m ≥ k, is met. The running time for this value of m is O(n log log mi).

Noting that log log(mlog m) = 2 log log m, the total running of the whole execution of Algorithm LIS
for m = m0, m1, . . . , mi is

O(n(Σj=0,...,i1/2j−1) log log mi),

which is also O(n log log mi), and eventually O(n log log k) because m < klog k implies log log m <
2 log log k.

The conclusion lies in the next statement.

Theorem 2 Let S be a permutation of the integers {1, 2, . . . , n} and let k be the maximal length of
its increasing subsequences. Computing k and extracting a longest increasing subsequence from
S can be done in time O(n log log k).

4. CONCLUSION

The result stated in Theorem 2 is valid for sequences of integers with repetitions. Although
the problem seems more general its solution comes down to that of a permutation as follows:
each element x occurring at position i in S is renamed as the rank of the pair (x, i) in the
lexicographically sorted list of all these pairs. This process is yet similar to the renaming by ranking
used in our solution.

As to whether the upper bound in Theorem 2 is optimal, and not linear, raises the question of
fi nding a totally different approach to compute longest increasing subsequences because the
implementation of Schensted’s algorithm is squeezed as much as possible with the present
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solution. But this is unlikely to happen if we consider that many researchers have already worked
on the problem.

Another possible way for exploring the complexity of the problem is to use other techniques for
sorting integers (see for example [5]). But some of them are affi liated to van Emde Boas’ method
and are mostly designed to avoid the non-linear space coming from the large range of input
integers. This is not the problem we have for computing the LIS of a permutation, though the
techniques might simplify the solution or give a direct answer to the question.
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Abstract

Digital circuits with feedback loops can solve some instances of NP-hard problems
by relaxation: the circuit will either oscillate or settle down to a stable state that
represents a solution to the problem instance. This approach differs from using
hardware accelerators to speed up the execution of deterministic algorithms, as it
exploits stabilisation properties of circuits with feedback, and it allows a variety of
hardware techniques that do not have counterparts in software. A feedback circuit
that solves many instances of Boolean satisfiability problems is described, with
experimental results from a preliminary simulation using a hardware accelerator.

Keywords: NP-hard problem, Boolean satisfiability, Digital circuit with feedback, Relaxation, Simulated
annealing

1. INTRODUCTION

NP-complete problems lie on the boundary of what is economically computable. They are
effectively computable on a Turing Machine, but their worst-case run times are believed to grow
exponentially with problem size. This can make large instances of NP-complete problems too
expensive for us to obtain solutions. It is suspected, but not proven, that no polynomial time
algorithm exists for NP-complete problems, and that if a deterministic algorithm rather than an
oracle is used to obtain the solution, then in the worst case the algorithm must perform an
exhaustive search through a solution space whose size is an exponential function of the input
size.

There have been numerous recent proposals to overcome the barrier of effective computability in
computation, and proposals [5, 7, 12, 16] have been put forward for hypercomputers that could
compute functions which are uncomputable on a Turing machine. The feasibility of building such
devices remains in dispute [8, 26, 34, 9].

A related question concerns the time complexity of computable functions. Many models of
computation are mathematical state machines that are provably equivalent to a Turing Machine,
but some physical systems that can perform computation have not been proven to be Turing
equivalent, either in terms of computability or time complexity. Do there exist physical systems
that can solve computable problems with a lower time order than a Turing Machine?

We would be pleasantly surprised if such physical systems turn out to exist, but we are not holding
our breath. Instead, we are investigating a particular class of physical system, not reducible to an
algorithmic state machine, to determine its applicability to NP hard problem.

The particular type of physical computation system in question is a circuit comprising Boolean
logic gates and (possibly) flip flops. Such circuits are normally designed according to a strongly
disciplined synchronous style in order to keep their behaviour simple, digital, and predictable.
Synchronous circuits behave like mathematical state machines. However, unconstrained Boolean
networks with feedback can exhibit a variety of complex behaviours, including non-digital
behaviour such as metastability [37]. Given constant inputs, a circuit may stabilise, it may settle
down into an oscillation among a set of states, or it may fluctuate chaotically.
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Kauffman has shown [21] that random Boolean networks of size n have expected median state
cycle lengths of O(

√
n). Thus a system with a very large state space (e.g. 210000 ≈ 103000) may

settle down and cycle among a quite small number of states (e.g. 100).

In this paper we investigate the computational complexity of Boolean networks with feedback for
solving instances of Boolean Satisfiability (SAT), a standard NP-complete problem. We show how
to compile (in polynomial time) an instance of SAT into a circuit whose fixed point (where the
signals remain stable) represents a solution to that problem instance. The circuit may not reach
a fixed point; oscillation among a set of states constitutes a failure to solve the problem instance.
Kauffman’s result suggests that there is a reasonable probability that such a circuit will indeed
solve the instance. We have experimented with a prototype of the system, using FPGA technology
to simulate the general class of circuit we define. Preliminary experimental results show that the
approach does indeed solve many SAT problem instances quickly.

In Section 2 we consider the problem of Boolean satisfiability, and Section 3 reviews existing
solvers. Section 4 outlines an ASIC (application-specific integrated circuit) design that can solve
problem instances by relaxation, and we show how to compile an arbitrary instance of SAT in
order to run on the circuit. Section 5 discusses initial results obtained by a hardware simulator,
and Section 6 concludes.

2. THE PROBLEM DOMAIN: BOOLEAN SATISFIABILITY (SAT)

The problem domain we consider is Boolean satisfiability. Given an arbitrary Boolean expression
over a set of variables, the problem is to determine whether there exists a set of variable settings
(to true or false) that makes the entire expression true. A specific Boolean expression is called
an instance of the general problem. We restrict the Boolean expressions to a canonical form: the
logical conjunction of clauses, where each clause is the logical disjunction of one or more literals,
and a literal is either a variable or the negation of a variable. This restricted version of Boolean
satisfiability is called SAT, and it is also NP-complete. For example, the following expression is an
instance of SAT:

(a ∨ ¬d ∨ e) ∧ (d ∨ e ∨ f) ∧ (b ∨ ¬c ∨ ¬d)

Although SAT is an NP complete problem, not all instances of it are hard to solve. Previous
research has shown that the set of SAT problems has an interesting structure, with a phase
change from a subset of problems with few solutions to a subset of problems with many solutions
[20, 19, 38]. The instances of SAT that are hard lie mostly near the phase change. This previous
research is experimental: large sets of problem instances are generated randomly and their
solution times measured.

Cheeseman, Kanefsky and Taylor observed an abrupt phase transition from solubility to
insolubility in graph colouring problems as average degree was increased [4]. A complexity peak
was observed at this transition, and it was conjectured that this would be algorithm independent
and common to all NP-complete problems. Graph colouring problems were mapped to SAT
and the same phenomenon was observed, i.e. an abrupt phase transition with a corresponding
complexity peak. Later studies showed that incomplete algorithms also experience the complexity
peak when applied to satisfiable instances: easy solvable instances are easy, hard solvable
instances are hard, and rare solvable instances found within the easy insolvable region are also
easy. Much research has been done to pin down the location of the SAT phase transition and
to develop theories about the location of this phase transition for problems that are NP-complete
[14] or in higher complexity classes (such as quantifies SAT (QSAT)). Research to date appears
to confirm that the complexity peak is indeed independent of the algorithm, and it is an open
question whether physical systems that do not implement mathematical state machines have the
same properties.
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3. RELATED WORK ON SAT SOLVERS

Because of its theoretical interest and its practical importance, there has been extensive work on
solvers for SAT.

3.1. Software solvers

There are two broad classes of SAT solvers: complete and incomplete. Complete solvers are
guaranteed to find a solution if one exists and to terminate on unsatisfiable instances. They
typically use a backtracking search based on the DPLL (Davis, Putnam, Logemann, and Loveland)
algorithm. State of the art solvers, such as Zchaff2004 [25], MiniSAT [11, 13, 35] and BerkMin
[15] employ relevance bounded learning, intelligent backjumping, and dynamic variable ordering
heuristics along with smart data structures such as watched literals.

Incomplete solvers typically use a neighbourhood search algorithm, and often operate as hill
climbers (or descenders). Given complete or partial setting of the variables, the settings are
improved by making local changes. Solvers such as WalkSat [22] (and its predecessor GSAT)
have features that are similar to Tabu search. Heuristics for optimisation strategies are discussed
in [10], and runtime distributions of SAT solvers are reviewed in [17]. The algorithms for WalkSat
and GSAT are shown below:

procedure WalkSat
input f: array[1..c] of clauses {in CNF}
output v:array[1..n] of boolean {a variable assignment that satisfies f}

begin
for a := 1 to MaxTries do

v := random truth assignment;
for b := 1 to MaxFlips do

if all f are true given v then return Success;
choose a random clause cl in f such that cl=false;
if random(0..1)<p then

j := a random variable that appears in cl
else

j:= the variable in cl that will produce the biggest
increase in satisfied clauses when flipped

v[j] := not v[j];
return Fail;

end;

procedure GSAT
input f: array[1..c] of clauses {in CNF}
output v:array[1..n] of boolean {a variable assignment that satisfies f}

begin
for a := 1 to MaxTries do

v := random truth assignment;
for b := 1 to MaxTries do

if all f are true given v then return Success;
else

PossFlips := set of vars which increase SAT most
j := a random element of PossFlips
v[j] := not v[j]

return Fail;
end;

State of the art SAT solvers are highly optimised pieces of code. Practical applications of SAT
solvers include scheduling problems, planning (for example, in interplanetary space within Deep
Space 1), configuration problems, hardware design and verification, and cryptanalysis of hash
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FIGURE 1: We can consider each variable to be subject to a local potential which varies according to whether
the variable is true or false. To transition between Boolean values the variable has to use thermal noise to
overcome a potential barrier separating the two states.

functions. SAT instances solved to date contain some hundreds of thousands of variables and
millions of clauses, typically taking a handful of hours to solve.

3.2. Hardware acceleration of SAT solvers with FPGAs

There has also been extensive work on using FPGAs to accelerate satisfiability algorithms. Many
of these projects use FPGAs to accelerate components of the Davis-Putnam algorithm. Skliarova
and Ferrari give a survey [33]; specific projects include [3] [39] [28] [1] [40] [2] [27] [32] [29] [36]
[30] [41] [31].

Our approach differs from previous work in several key respects. It has an efficient polynomial time
compilation of a problem instance onto the circuit; it uses relaxation rather than an algorithmic
state machine to attempt to solve the instance; it uses a parallel randomised approach rather than
the Davis-Putnam algorithm; it uses hardware techniques that have no counterpart in software,
including pulse logic, asynchronous timing, and the use of noise to generate random numbers.

4. A HARDWARE RELAXATION PARADIGM FOR A FAST INCOMPLETE SOLVER

We now describe a new form of circuit that is capable of implementing an incomplete solver for
an arbitrary instance of SAT, provided that the instance is not too large to fit on the chip. The
circuit is structured as a programmable regular array of logic elements, related to but distinct from
PLA, PAL, and FPGA logic, and it is suitable for implementation on an ASIC (application specific
integrated circuit). In addition to the generic circuit, we describe a simple polynomial time method
for compiling an arbitrary SAT instance to run on the circuit.

The approach is similar to simulated annealing [23] with a local potential energy function for each
variable (Figure 1). The energy for the 0 or 1 states of a variable will be a function of the number
of unsatisfied Boolean clauses in which the variable participates. Since the number of unsatisfied
clauses depends on the states of other variables, the flipping of one variable will shift the energies
of other variables.

A potential barrier separates the energies associated with the 0 and 1 states of a variable. At
indeterminate moments, thermal noise will cause variables to flip state, and the probability that
a flip will occur is an inverse function of the potential barrier. We can arrange the potentials so
that the probability of a flip occurring to a variable will be zero if all the clauses which contain that
variable are satisfied. Once all clauses have been satisfied, the system will be in a global energy
minimum.

Our aim is to design an electronic circuit that can, in polynomial time, be configured to exhibit
these dynamical properties for any SAT instance (up to some given size). Since chips are two
dimensional and since SAT problems have two characteristic dimensions : t Boolean clauses and
n variables, there is in principle a good match between the two. An obvious approach is to arrange
the chip as an array with each of the t clauses constituting a row and each of the n variables a
column (Figure 2). Each row must be able to represent an arbitrary Boolean clause that has to be
satisfied.
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FIGURE 2: The layout is a regular two dimensional array with t clauses (corresponding to the rows) and n
variables (corresponding to the columns)

In order to configure a row as a particular Boolean clause we select which variables participate
in the clause, and also whether the variable is complemented. Therefore an arbitrary clause in n
variables could be encoded in 2n bits. Each of the t clauses is represented by a shift register of
length 2n bits. A simple option would be to concatenate these configuration shift registers into one
long shift register of length 2nt. Given a SAT problem instance in the form of a product of sums,
then generating a two dimensional array of configuration bits can be computed in polynomial time
on a standard computer. The computer can then shift the configuration array onto the chip, also
in polynomial time.

The flip columns can be implemented as wired ORs, and ensure that the flip probability is an
increasing function of the number of unsatisfied clauses into which a variable enters. This models
our original requirement that the flip probability should be an inverse function of a potential barrier,
which is itself an inverse function of the number of unsatisfied clauses using a variable. A t input
AND gate along one side of the chip can detect when all clauses are satisfied. Judicious design
of the thermal noise source can mimic the effect of cooling as required by simulated annealing.

4.1. Structure of the programmable array circuit

Figure 3 gives an overview of the circuit. The current value of each of the Boolean variables is
carried on two vertical lines (one giving the variable’s value, the other its complement). There is
a horizontal line that calculates the value of each clause (these are the horizontal lines that have
× at some of the intersections, and which terminate at an or gate symbol). This line calculates
the logical disjunction of the values carried by vertical lines that have a × at the intersection; if its
value is true, then the clause is satisfied by the current variable settings. That signal is inverted,
producing a signal whose meaning is “this clause is not satisfied”, which is then transmitted to the
left on a second horizontal line. If the “not satisfied” signal is true, one or more of the variables
appearing in the clause must be wrong. The circuit labelled “?” controls the probability that one
of these variables will be changed, and the result is carried up to the top of the circuit on another
vertical signal. For example, the variable a is carried downwards on two signals (one for a, one
for ¬a, and the “a may be wrong” signal aW is carried back up. The circuit labelled fix takes the
current variable value, and flips it if the variable is “wrong”. The circuit is programmed to solve
a specific instance of SAT by determining where the × and “?” connections are made. Those
connections are controlled by flip flops, enabling the circuit to be reconfigured rapidly.

Figure 4 shows in more detail a portion of a possible clause-line design, including the intersection
between the horizontal clause-line and two variables A and B on vertical lines. A 4 bit register
(shown as 1) selects whether each variable or its complement enters into the clause. This is
organised as a shift register, so that the settings can be loaded efficiently into the chip. Each
variable is represented by true (2) and complement (3) columns. Associated with each variable is
a ‘flip’ column (5), which when activated will cause a set/reset latch at the top of the column to flip,
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FIGURE 3: A circuit with feedback that attempts to satisfy (a∨¬b∨c)∧ (a∨b∨¬c)∧ (b∨c∨¬d). The circuit’s
behaviour is parameterised by three black box circuits, labeled fix, ×, and ?. The output S is 1 if the current
values of the variables satisfy the expression. If the expression is not satisfied, the feedback loop changes
values and continues trying. The behaviour of the circuit depends on the black box fix circuit.

changing the current state of the variable. Three input and gates (4) act to pull up the flip column
if all of the following hold:

1. the clause (7) is currently unsatisfied;
2. the variable is selected as part of the clause by the shift register;
3. a thermal noise output (6) is true.

4.2. A tunable digital noise-based random generator

Rather than using traditional pseudo-random numbers, several hardware techniques are available
to improve the efficiency of the randomisation; true random nomber generation via hardware was
used as early as the 1940s (see [6] pp. 173–174). A train of random pulses can be used instead
of random integers to control the toggling. The pulse train can be generated using noise, and
probabilities can be combined using a logical and-gate. The generator must produce a spike train
with a random delay between subsequent spikes, and the spikes must be wide enough to toggle
a latch. The average delay between subsequent spikes (called the ”period”) must be controllable.
Ideally, the period will grow exponentially longer over the duration of a 3SAT search. We propose
to vary the supply voltage of the circuit over time along a negative exponential:

VDD = VDDmin +
(
VDDmax − VDDmin

) × e−
t
τ

where τ is the time constant of the system. This behaviour is easily obtained as the response of
a step function to an RC filter. The actual random generator is based on a ring oscillator circuit.
We exploit the well-known high-jitter behaviour of this type of oscillator to create random pulses,
simply by XOR-ing two subsequent nets (Figure 5).

Because of the jitter, the XOR output will be a pulse of varying width, including zero-width. By low
pass-filtering this signal and then recovering it, we obtain a random pulse train. The frequency of
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FIGURE 4: This diagram shows the intersection between two variables (labeled A,B) and a Boolean clause.
Corresponding to each variable are two vertical lines for the true and complement values of the variable.
Configuration information in shift register cells records whether the true or complement of the variables or
neither are to be included in the clause. The clause is implemented by a wired OR. Noise anded with the
value of the clause anded with the output of the configuration bit determines whether a vertical wired-OR
causes the value of each variable to flip.

a ring oscillator is proportional to the VDD. An accurate model for the jitter of a ring oscillator is
presented in [18]. Using this model it is possible to design a circuit that will generate a pulse with
a probability p at a frequency governed by the VDD of the oscillator.

4.3. Algorithmic description of the hardware solver

The hardware solver can be executed in several modes: fully synchronous, asynchronous, or
partially synchronous.

A fully synchronous version of the circuit would use a flip flop to hold the value of each variable,
the flip flops would be clocked so that they change states simultaneously, and the clock would
run slowly enough to allow the long paths through the logic array to settle down completely. This
would cause the circuit to act as a large state machine, and its behaviour would correspond to
an algorithm. However, it is costly to propagate a clock through a large circuit, and this approach
would use a lot of chip area (reducing the size of problem instance that could be handled) and
time (reducing the speed of the search).

A fully asynchronous version of the circuit would allow a variable to change any time a ‘wrong’
signal is received. Different variables would change their values at different times, and the
horizontal lines could be calculating results based on variable values that are about to be toggled.
The behaviour of the circuit may depend on infinitesimal variations in timing; indeed the results of
running the circuit may not be repeatable.

There are also intermediate approaches, where the variables are clocked but the circuit is not
completely synchronous.

If the hardware solver were to run in synchronous mode, its behaviour would correspond to a
highly parallel randomised algorithm ProbSat:

procedure ProbSat;
input f: array[1..c] of clauses {in CNF}
output v: array[1..n] of boolean {a variable assignment that satisfies f}

begin
v:= random truth assignment;
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FIGURE 5: Generating random numbers using noise

while true do
if all f are true given v then return Success;
parfor i in [1..n] do

toggle v[i] with a probability proportional to the number of
unsatisfied clauses that contain the variable

end;

The hardware solver is an unbounded loop that performs a generate and test strategy. In practice,
the circuit is stopped after a fixed number of clock cycles if it has failed to find a solution.

The hardware algorithm differs from WalkSat and GSAT in several respects:

• WalkSat and GSAT toggle a single variable at a time, while the circuit toggles many.
• WalkSat chooses the variable to toggle randomly from a set of clauses where that variable

appears, while the circuit bases the decision to toggle a variable on the number of unsatisfied
clauses it occurs in. This has something in common with GSAT.

• The hardware solver is highly parallel, speeding up the evaluation of the formula and the
selection of variables to toggle.

• The hardware solver can be implemented asynchronously (the pseudo-algorithm shown
above is synchronous). An asynchronous circuit may be faster, and it may find a solution
more quickly.

5. EXPERIMENTAL RESULTS

We have completed a successful simulation of the hardware SAT solver using FPGA technology,
using an Altera Cyclone chip [24]. An FPGA is a two-dimensional array of programmable
components, which are connected by a programmable interconnection network. The circuits
used were fully synchronous, but made essential use of randomisation (with a pseudo-random
number generator, rather than truly random circuit noise). Thus the FPGA simulation constitutes
an intermediate point between conventional synchronous circuits and fully asynchronous circuits.
The FPGA simulation is highly parallel. As the circuit runs, it may stabilise with a solution for the
problem instance, or it may oscillate indefinitely. Thus the circuit corresponds to an incomplete
software solver, which may terminate or loop forever.

We developed a prototype compiler that reads an arbitrary instance of 3SAT, and then (in
polynomial time) outputs a VHDL specification that describes a circuit specialised to solve that
3SAT instance. The circuit has the structure described above. Altera software tools compile the
VHDL specification into the specific machine language programming needed for the Cyclone
FPGA. The compilation and control of the FPGA are performed on a host PC.

After the circuit for a problem instance is loaded onto the FPGA, the chip is given a fixed interval
of time to run. If it attains a fixed point within this time, the problem instance has been solved, and
the exact solution time is measured by an accurate clocked counter on the FPGA. If the circuit
does not reach a fixed point, the attempt is abandoned as a failure.

We performed a number of experiments using the FPGA simulation, to assess the performance
of the system on solvable SAT instances. The experiments were carried out on a set of random
satisfiable SAT instances. Each 3SAT instance contains 100 variables, which keeps the resulting
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TABLE 1: Count of clock cycles for solution of an instance run 256 times

min max mean std
instance 019

circuit 27 3,452 795 665
WalkSat 53,184 991,656 237,057 142,231
MiniSat 286,816

instance 007
circuit 1,542 5,553,701 1,567,975 1,596,822

WalkSat 77,392 9,926,096 1,452,258 1,444,226
MiniSat 4,623,352

mean over 50 instances
circuit 3,979 963,500 277,825

WalkSat 89,772 5,139,622 891,809
MiniSat 2,335,202

circuits small enough to fit onto the Altera FPGA. The ratio of clauses to variables was chosen from
3.7 to 4.3 in steps of 0.1, with 100 instances for each ratio. These were generated as follows: (1)
a set of random 3SAT instances was generated with variables appearing according to a uniform
probability distribution; (2) unsuitable instances were removed from the set (i.e. instances where
a variable appears several times in the same clause, or where some variables do not appear in
any clause, or where the instance is easily partitionable); (3) the remaining instances were then
checked using MiniSat, a complete SAT solver, and only solvable instances were retained.

The performance of the hardware solver was measured on 50 random solvable problem
instances. Each instance was run 256 times, with different random seeds, in order to determine
the distribution of run times for a particular instance. This entire set of measurements was
repeated for a variety of tuning factors. The performance was also measured on WalkSat (an
incomplete software solver) and MiniSat (a complete software solver). Table 1 is an extract of the
measurements (see Tables D.18 and D.23 in [24]).

The timing results are stated as the number of clock cycles executed. The circuit on the FPGA
contains a hardware cycle counter, and the software solvers used CPU cycle counters. However,
the clock speed is not the same on the FPGA chip and the CPU chip: the fastest FPGAs have
slower clocks than CPUs, and the FPGA we used is an older and slower model, while a recent
fast CPU was used. Therefore these measurements are only a guide to performance, and do
not constitute real “wall clock time”. However, the ASIC circuit discussed in this paper would be
significantly faster than even the fastest FPGAs.

Table 1 shows the performance results for a problem instance that happened to be easy, one
that happened to be hard, and the mean over 50 instances. Each instance was run 256 times,
with different initial random seeds. For each of these cases, the results are shown for the circuit
running on the FPGA, for WalkSat, and for MiniSat. The most relevant comparisons are between
the circuit and WalkSat; the MiniSat data are provided to indicate the effect on performance of a
complete solver.

• Easy problem: instance 019. The fastest solution was obtained by the circuit in 27 clock
cycles, but WalkSat needed 53,184 cycles for its fastest solution. The best case time for the
circuit is 197 times faster than the best case time for WalkSat; for the worst case the circuit
is 287 times faster, and for the mean over all 256 runs the circuit is 298 times faster.

• Hard problem: instance 007. For the best case the circuit was 50 times faster than WalkSat;
for the worst case it was 91 times faster, but for the average over 256 runs the circuit was
1.08 times slower.

• Averages over the complete set of 50 random solvable instances. The minimum number
of clock cycles required by the circuits, averaged over 50 instances, was 3,979; this is 22
times better than the corresponding figure for WalkSat. Considering the worst case times,
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the advantage of the circuit drops to a factor of 5.3, and for means over all 256 runs per
instance, the circuit is 3.2 times faster.

These measurements indicate that the circuit is, in general, faster than WalkSat. It is much faster
on problem instances that turn out to be easy, and such cases are common.

Large variances were observed in the runtime required by the hardware solver: for most intances,
some of the runs finished after only a few hundred clock cycles, but some runs required a long
time. The results suggest that, if the circuit does not settle down with a solution in a reasonable
time, it is better to restart it with a new random seed rather than leaving it to continue.

The performance of the hardware solver depends strongly on the probability that a variable in an
unsatisfied clause is toggled. When the probability is too high, the solver is unable to stabilise on
a solution. As conjectured, the hardware solver demonstrates a phase change between easy and
hard instances, as has already been observed for software solvers.

6. CONCLUSION

We have presented a design paradigm that exploits some of the capabilities of physical systems
comprising networks of Boolean logic gates in order to solve instances of an NP-complete
problem.

The feasibility of this approach has been demonstrated by parallel hardware simulation using
FPGA technology. According to our preliminary results, the hardware solver gives good results
on problem instances that are not too close to the phase change boundary. To achieve this, the
solution requires randomisation to determine when variables are changed, and the performance
is sensitive to the toggling probability. The best toggling probability depends slightly on the ratio
of clauses to variables; there is not one fixed probability that is always best.

According to our preliminary results, the hardware solver produces more very short runs than
WalkSat, so it is often faster, but for hard instances the hardware solver is often slower than
WalkSat. This is likely caused by the ability of the hardware solver to toggle many variables in
parallel during a single clock cycle, while WalkSat only flips one variable in each iteration. For
problem instances that are relatively easy (i.e. which have a solution that is not near the phase
boundary) the hardware solver is on average significantly faster, and there are many such cases.

FPGAs cannot achieve the full performance inherent in our technique. Their general
interconnection networks and logic boxes require more area than the building block circuits
outlined in this paper, yet they have higher latency. The commercial software for compiling arbitary
circuits onto FPGAs is not guaranteed to be polynomial time, and in practice we have found it to be
unacceptably slow. FPGAs do not offer the control over clocking, and the flexibility with feedback,
that our circuits require. FPGAs do not allow some useful VLSI hardware techniques, such as
true random number generation using noise. FPGAs are intended for general circuits, but are
not well suited for the class of circuit described in this paper. For these reasons, future research
will require the design of suitable programmable array circuits using ASIC (application-specific
integrated circuit) technology.
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Abstract

Both Robots and Personal Computers established new markets about 30 years ago
and were enabling factors in Automation and Information Technology. However,
while you can see Personal Computers in almost every home nowadays, the domain
of Robots in general still is mostly restricted to industrial automation. Due to the
physical impact of robots, a safe design is essential, which most robots still lack of
and therefore prevent their application for personal use, although a slow change can
be noticed by the introduction of dedicated robots for specific tasks, which can be
classified as service robots.

Our approach to service robots was driven by the idea for supporting lab personnel in
a biotechnology laboratory. That resulted in the combination of a manipulator with a
mobile platform, extended with the necessary sensors to carry out a complete sample
management process in a mammalian cell culture plant. After the initial development
in Germany, the mobile manipulator was shipped to Bayer HealthCare in Berkeley,
CA, USA, a global player in the sector of biopharmaceutical products, located in the
San Francisco bay area. The platform was installed and successfully tested there
in a pilot plant. This project demonstrates the successful combination of both key
technologies: Information Technology and Robotics - and its application in a Life
Science pilot plant.

Keywords:

1. INTRODUCTION

While facing a fast growing market for Biopharmaceuticals, Biotech companies need to comply
with strongly regulated production processes, which often imply labour intensive tasks to
control and to adjust growth parameters of recombinant cell lines. To overcome this enormous
human effort, an autonomous mobile robot platform has been developed in a close cooperation
between the University of Bielefeld, the Technische Universität München, Germany, and
Bayer HealthCare in Berkeley, California, that is capable of automating the complete sample
management in a biotechnological laboratory. After transferring the robot to the customer, it has
been upgraded and customized to match local conditions and to serve the company’s specific
lab devices. Reliability and robustness have been demonstrated in 101 error free sampling cycles.

2. BACKGROUND

Sample management is an inevitable and time-consuming part during the development and
production of biopharmaceuticals to keep track of growth parameters and to adjust these as it
becomes necessary. Sampling and maintenance of cell culture processes are labor intensive and
especially continuous perfusion operations require constant monitoring on a 24/7 basis. This was
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the driving force to develop a robot at the University of Bielefeld that is capable of carrying out
this repetitive task [1, 2, 3]. However production setups in this kind of labs are very large and a
robot would have to move long distances between distinct bioreactors and analysis devices. This
challenge implies a mobile robot platform, as long as the given processes can not be optimised
for short distances.

After initial construction and development at the University of Bielefeld, the project was transferred
to the Technische Universität München, Germany, where development continued before the
platform was finally shipped to the customer. Figure 1 shows the robot, as it arrived on site.
Afterwards it was customised to match the local conditions of a cell culture pilot plant.

FIGURE 1: The mobile robot as it was shipped to Bayer HealthCare.

To support human lab personnel, the robot needs to be able to carry out the same tasks as
a human and to serve the same or at least similar devices, without changing the entire lab
equipment. Thus the robot was designed to be an autonomous, wheeled, mobile platform with two
laser range finders for localisation, navigation and obstacle detection and powered by batteries.
This makes the platform independent of any power supply for up to nine hours. Figure 2 shows
the robot’s view of the biotech lab through the laser range finders. Furthermore a kinematically
redundant industrial robot arm with seven joints enables the robot to pick up, carry and place
different sizes of sample vials even in close-packed areas. For precise interaction with the lab
devices, the robot is also equipped with a camera to detect and localise objects like vials and
analysis devices and a force-torque-sensor to prevent any damage by physical contact. All the
sensors and effectors are controlled by an on-board computer which can receive user commands
or give image, or other sensor feedback to an observing station or to invoke analysis processes
at certain stations via wireless network [4, 5].

FIGURE 2: Localisation via the onboard Laser range finders.
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Precise device interaction is carried out as follows: to move to workstations, the robot positions
itself using the laser range finders’ feedback which is matched to the known map of the lab and
some characteristic landmarks. Furthermore, to overcome precision issues of the platform, all
relevant devices are tagged with color markers as shown in Figure 3, which the robot approaches
with the arm and its mounted tool, the camera constantly giving visual feedback for its actual
position (see Figure 4). Finally, after reaching known positions, scripted movements can be
triggered, which may be force controlled to prohibit damage due to physical interaction.

FIGURE 3: Image Processing using color features.

3. CUSTOMISATION

To serve the local requirements, the robot’s tool has been replaced in a way that it can handle 10 ml
Vacutainer sample tubes as well as common 50 ml Falcon1 sample tubes and Cedex2 cups.
The analog camera was replaced by a firewire camera to improve image quality, furthermore a
Siemens/NERLITE3 ring illuminator was attached to the lens to improve the illumination in critical
areas. Figure 5 shows the new tool of the robot arm.

The lab itself had a bioreactor and a Cedex Cell Counter. Depending on the cell sample a dilution
step was necessary for the Cedex. Humans usually perform the dilution by hand utilising common
manual pipettes. To enable the robot to carry out the dilution, a sample preparation station was
constructed consisting of a Hamilton4 PSD/2 electrical syringe connected to a Hamilton modular
valve positioner serving the necessary liquids. The sampling in turn is performed by a dedicated
pneumatic valve, which was constructed to take the sample vials. All lab devices were connected
to controllers with serial or ethernet network interfaces, which enabled the robot to trigger specific
actions, when required. Figure 6 shows the complete setup in the pilot plant, while figure 7 depicts
the sample management process as an UML sequence diagram [6].

First, the robot invokes the sampling of the bioreactor. Once done, it takes the vial from the
sampling valve. In the next step it places the vial at the sample preparation station and triggers
the dilution process. In the meantime the robot picks up a new Cedex cup and places it at
the dispenser needle of the preparation station, where 1 ml of the sample is dispensed after
complete preparation. Afterwards the robot places the Cedex cup at the Analyser and triggers
the measurement process. Meanwhile the sampling vial is removed from the preparation station
by the robot and placed in the waste basket, triggering an automated cleaning program of the
preparation station. Furthermore the robot also removes the Cedex cup after it’s analysation and
places it in the biohazard waste basket. Finally the robot places a new 10 ml sample vial in the
cradle of the sampling valve, which leaves the setup ready for the next cycle [7].
1http://www.bd.com/
2http://www.innovatis.com/products_cedex
3http://www.nerlite.com/
4http://www.hamiltoncompany.com/
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FIGURE 4: Three examples for approaching different lab devices – the sample valve (top), the sample
preparation station (middle) and the Cedex cell counter (bottom) – and calibrating the robot arm’s position
through image processing.

4. RESULTS

To ensure repeatability, the implemented process was tested for its robustness. Therefore the
robot was required to carry out 100 error free cycles. The sampling valve was driven pneumatically
and equipped with steam connectors for sterilisation. It has been tested for approximately 2000
cycles without any mechanical issues, while the entire sample management process was carried
out successfully for 101 times. Out of that number, 75 cycles were executed with real cell samples
to measure deviations and the physical stress caused by the automated sampling and sample
preparation. The figures 8 and 9 show eight viability and viable cell density (VCD) measurements
per sample comparing the robot’s results with two manual results side by side — one manual
result with the sample taken out of the original 50 ml sample vial and one out of the Vacutainer
vial, which the robot had just used. While the graphs show good overall comparability, especially
with the cells from cell line 2, which seem to be less sensitive, the robot’s results in general appear
to be slightly lower. The reason for this probably resides in the higher number of syringe strokes
at the sample preparation station utilised by the robot.
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FIGURE 5: The robot’s new tool with a firewire camera and a ring illuminator surrounding the lens. The
adjusted gripper carries one of the new 10 ml sample vials.

5. WORK IN PROGRESS

While the previously shown results of the experiments and tests, which were carried out, look very
promising that the presented system is in fact able to carry out the required sample management
process, the vision is to provide a service robot, which is able to work side by side with human
personnel without programming the knowledge about the environment. Right now, the presented
system has a static map and approximately knows where devices are located. It would just pause
its movements if it encounters a dynamic obstacle like a human operator. Although the lab devices
are slightly augmented with markers for easier recognition and precise calibration, the system is
versatile enough, to utilise the same vials and devices as humans which is an important step
towards the desired service robot.

However one may argue, that a service robot should be more context aware and that it should
adaptively adjust its knowledge base to its environment. For the first steps towards these
improvements we thought of an easier scenario than the sample management process. Utilising
the mobile platform as a surveillance robot allows us to apply recently developed methods to
the system. It should be able to explore the accessible lab space by itself thus automatically
creates a map and utilises it for localisation. Furthermore marker-less lab devices and utilities
should be identified and localised on-the-fly by inspecting the pictures and picture sequences
acquired with the camera. Hence the robot could perform automated lab walkthroughs, inspecting
bioreactors, pumps and connected hoses for example and trigger an alarm if a failure is detected.
Once notified, a user could just log on to the robot and use its camera for remote inspection via
the network, even via the internet. The surveillance scenario was also chosen for the implicitly
reduced device interaction.

5.1. Localisation and Mapping

With regard to the mentioned goals, current work in progress also addresses the combined
problem of simultaneous localisation and mapping (SLAM) where particle filter based, probabilistic
approaches have shown very promising results. Based on DP-SLAM, an improved software
package has been developed which was utilised successfully on a Robotino5 mobile robot with a
SICK LMS 2006 and a Laptop attached to it [8, 9].
5http://www.festo-didactic.com/int-en/learning-systems/new-robotino/
6http://www.sick.com/home/factory/catalogues/auto/lmsindoor/en.html
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FIGURE 6: The robot lab for the cell counting sample management process with all necessary devices.

The algorithm needs only an accurate laser rangefinder and odometry measurements for
localization and building a map. It uses a particle filter to maintain a joint probability distribution
over maps and robot positions, as well as some efficient data structures which allow a fast
mapping. A particle describes a posssible position of the robot in its environment. Another
important fact is that this algorithm needs no information about the environment and produces
extremely good maps with a minimal misalignment error. In comparision to other approaches,
DP-SLAM does not need predetermined landmarks and is accurate enough to close loops without
any special off-line techniques [8]. The data association problem was also eliminated through the
abandonment of landmarks. Moreover it is not necessary to predetermine the environment.

The core data structures are an ancestry tree and an occupancy grid which enable an efficient and
fast mapping process. The environment is subdiveded into a simple array or a grid of rectangular
cells. The resolution of the environment mapping depends of the size of the cells. Additionally,
a probabilistic measure of occupancy is associated with each cell. This measure marks the cell
as occupied or unoccupied. A grid square consists of an ancestry tree which stores all particles
which have updated this grid square and illustrates an intern storage of a map.

While most particle filter based SLAM methods require substantial resources in terms of memory
and computing power, our solution has been andapted for running in live mode on currently
available off the shelf PCs or Laptops and for easily adjusting the necessary resource parameters
to provide an appropriate solution for different mobile platforms. A new version of the developed
software package will be tested in combination with other data structures in order to advance
the performance of the mapping process in terms of computing time. Figures 10 and 11 show
sample maps which were acquired in live mode with the mentioned Robotino setup. This software
package is currently being installed on the lab robot for its first industrial application.

5.2. Visual Tracking

The second aspect which is currently being improved is the vision system, which relied on
coloured markers for easier identification and localisation of lab devices. Our computer vision
group has been developing ”a unifying software architecture for model-based visual tracking”,
which has been used successfully in a multi camera setup for tracking people in a real world TV
Studio in Cologne, Germany [10, 11, 12]. For the lab robot we are utilising another methodology
of the library, which allows, given a CAD model of a known object, detecting and tracking it in
realtime with six degrees of freedom.
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FIGURE 7: The implemented sample management process as an UML sequence diagram. The boxes on
the top represent the devices, which the robot needs to operate. The two different kind of arrows symbolise
commands, which are triggered by the robot and actions which the robot carries out itself.

6. FUTURE WORK

While the improvements from section 5 will dramatically enhance the context awareness and the
usability of the robot, it is apparent that the surveillance scenario implies less device interaction
than the sample management process in a controlled environment. The surveillance scenario
was chosen as a next step because many problems in robotics are still not generally resolved,
yet it allows applying recent research results in localisation, mapping and computer vision.
Furthermore, to meet the requirements of a safe service robot, current research work addresses
on-line 3D reconstruction to adapt a robot’s geometrical world model to its environment which
in turn can be used for collision-free path-planning for the mobile manipulator, but even given
a perfect world model, an on-line and collision-free path-planning for manipulators with many
degrees of freedom is a challenging task. Among others, these are some requirements which
enable robots to safely interact with the physical world without prior knowledge.

7. CONCLUSION

This report describes an approach to combine both fields: Robotics and Computer Science for an
application in Life Sciences; the environmental challenges and accomplished steps for providing
a platform, which is available on a 24/7 basis for constant, robust and reproducible monitoring of
continuous perfusion processes in cell culture development. The results show very comparable
results as if the process was carried out manually.

Subsequent improvements are addressed to enable the robot operate in a changeable laboratory
shared with human lab personnel and to provide a demonstrator for the transition from industrial
automation towards service robotics. This is one successful example and a real world application
combining key technologies in Life Science and Computer Science utilising Robotics as the link
between Information Technology and the physical world.
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FIGURE 8: Comparison of the Viable Cell Density and Viability from three different samples of Cell line 1.
Each bar represents the average and the standard deviation of eight measurements with the same cell
sample. Furthermore the measurements are split into three sections: measured by the robot (Robot),
measured manually out of the original cell source at almost the same time (Hand) and measured manually
out of the 10 ml vial, that the robot had just used (Hand(Vial)). The results show slightly lower viable cell
density and viability values when measured by the robot. This may be a result of the increased stress and
higher number of syringe strokes at the sample preparation station compared to manual pipetting, which
may have an impact on this cell line in particular.
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FIGURE 9: Comparison of the Viable Cell Density and Viability from three different samples of Cell line 2.
Each bar represents the average and the standard deviation of eight measurements with the same cell
sample. Furthermore the measurements are split into three sections: measured by the robot (Robot),
measured manually out of the original cell source at almost the same time (Hand) and measured manually
out of the 10 ml vial, that the robot had just used (Hand(Vial)). The results show no significant difference
between the robot’s measurements and the manual measurements.
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FIGURE 10: The automatically generated map of the Department of Informatics: Robotics & Embedded
Systems at the Technische Universität München.

FIGURE 11: The map of the robot soccer field at the chair with an obstacle in the middle demonstrating the
appropriate closure of loops. The red dots symbolise the robot’s localisations.
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Abstract

Despite over a century’s study, the trigger mechanisms of cardiac arrhythmias are
poorly understood. Even modern experimental methods do not provide sufficient
temporal and spacial resolution to trace the development of fibrillation in samples of
cardiac tissue, not to mention the heart in vivo. Advances in human genetics provide
information on the impact of certain genes on cellular activity, but do not explain
the resultant mechanisms by which fibrillation arises. Thus, for some genetic cardiac
diseases, the first presenting symptom is death.
Computer simulations of electrical activity in cardiac tissue offer increasingly detailed
insight into these phenomena, providing a view of cellular-level activity on the scale
of a whole tissue wall. Already, advances in this field have led to developments in
our understanding of heart fibrillation and sudden cardiac death and their impact is
expected to increase significantly as we approach the ultimate goal of whole-heart
modelling.
Modelling the propagation of Action Potential through cardiac tissue is compu-
tationally expensive due to the huge number of equations per cell and the vast
spacial and temporal scales required. The complexity of the problem encompasses
the description of ionic currents underlying excitation of a single cell through the
inhomogeneity of the tissue to the complex geometry of the whole heart. The timely
running of computational models of cardiac tissue is increasingly dependant on
the effective use of High Performance Computing (HPC), i.e. systems with parallel
processors. Current state of the art cardiac simulation tools are limited either by the
availability of modern, detailed models, or by their hardware portability or ease of
use. The miscellany of current model implementations leads many researchers to
develop their own ad-hoc software, preventing them from both utilising the power
of HPC effectively, and from collaborating fluidly. It is, arguably, impeding scientific
progress.
This paper presents a roadmap for the development of Beatbox, a computer
simulation environment for computational biology of the heart—an adaptable and
extensible framework with which High Performance Computing may be harnessed by
researchers.

1. BACKGROUND

Cardiovascular disease (CVD) is the main cause of death in Europe, accounting for 48% of all
deaths (British Heart Foundation Health Promotion Research Group 2008). Cardiac arrhythmias,
in which the electrical activity of the heart responsible for its pumping action is disturbed, form
some of the most serious. Despite over a century’s study, the circumstances from which such fatal
cardiac arrhythmias arise are still poorly understood. Although several advancements have been
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made in linking genetic mutations to arrhythmogenic CVD (Clancy and Rudy 1999; Noble 2002b;
Veldkamp, Viswanathan, and Bezzina 2000), the mechanisms by which arrhythmias emerge
remain elusive.

The position of the heart in the torso makes in vivo measurement awkward and invasive,
prohibitively so for study in humans. In silico simulations can allow unimpeded access to the
whole heart, including intramural tissue, with greater spacial and temporal resolutions than wet
experiments. Also, when studying diseases for which the first presenting symptom is often death,
there is an understandably limited opportunity to make even superficial examinations in vivo.
Computer simulations allow us to synthesise such elusive phenomena for closer study.

Useful simulations of cardiac tissue involve vast scale ranges, with activity at µm and µs scales
being observed in several cm3 of tissue over tens of seconds. Moreover, the rising popularity of
biophysically realistic cell models, which calculate quantitative data, increases the volume of data
to be computed and stored for each point in space and time. The complexity of simulations are
further increased as simulations expand ‘outward’ to include greater detail at the cellular level,
such as cell metabolism, and greater integration with surrounding biological systems, such as
vascular fluid dynamics. In this context, it is unsurprising that the timely completion of simulations
relies on modern high performance computing (HPC) hardware.

Use of HPC facilities, although essential, is limited by the complexities of software development; a
mixture of hardware architectures and associated programming models hamper development.
This can be compounded in situations where funding is more easily obtained for hardware
purchase than for the accompanying skilled staff. The result is that many small software
development projects are undertaken in isolation, each supporting a particular short-to-medium-
term aim. Code developed in this environment is often poorly structured and documented—
hampering reuse within the lab—and is unlikely to be portable, preventing use on different
platforms elsewhere. Moreover, results produced from such software are difficult to compare or
repeat, limiting the scope of peer review. This rather insular approach to development excludes
a great many members of the community for whom code-level involvement with simulations is
neither desirable nor practical. The disparity of cardiac simulation software at present is, arguably,
impeding scientific progress.

The project described in this paper is developing Beatbox, an alienable computer simulation
environment. Beatbox expands on the core code of the QUI software package, developed at
the Russian Academy of Sciences (Biktashev and Karpov Unpublished). Foremost, Beatbox will
be able to harness HPC on a broad range of computing platforms, abstracting much of the
complexity associated with HPC development away from users and model developers. Users with
little programming knowledge will have the ability to simply configure and run simulations, while
those more proficient with software development will be able to extend Beatbox via robust and
flexible interfaces. It is hoped that, with the help of the community, Beatbox will encourage greater
intra- and interdisciplinary collaboration and co-operation.

2. COMPUTING THE ELECTRICAL ACTIVITY IN THE HEART

To simulate the heart is to describe and predict its electro-mechanical activity over time. The
rhythmic contraction of the heart is coordinated by a wave of electrical excitation, called Action
Potential (AP), which propagates through the muscle tissue from autorhythmic cells in the heart’s
in-built pacemaker, the sino-atrial node. The sequence of contractions that form a single heart beat
relies upon the smooth propagation of AP through excitable tissue. Arrhythmias are disturbances
to this propagation. Of particular interest to researchers are reentrant arrhythmias, in which AP
propagation enters a re-entrant circuit (aka spiral wave). In fibrillation, turbulence in re-entrant
waves of excitation causes the muscle to flutter chaotically rather than contract rhythmically.
Patients with fibrillation in the ventricles are unlikely to live for more than a few minutes without
intervention.
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Most cardiac models are constructed “middle out” (Noble 2002a), working from an intermediate
level of detail, the cell, gradually integrating the smaller scale physiological events on which the
model is based and the macroscopic processes with which cells interact. The majority of models
are formulated as Reaction-Diffusion equations, where the reaction component describes local
cell kinetics and the diffusion component describes their interconnection.

The description of a single cardiomyocyte (heart muscle cell) forms the basis of most models
and is the focus of much research activity. While early, phenomenological models, e.g. (FitzHugh
1961) were capable of mimicking the behaviour of cells qualitatively to a reasonable degree of
accuracy, there is an increasing demand for models to provide quantitative values of chemical
concentrations in the cell, based on the underlying electrophysiology.

Modern models, e.g. (Courtemanche, Ramirez, and Nattel 1998)(Luo and Rudy 1994) improve
upon early automata-based models (Wiener and Rosenblueth 1946) and are able to produce
useful quantitative data, by representing the states of living cells with continuous values, capable
of changing at varying rates over continuous time. Mathematically, a cell model consists of a
system of ordinary differential equations (ODEs), describing the time course of the membrane
potential and ionic currents through the membrane. Modern models of cardiac cells comprise in
excess of 20 ODEs per cell. For computation, ODEs are discretised using time-steps sufficiently
fine-grained to capture the rapid changes that take place in the early phases of action potential.
Ordinarily, time-steps in the order of tens of µs will be used to describe phenomena emergent
over tens of seconds.

Most tissue models use a monodomain description, where the ‘bath’ of ions outside the cell
is assumed to be static, with no changes in chemical concentration or potential. Alternatively,
bidomain models (Henriquez and Papazoglou 1996) describe the intra- and extra-cellular spaces
discretely. Bidomain models are increasing in popularity due to their improved physiological
realism.

The interconnectivity of cells is characterised by the diffusion component of the reaction-diffusion
equation. Unlike an electrical cable, conduction through muscle tissue is not the passage of
electrons, but the propagation of state: like a Mexican wave on a sporting grandstand, no energy
is exchanged between participants, instead each person supplies their own energy following a
stimulus from their neighbour. The diffusion component defines the conductivity of the medium,
that is the rate at which membrane potential diffuses between cells which, together with the
kinetics of individual cells, defines the speed of AP propagation.

The diffusion component also defines the neighbourhood of a cell; the surrounding cells from
which stimulus may come. In relatively simple simulations, a cell will have equal diffusion to and
from each of its neighbours. In vivo, however, tissue is anisotropic, meaning that its diffusion will
vary with direction. Quite how the diffusion varies is dependent on the position of the cell and each
of its neighbours in the structural geometry of the muscle. In cardiac muscle, cells are arranged
into fibres, with conduction along the fibre axis much faster than in the transverse direction. As
shown in Figure 1, fibres lie in parallel to form sheets. Sheets are then layered, each with a slight
rotation, to form a slab of muscle.

Simulation of the heart’s anisotropy requires a model of its geometry in order to relate each cell to
fibre directions and sheet planes. Data for such a model are provided by detailed measurement of
hearts, either by isolating and slicing a mammalian heart (LeGrice 2001), or by Diffusion Tensor
Magnetic Resonance Imaging in vivo (Hsu et al. 1998). Once captured, the model must then be
discretised for computation using either a finite differences (FD) or finite elements (FE) technique.
In FD, the medium is discretised using a Cartesian mesh. Implementation of FD systems is
straightforward, since neighbourhoods are easily defined and even anisotropic diffusion may be
described with relative ease. FE represent an ‘engineering’ approach to cardiac modelling. FE
techniques divide the space into triangles (2D) or tetrahedra (3D) of varying size, computed to fit
the curvature of the medium.
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FIGURE 1: Cardiac Tissue Geometry

The equations and simulation components described above represent the ‘middle’ of simulation
scope at present. As our knowledge deepens and techniques and tools improve, the horizons
of simulations are broadened to include additional micro- and macroscopic processes, some of
which are described below:

Extending scope ‘downwards’, some models increase the detail with which they describe single
cells by including lower-level functions, such as metabolism. This kind of detail allows us to
recreate the ischemia caused as arrhythmias reduce the heart’s ability to circulate oxygenated
blood, which in turn affects cardiac muscle’s ability to contract.

Looking ‘upwards’, Reaction-Diffusion systems may be expanded to include muscle mechanics,
where cell state is related to myocytes’ physical contraction. In the simplest models, contraction
may be linked directly to transmembrane potential, whereas more complex physiological models
compute contraction using intracellular calcium dynamics, as in vivo. Taken further, models may
include mechano-electric feedback, in which tissue deformations affect AP via stretch-activated
channels (Panfilov, Keldermann, and Nash 2007).

Broadening the horizons of simulations further, some work has already been done to integrate
a whole-heart model into large-scale models of surrounding systems. For example, (Sundnes
et al. 2006) describes inclusion of a whole-heart model into a coarse model of the torso, enabling
the creation of a virtual ECG. Such a simulation allows researchers to relate electrophysiological
phenomena to their presentation in a clinical context.

3. HIGH PERFORMANCE COMPUTING

As we have seen, simulating the heart requires complex, non-linear equations to be solved across
vast spacio-temporal scales. Even simple simulations can require weeks of run time. The timely
execution of simulations relies upon effective use of High Performance Computing (HPC) facilities.
Simulations may be accelerated by sharing the computational load amongst processors, usually
by domain decomposition, assigning an area of the simulation medium to each processor. Many
of the challenges of developing software for HPC surround the interaction of each thread or
process, constrained by their access to memory. Programming models, design considerations
and terminology differ with the architecture of the cluster’s hardware.

Clusters can be grouped into two broad categories, based on the arrangement of their memory. In
a shared memory cluster, processors have uniform access to memory, allowing each processor
direct access to the application data, but requiring careful management, so as to maintain
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data integrity. The physical limitations and cost of such systems effectively limit the number of
processors available to them and thus their popularity.

Due to their affordability and scalability, distributed memory clusters are far more common. In
most cases, these are formed of several standard server computers connected using a high
speed network. As the name suggests, memory is distributed across machines in the network,
with each processor able to access only its own, local memory. Co-ordination requires explicit
communication between processes, which must be minimised to optimise performance.

The proliferation of multicore processor chips as commodity components means that many
modern machines are shared memory systems in their own right. When networked to form
a distributed memory cluster, this presents us with a new, hybrid, architecture. Desktop users
benefit from multicore technology when running multiple applications. Scientific computing, on
the other hand, relies on one application doing the bulk of the work, and must therefore utilise this
added parallelism explicitly. Optimising software for hybrid architectures presents new challenges
for developers, in balancing the two-tiered parallelism it provides. Moreover, a general-purpose
simulation tool will need to strike this balance without a priori knowledge of hardware performance
or the simulation task.

4. COMPUTER SIMULATION ENVIRONMENT

Despite the interest it may generate for computer scientists, computer simulations are a means to
an end for computational biologists, whose time would almost certainly be better spent devising
simulations or analysing their results than struggling with their implementation. Coding a complete
simulation represents an unnecessary reinvention of the wheel, while delving into existing code
presents a steep learning curve, even to technically proficient users. Add to this the additional
complexity of software development for HPC, and it becomes easy to understand the impediment
created by what should be supporting technologies.

At present, much of the software development in the field is written in an ad-hoc fashion, by and
for a single lab to serve or describe a particular experiment. The software will usually be written
with just one platform in mind, without any consideration for how it might run elsewhere. With
code maintained by its authors, documentation is often overlooked, impeding the involvement of
new users and developers. Adding new functionality to code of this kind usually requires an in-
depth knowledge of its design and structure, which is again difficult to ascertain without sufficient
documentation.

For many pieces of internally developed simulation software, the only means of user interaction is
the alteration of hard-coded simulation parameters. The cycle of edit, recompile, debug, repeat,
is not only tedious, but exposes low-level program code to front-end users. It should come as little
surprise that code developed in this manner will make at best trivial use of HPC.

5. THE BEATBOX PROJECT

The Beatbox Project at The University of Liverpool is currently working towards a solution to these
problems in the form of Beatbox—a portable, extensible and accessible computer simulation
environment for computational biology of the heart.

Crucial to Beatbox’s development will be openness to a broad user base. In particular, its success
will depend on its ability to simultaneously address the needs of front-end users, for whom simple
ease of interaction will be key; and developers, who require the power and flexibility to adapt the
software to suit their needs. In this context, we extend the concept of openness beyond relaxed
licensing and the availability of source code to the inclusion of a diverse community whose needs
are evolving.
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FIGURE 2: Beatbox Project Scope

5.1. QUI

The starting point for Beatbox’s development is the QUI software package, originally developed
at the Russian Academy of Sciences. Some of our early work has been to overcome the effects
of QUI’s own ‘in-house’ software development, namely its documentation, but QUI now provides
much of the core functionality required of Beatbox. For example, QUI’s simulation engine allows
Beatbox to represent anything from a single-cell up to 3D tissues, selecting from 28 popular cell
models. The project’s work is expanding this palette to include bidomain models and realistic
tissue geometry. Figure 2 shows the scope of the project related to the existing functionality of
QUI.

5.2. Simulation Scripts

A Beatbox simulation is described using a high-level proprietary scripting language. Beatbox’s
in-built script interpreter, inherited from QUI, reads the script at runtime and builds the simulation
accordingly. This breaks the edit-recompile-debug-repeat cycle found in much ad-hoc software
and prevents the confusion and danger associated with exposing users to the program’s source
code. In practice, the script specifies the sequence of computational tasks to be run at each time-
step of the simulation, such as computing diffusion or producing snapshot images of the medium.
Aside from some core functionality, each task is performed by a modular component, called a
device. Crucially, the user may call upon any of the available devices from the script, allowing the
simulation to be quickly adapted. Such flexibility allows simple comparison of different models,
parameter settings and output methods.

In a Beatbox script, devices can be called with a single line of code, with key=value pairs assigning
parameter values. Standard device parameters include scope variables, which constrain the
device to an area of the medium; and a boolean timing variable, used to indicate the time-steps in
which the device should be run. Devices may specify further parameters, such as input or output
files, values for which are requested from the script at runtime.

Scripts may be comprised of other scripts, allowing users to build simulations from even larger
components. Runtime-interpreted scripts also offer simple exchange of simulation configurations
between Beatbox users. Collaborators may quickly and easily adapt and transfer scripts, knowing
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that their recipient will be able to easily understand and run them. In addition, Beatbox will also
open simulations to scrutiny by peer review, which presents the opportunity to both accelerate
and deepen the process.

5.3. Portability & HPC

Exchange of parameter settings is reliant on the portability of the core system. Beatbox extends
QUI’s existing portability to include a broad range of popular computing platforms. In addition,
Beatbox enables users to harness HPC for their simulations with minimal input, handling the
domain decomposition of the medium and the creation and co-ordination of threads as necessary.

Beatbox currently supports shared memory clusters via the popular OpenMP library (OpenMP
Architecture Review Board 2002). The OpenMP parallelisation is applied to compute-intensive
devices that iterate over every point in the medium. Loop iterations are divided between available
threads, effectively dividing the medium between processors.

Support for distributed memory systems is provided via the Message Passing Interface (MPI)
(Message Passing Interface Forum 2003). In the MPI implementation, each process is assigned
an area of the medium. Each process runs its own instance of every device. Where a device
needs only to access its local data, parallelisation is similar to that for OpenMP. For devices such
as diffusion, where there is a need to read data from the boundaries of neighbouring regions,
data from boundaries is exchanged between processes before computation begins.

Future work will explore the combination of OpenMP and MPI for use in multicore hybrid
architectures. When released, a canonical version of Beatbox will run on each of its supported
platforms, irrespective of hardware configuration.

At present, each of Beatbox’s devices must be parallelised with explicit calls to OpenMP or MPI
library functions. This exposes device developers to the complexity of coding for HPC systems,
which is ultimately against the principles of the project. This is being remedied by building core
code behind the device API, simplifying the development of efficient devices and preventing
unnecessary duplication of code.

5.4. Visualisation

Having completed a simulation, users can view their results using a suite of visualisation devices.
For the simplest simulations, those that may be computed ‘while you wait’, X-Windows may
be used to display 2D plots of specified parameters on screen. For the majority of simulations
however, visualisation is constructed offline. The simplest of Beatbox’s tools produces Portable
Pixel Map images of the medium. In 2D, the device maps each point in the medium to a pixel in
the image, while 3D images are represented as a stack of 2D slices. The colour at each pixel is
determined by parameters in the simulation script, with each of the three (RGB) colour channels
assigned a value from 0 to 1, computed from any value(s) stored in the medium. Snapshots may
be taken at any frequency, as defined in the simulation script. From a sequence of output images,
third party software may be used to produce a video of the simulation.

It is often desirable to simplify visualisation to highlight areas of interest. In particular, displaying
wavefronts, or iso-lines of equal membrane potential can be useful aids to the interpretation of
results. For the study of re-entrant waves, the centre of the spiral is a useful indicator and the ability
to trace its meander across the medium is crucial to our understanding of re-entrant arrhythmias.
In three dimensions, the filament of a re-entrant vortex is of particular interest. The filament is
computed by discretising the vortex into a column or ring of stacked spiral waves. The core of
each spiral wave is identified, and the filament is shown as the line through each of the cores in
the vortex. Figure 3 shows a range of visualisation options possible using 3rd party visualisation
software with QUI simulation data.
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(a) 2D Plane (b) 3D Surfaces (c) Excitation fronts (d) Vortex filaments

FIGURE 3: 3D Visualisation of re-entrant vortices. (a) direct output from QUI, (b,c,d) produced
using third party software with simulation data produced by QUI. c©Vadim Biktashev, 2008. Used
with permission.

Beatbox’s suite of visualisation tools are in development to bring 3D functionality, like that used to
produce figure 3 ‘on-board’. Section 6.2 discusses further desirable visualisation tools beyond the
scope of the project.

5.5. Extensibility

Beatbox’s longevity will depend on its ability to accommodate future advances in cardiac
modelling, visualisation tools or computer hardware. To meet the future demands of its users,
Beatbox’s modular structure is extensible, allowing relatively inexperienced software developers
to add functionality without exposure to the environment’s inner workings.

New functionality is added as a Beatbox device, using the same API as in-built tools. Written
in the C programming language, devices are essentially structs, containing parameters,
state variables and pointers to the functions that initialise, run and destroy the device.
Shortcuts for common tasks are provided by a collection of macros. For example, the
ACCEPTP(<name>, <default>, <minimum>, <maximum>) function macro ‘pulls’ a parameter value from
the device’s parameters in the simulation script.

Devices may access the simulation medium by specifying the cartesian coordinates of the cell. By
convention, devices receive a space parameter from the script, defining the scope of the device.
The limits provided by the space parameter can be used as loop bounds for devices that iterate
over the medium. This is used in Beatbox’s MPI parallelisation, to contain the devices in each
process to their share of the medium.

The Beatbox device API obviates the need to write platform-specific code for any particular
operating system or HPC configuration. Sequential devices may be included into parallelised
versions of Beatbox without modification. At present, should a developer wish to parallelise
device code, this can be done using standard OpenMP or MPI calls. By the time of its public
release, Beatbox’s API will include implicit parallelism, allowing new compute-intensive devices to
efficiently harness HPC without complication to their development.

Once created, devices may be exchanged with other Beatbox users, allowing further collaboration
and peer review. In this way, Beatbox users can combine their code with that of any other user;
something that would prove prohibitively impractical without the common ground of an open
simulation environment.

Underpinning openness for users and developers alike is comprehensive, approachable
documentation. Without sufficiently detailed documentation, program code can quickly become
outmoded or vestigial. Releases of Beatbox will be accompanied by comprehensive
documentation of both the user interface, i.e. the scripting language, and the APIs against which
new devices may be written.
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6. FURTHER WORK

Our aim is to release Beatbox, as described above, within the course of this three year project.
What follows is a discussion of those components outwith the scope of the project, but worthy of
inclusion at a later stage.

6.1. CellML Bridge

CellML (Hedley et al. 2000) is an XML-based language used to represent models of cell kinetics.
Increasingly, CellML descriptions are being used to accompany publications of models, creating
members of the community opportunity to rapidly generate simulation code, rather than attempt
to reproduce it from published equations. Beatbox would benefit from a software bridge capable
of parsing CellML in order to produce a native Beatbox cell model.

6.2. 4D Visualisation

At the opposite end of the simulation workflow, the analysis and interpretation of simulation results
relies upon the clarity of their presentation. While Beatbox’s visualisation tools offer adequate
detail and scope, they would benefit from the ability to interactively manipulate the visualisation;
step through the x, y or z-stack; rotate the medium along any axis; and exact fluid control over the
speed and direction of playback.

Beyond front-end users, the detailed and intuitive presentation of simulation results can aid
communication with third parties. For example, simulation results may elucidate the processes
underlying arrhythmias to clinicians, or assist in providing a tangible measure of progress for
project stakeholders.

In practice, a 4D visualisation tool for Beatbox need not be implemented in full. Export to formats
supported by third-party applications may allow the community to benefit from progress in other
fields.

6.3. GUI

Simulation scripts provide a useful intermediary for collaborating researchers and allow simple
repetition of simulations for the purpose of peer review. However, the majority of our interaction
with computer software today benefits from the use of graphical user interfaces (GUIs) and
consideration should be given to the ways in which GUIs might be harnessed to improve ease
of use for less technically-oriented researchers. A short-term step may be to provide a GUI with
which scripts may be edited interactively, ensuring the correctness of the script and making its
effects more immediately apparent. A number of commercial software tools from other fields offer
a visual approach to programming tasks, e.g. Adobe Flash (Adobe Systems Incorporated 2008),
Cycling ’74 Max/MSP (Cycling ’74 2008) and Apple Automator (Apple Inc. 2008).

6.4. Self-Documenting Modules

Given that much of the code in use may be community developed, we should consider how
this might be documented and how any such documentation will be distributed. One particularly
attractive idea is that modules might be self-describing, allowing their functions, parameters and
provenance to be read from the module itself. For example, a GUI tool may allow the user to
assemble a simulation from the available collection of modules and set their parameters. By
reading each module’s self-description, the GUI tool can inform the user of the purpose of each
parameter and how the module will interact with others.

7. CONCLUSIONS

Beatbox provides an exciting opportunity to raise the standard of simulation software, facilitating
improved use of HPC, together with exchange of simulation components, parameters and results.
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Beatbox will fill the gap left by ad-hoc software development and foster a culture of open
information exchange.

Our aims regarding openness, communication and collaboration are in line with those of the
International Union of Physical Sciences Physiome project (Hunter et al. 2006), whose work
seeks to provide a framework for multiscale modelling of physiological processes. Where the
Physiome project’s markup languages offer a means of communicating models, Beatbox provides
the tools to build simulations from those models that will run efficiently and ubiquitously. Open and
inclusive software design, together with effective information interchange, will improve intra- and
inter-disciplinary collaboration, communication and peer review.
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Abstract

The article discusses causal models, such as Petri nets and event structures, how
they have been rediscovered in a wide variety of recent applications, and why
they are fundamental to computer science. A discussion of their present limitations
leads to their extension with symmetry. The consequences, actual and potential, are
discussed.

1. INTRODUCTION

We are witnessing a rebirth of interest in causal models. Causal models are alternatively
described in a variety of ways, as: causal-dependence models, independence models, non-
interleaving models, true-concurrency models, and partial-order models. They include Petri nets,
event structures, Mazurkiewicz trace languages, transition systems with independence, multiset
rewriting, and many more. Fortunately this diversity is to a large extent only apparent. The models
share the central feature that they represent processes in terms of the events they can perform,
and that they make explicit the causal dependency and conflicts between events. Although this
might be done through different mechanisms, e.g. the effect events have on local states (as is
the case for Petri nets) or more abstractly through relations which directly express the causal
dependency and the conflict/consistency of events (in event structures), the different models can
be formally related—see Section 2.2.

Causal models have arisen, and have sometimes been rediscovered as the natural model, in
many diverse and often unexpected areas of application:

Security protocols: for example, strand spaces are a form of event structure which support
reasoning about secrecy and authentication through causal relations [30, 15];
Systems biology: biologists rediscovered Petri nets in the analysis of chemical pathways
(with conditions standing for molecular species and events for reactions). Ideas from Petri
nets and event structures are exploited in recent descriptive and analysis tools in tracking
chemical pathways [58, 18];
Physics: as causal sets in theories of quantum gravity [64];
Hardware: in the design and analysis of asynchronous circuits [81];
Types and proof: as representations of propositions as types, and of proofs [26, 3, 17];
Nondeterministic dataflow: where numerous researchers have used or rediscovered causal
models in providing a compositional semantics—see [55] and its references;
Network diagnostics: in the monitoring and fault diagnosis of communication networks [6];
Logic of programs: in concurrent separation logic where some artificiality in Brookes’
pioneering soundness proof are obviated through a Petri-net model [31];
Partial order model checking: following the seminal work of McMillan [46] the unfolding of
nets is exploited in the automated analysis of systems [20];
Distributed computation: event structures appear both classically [40] and recently in the
Bayesian analysis of trust [51].

To illustrate the close relationship between Petri nets (based on the changes events incur on
local states) and the ‘partial-order models’ of occurrence nets and event structures (possessing a
global partial order of causal dependency on events), we consider how a Petri net can be unfolded
first to a net of occurrences and from there to an event structure [52]. The unfolding construction

Keywords: Petrinets, Event structures,Unfolding,Symmetry,Spans,Profunctors, Domain theory, Concurrency
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is analogous to the well-known method of unfolding a transition system to a tree, and is central
to several analysis tools in the applications above. In the figure, the net on the left has loops. It
is an example of a (1-safe) Petri net. Its conditions drawn as circles stand for local states. An
event, a rectangle, when it occurs ends the holding of its preconditions (those conditions with
arcs into the event) and begins the holding of its postconditions (those conditions with arcs from
the event). Initially the two conditions at the bottom are imagined to hold, shown by their being
marked. Initially any of the three events with marked preconditions can occur, ending the holding
of its respective precondition and beginning the holding of its postcondition. Though of them, the
two events on the left are in conflict, in the sense that only one of them can occur—they compete
to end the holding of their common precondition. Either of those two events can occur concurrently
with the third event to the right, in the sense that the third event shares no pre- or postconditions
with them and so can occur independently. Once one of the two conflicting events and the event
to the right have occurred all the preconditions of the top event will hold and it can occur, restoring
the marking of conditions to its original state.

The net to the right is its occurrence-net unfolding. It consists of all the occurrences of conditions
and events of the original net, and is infinite because of the original repetitive behaviour. The
occurrences keep track of what enabled them. Notice how the shared postcondition of the
conflicting events on left splits into two occurrences according to which of the two conflicting
events gave rise to it. Similarly the top event splits into occurrences according to the nature of the
occurrence of its left precondition.

The conditions in the occurrence net play two roles. They provide links of causal dependency
between event occurrences. They also show when event occurrences are in conflict through
sharing a common precondition. The simplest form of event structure arises by abstracting
away the conditions in the occurrence net and capturing their two roles in relations of causal
dependency and conflict on event occurrences.

Despite their often very successful, specialized applications, causal models lack a comprehensive
theory which would support:

• their systematic use in giving structured operational semantics to a broad range of
programming and process languages; while many examples exist of Petri-net semantics of
processes and languages there are presently no generally-accepted standard techniques
for describing operational semantics using Petri nets on similar lines to Plotkin’s ‘Structural
Operational Semantics’ [57].

• an expressive ‘domain theory’ with rich higher-order type constructions needed by
mathematical semantics. It should for example cover the standard event-structure semantics
of CCS [70], extend to higher-order CCS, and support the formalization and analysis of
distributed algorithms. Such a domain theory would go beyond traditional domain theory, in
which types are represented as partial orders of information, in that causal models (perhaps
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enriched, e.g. with probability) would feature as denotations. (The very concreteness of
causal models appears to belie this possibility.)

This paper argues for a research programme towards such a comprehensive theory, and why a
comprehensive theory, including a ‘domain theory,’ of causal models is within reach. A remedy
to the overly-concrete nature of causal models is presented: a formal treatment of symmetry
in causal models reveals connections between causal models with symmetry and the rich and
expressive world of higher-dimensional algebra, in which theories of types, homotopy, geometry
and combinatorics also find a mathematical home [23]. In fact much of the work reported here
started in the search for an operational reading of specific semantics using higher-dimensional
algebra [12, 54, 55] and the realization that denotations (as presheaves and profunctors) could
sometimes be represented by event structures [53, 60].

As should be clear from the existing application areas the work on causal models would aim to
contribute to several of the BCS ‘Grand challenges’: GC1 In vivo—in silico; GC2/4 Ubiquitous
computing; GC6 Dependable system evolution; GC7 Journeys in nonclassical computation.

2. HISTORY

As we experience the ever-broader uses of computers so must we adapt our understanding of
what a computational process is.

In the earliest days of computer science it became accepted that a computation was essentially
an (effective) partial function

f : N→ N

between the natural numbers. This view underpins the Church-Turing thesis on the universality of
computability.

As computer science matured it demanded increasingly sophisticated mathematical representa-
tions of processes. The pioneering work of Strachey and Scott in the denotational semantics of
programs assumed a view of a process still as a function

f : D → D′ ,

but now acting in a continuous fashion between datatypes represented as special topological
spaces, ‘domains’ D and D′; reflecting the fact that computers can act on complicated,
conceptually-infinite objects, but only by virtue of their finite approximations.

In the 1960’s, around the time that Strachey started the programme of denotational semantics [65],
Petri advocated his radical view of a process, expressed in terms of its events and their effect
on local states [44]—a model which addressed directly the potentially distributed nature of
computation, but which, in common with many other current models, ignored the distinction
between data and process implicit in regarding a process as a function. I will argue that today
a serviceable notion of process requires a marriage of Petri’s view of a process and the vision of
Scott and Strachey.

2.1. Classical domain theory

It is helpful to recall the basics of traditional domain theory, the mathematical foundations
of denotational semantics. A domain is a partial order (D,v) with, at the very least, the
completeness property that any infinite chain

d0 v d1 v · · · v dn v · · ·

has a least upper bound
⊔
n dn. The orderv can be mysterious to a beginner and is quite abstract.

It stands for an order of increasing computational information, information which can be presented
as a limit (the least upper bound) of a chain of approximations. Accordingly, a function between
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domains f : D → E should be continuous in that f should preserve limits, i.e. it should preserve
the information order and least upper bounds of chains.

If a domain D has a least element ⊥ and a function f : D → D is continuous, then f has a least
fixed point given by

⊔
n f

n(⊥). This is a central tool in giving meaning to recursive programs. By
pushing this technique for solving recursive definitions up to the level of domains (treating the
category of domains with continuous functions as analogous to a domain itself), Scott achieved
the breakthrough in the late sixties of producing a nontrivial solution toD ∼= [D → D] (a recursively
defined domain), so providing a model of the λ-calculus, and, by the same techniques, the
semantics of recursive types [62].

Representations of domains

What is the information order? Can any sense be made of its ‘units’ of information? There are
essentially two answers in the literature, the ‘topological,’ the most well-known from Scott’s work,
and the ‘temporal,’ arising from the work of Berry [7]:

Topological: the basic units of information are propositions describing finite properties; more
information corresponds to more propositions being true. Functions are ordered pointwise.
Domains are represented by logical theories in the form of ‘information systems’ or ‘logic of
domains.’
Temporal: the basic units of information are events; more information corresponds to more
events having occurred over time. Functions are restricted to ‘stable’ functions and ordered
by the intensional ‘stable order,’ in which common output has to be produced for the same
minimal input. Berry’s specialized domains ‘dI-domains’ are represented by event structures.

In truth, Berry developed ‘stable domain theory’ by a careful study of how to obtain a suitable
category of domains with stable rather than all continuous functions. He arrived at the axioms
for his ‘dI-domains’ because he wanted function spaces (so a cartesian-closed category). The
realization that dI-domains were precisely those domains which could be represented by event
structures, a fact I shall explain now, came a little later [72, 75].

Event structures

An event structure comprises (E,≤,Con), consisting of a set E, of events (event occurrences),
partially ordered by ≤ , the causal dependency relation which satisfies {e′ | e′ ≤ e} is finite for all
e ∈ E, and a family Con of finite subsets of E, the consistency relation, which satisfy

{e} ∈ Con for all e ∈ E,
Y ⊆ X ∈ Con =⇒ Y ∈ Con, and
X ∈ Con & e ≤ e′ ∈ X =⇒ X ∪ {e} ∈ Con.

The relation e′ ≤ e expresses that the occurrence of the event e depends on the previous
occurrence of event e′. The consistency relation picks out those events which can occur together.

Consider a record of the events that have occurred. If an event e has occurred then so must all
events e′ on which e depends have occurred previously, and any finite set of events that have
occurred should be consistent. Accordingly, the configurations, C(E), of an event structure E
consist of those subsets x ⊆ E which are

Down-closed: ∀e, e′. e′ ≤ e ∈ x =⇒ e′ ∈ x and
Consistent: ∀X ⊆fin x. X ∈ Con .

Configurations stand for histories, given in terms of the events that have occurred; the events
inherit an order from the event structure. In particular, for an event e the set [e] =def

{e′ ∈ E | e′ ≤ e} is a configuration including the whole causal history of the event e. The inclusion
relation x ⊆ x′ means that x is a sub-history of x′. Ordered by inclusion the configurations form
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a domain (C(E),⊆)—in fact, when E is countable, a dI-domain as discovered by Berry, and all
such are so obtained. In this way event structures can represent a rich variety of types, even for
polymorphism [13, 75].

Anomalies in domain theory

Nondeterminism: For traditional (‘topological’) domain theory the problem of adjoining
nondeterminism was solved by Plotkin through the introduction of powerdomains [56].
Powerdomains can be seen as concerned with information about the possible and eventual
properties of a nondeterministic process [73]. But for stable domain theory the information order
of all but the simplest powerdomain fail to be temporal. Section 2.3 will provide an alternative way
to adjoin nondeterminism.

Concurrency/interaction: The intricacy of models for distributed computation such as Petri nets
and event structures (modelling both processes and types), means that they don’t fit comfortably
within a partial order of information. Rather their intricacy suggests that they belong more rightfully
to an extended notion of domain as a category—see Section 2.2. Only rarely do the wanted
equivalences on processes arise from traditional domain theory.

Probability and nondeterminism: There are powerdomains both for nondeterminism and
probability. Sometimes one needs both. Combining probability and nondeterminism is problematic
because the two forms of powerdomain together do not satisfy a distributive law (their combination
forces extra laws to be imposed [48]). However, if one works with the indexed probabilistic
powerdomain where the probability distribution is carried by the ways in which values are
computed, one recovers a distributive law [68, 67].

Nondeterministic dataflow: While, as Kahn was early to show [39], deterministic dataflow is a
shining application of simple domain theory, nondeterministic dataflow is beyond its scope. The
compositional semantics of nondeterministic domain theory needs a form of generalized relation
which specify the ways input-output pairs are realized—see Section 2.3.

In my view the problems point towards a more intensional ‘domain theory’ which expresses the set
of ways of computing. Early suggestions along these lines were made by Lehman with a definition
of a categorical powerdomain [41] and by Girard in his ‘quantitative’ domain theory [25]. Both fit
within the broader view of domains as presheaf categories [12]. Causal models have reappeared
in providing an operational reading of the ways computations are realized, for example as the
finite configurations of an event structure [53].

2.2. An abundance of models

Partly in reaction to the difficulties of traditional denotational semantics and domain theory, today
we find a range of ways to model a process in computer science, for example as: a transition
system; an equivalence class of transition systems w.r.t. some equivalence such as bisimulation; a
coalgebra; a resumption in a powerdomain; an IO-automaton; a Petri net; a game; a (generalized)
relation; . . .

Fortunately many models can be formally related by adjunctions whose adjoints give translations
of one model into another. The adjunctions make explicit how to translate from one kind of model
(say Petri nets) to another (say occurrence nets, or event structures); this relies on regarding a kind
of model (say Petri nets) as a category (a category of Petri nets) with suitable ‘simulation’ maps
(we define the maps on event structures below). For example the unfolding of a Petri net illustrated
in the Introduction is the right adjoint to the inclusion functor from the category of occurrence nets
to the category of (1-safe) Petri nets. There is an intuitively obvious map f : U(N) → N from the
occurrence net U(N) back to the original netN ; it takes occurrences of conditions and events back
to those conditions and events in the original net of which they are occurrences. A way to express
the adjunction is through the following universal characterization of the unfolding. Given any map
g : O → N from an occurrence net O to the original net, there is a unique map h : O → U(N)
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such that f ◦ h = g:

U(N)
f
// N

O

g

<<yyyyyyyyy
h

OO

[For a definition of the maps of Petri nets, see [74, 70].]

As a right adjoint, unfolding automatically preserves limits, for example products and pullbacks,
in the category, and this can be useful in relating parallel compositions in one model to those in
another [21]. There is a further adjunction between event structures and occurrence nets; its right
adjoint ‘strips’ away the conditions of an occurrence net to reveal its underlying event structure,
while its left adjoint ‘saturates’ an event structure with conditions to make an occurrence net.
Adjunctions compose so we obtain an adjunction between event structures and safe nets—its
right adjoint acts as the operation from Petri nets to event structures sketched in the Introduction.

The use of categories exposes a uniformity across different models. Semantics of synchronising
processes [34, 47], whether they be in transition systems, Petri nets, event structures or many
other models, are given in precisely the same way in terms of the categorical constructions
used. Presented as categories, models support a general, diagrammatic definition of an important
equivalence, strong bisimulation and its extension beyond transition systems, via open maps—see
Section 3.2.

The categories depend on a choice of simulation map which we illustrate for event structures. The
maps arise in relating compound constructions to their components, for example, as projections
from a parallel composition of event structures to one of its components. Earlier we saw event
structures as representations of domains, so types. Now we are seeing them in the role of
processes (in the sense of the synchronising processes of Hoare and Milner in CSP and CCS).
Let E and E′ be event structures. A partial map of event structures f : E ⇀ E′ is a partial function
on events f : E ⇀ E′ such that for all x ∈ C(E)

fx ∈ C(E′) and
if e1, e2 ∈ x and f(e1) = f(e2) , both being defined, then e1 = e2.

The idea is that the occurrence of an event e in E induces the coincident occurrence of the event
f(e) in E′, whenever it is defined. Because events are thought of as essentially without duration,
two distinct events which occur in a history of the input cannot be coincident with a common event
in the image—the reason for the ‘local injectivity’ condition.

Despite the abundance of categories of pre-existing models, they form a rather patchy landscape
and are, for example, insufficient to represent higher-order processes (which might take a process
itself as input and deliver another process as output). Presheaf categories fill out the landscape of
models to provide a versatile range of models for processes [12]. The idea is to build models for
processes directly out of computation paths, regarding a nondeterministic process as a presheaf
on a category of paths; essentially, a presheaf is a glueing together of computation paths.
Presheaf categories are as versatile as the notion of computation path. With suitable choices of
paths, presheaf categories subsume existing models such as event structures, while supporting a
range of type constructions, also for higher-order processes and name generation [76, 12, 53, 11].
Presheaf categories and the relations between them, expressed as profunctors, connect with
the rich world of higher-dimensional algebra. In particular, the little-explored representation of
processes as ‘bundles’ is crucial in the general treatment of weak bisimulation, and its extension
to causal models [9, 22].

2.3. Relations rediscovered

From a historical perspective it is remarkable that so many of the models of processes listed in
Section 2.2 are not associated with input and output types; while the structure of models has
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become much more sophisticated the explicit connections with input an output data have often
been lost.

A central exception is that of generalized relations in the form of profunctors (or distributors, or
bimodules). Profunctors are relations between categories in which the category of sets takes over
the role of truth values; instead of simply saying whether or not an object of input is related to an
object of output, a profunctor provides a set of ways in which that particular input-output instance
is realized. Technically, a profunctor F from a category A to a category B, written F : A + //B, is
a functor F : A × Bop → Set, covariant in input and contravariant in output (see [77] for more
intuition).

Profunctors have arisen independently in a range of areas: in logic and types, e.g. Girard’s
normal functors [25] and ‘container types’ [1]; combinatorics through Joyal’s theory of species [37]
and its extensions [23]; nondeterministic dataflow [55]; higher-order programming languages and
processes [12]; categories of models for concurrent computation [12]; as a starting point for the
theory of operads [16]; . . .

The ‘relations’ arising from computation can often be represented, in a more computationally
informative way, in terms of event structures, with event structures playing both the role of input
and output types, as well as the process of computation between them. A compelling example
comes from the early work of Brock and Ackerman who were the first to emphasize the difficulties
in giving a compositional semantics to nondeterministic dataflow [8], though our example is based
on simplifications in the later work of Rabinovich and Trakhtenbrot, and Russell.

Nondeterministic dataflow—the Brock-Ackerman anomaly

�
�-�


-
-

FAiC[Ai] =

There are two simple nondeterministic processes A1 and A2, which have the same input-output
relation, and yet behave differently in the common feedback context C[−], illustrated above. The
context consists of a fork process F (a process that copies every input to two outputs), through
which the output of the automata Ai is fed back to the input channel, as shown in the figure.
Process A1 has a choice between two behaviours: either it outputs a token and stops, or it
outputs a token, waits for a token on input and then outputs another token. Process A2 has a
similar nondeterministic behaviour: Either it outputs a token and stops, or it waits for an input
token, then outputs two tokens. For both automata, the input-output relation relates empty input to
the eventual output of one token, and non-empty input to one or two output tokens. But C[A1] can
output two tokens, whereas C[A2] can only output a single token. Notice that A1 has two ways to
realize the output of a single token from empty input, while A2 only has one. It is this extra way,
not caught in a simple input-output relation, that gives A1 the richer behaviour in the feedback
context.

Over the years there have been many solutions to giving a compositional semantics to
nondeterministic dataflow (see [55] for fuller references). But they all hinge on some form of
generalized relation, to distinguish the different ways in which output is produced from input.
A compositional semantics can be given using stable spans of event structures, an extension
of Berry’s stable functions to include nondeterminism [60, 61]. A process of nondeterministic
dataflow, with input type given by an event structure A and output by an event structure B, is
captured by a pair of maps (a span)

E
dem

��~~~~~~~
out

  
@@@@@@@

A B
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where E is also an event structure. The map out : E → B is a rigid map, i.e. a total map of event
structures as in Section 2.2 which preserves the relation of causal dependency, or equivalently, a
total map with the property that for a configuration x of E if y is a subconfiguration of out x then
there is a (necessarily unique) subconfiguration x′ of x such that out x′ = y: x′ ⊆_

��

x_

��

y′ ⊆ out x
The map dem : E → A, associated to input, is of a different character. It is a demand map, i.e. a
function from C(E) to C(A) which preserves finite configurations and unions; dem x is the minimum
input for x to occur and is the union of the demands of its events. The occurrence of an event e
in E demands minimum input dem [e] and is observed as the output event out(e). Deterministic
stable spans, where consistent demands in A lead to consistent behaviour in E, correspond to
Berry’s stable functions.

The stable span determines a profunctor Ẽ from the finite configurations p of A to the finite
configurations q of B:

Ẽ(p, q) = {x ∈ C(E) | dem x ⊆ p & out x = q} ,

the set of ways the input-output pair (p, q) is realized.

Stable spans can be composed one after the other (essentially by a pullback construction, as
rigid maps extend to special demand maps between configurations)—their composition coincides
with the composition of their profunctors. They also have a nondeterministic sum, and compose
in parallel, and most significantly allow a feedback operation [60]. In fact, stable spans were first
discovered as a way to represent, and give operational meaning to, the profunctors that arose as
denotations of terms in affine-HOPLA, an affine Higher Order Process LAnguage [53, 54]. The
spans helped explain the tensor of affine-HOPLA as the parallel juxtaposition of event structures
and a form of entanglement which appeared there as patterns of consistency and inconsistency
on events. The use of stable spans in nondeterministic dataflow came later as a representation of
the profunctors used in an earlier semantics [55, 60].

3. CAUSAL MODELS AND SYMMETRY

3.1. Anomalies in traditional causal models

The insufficiency of stable spans: Although one can easily encode CCS within affine-HOPLA this
induces the usual interleaving semantics of CCS. One can prove that the spans denotable by
terms of affine-HOPLA can never be those of the usual event-structure semantics of CCS [70].
More generally, because output maps of stable spans are rigid, they are too restrictive when
considering parallel compositions via synchronizations. Such a parallel composition of event
structures can augment extra causal dependency to that which is present in the event structures
originally. So ‘projections’ from a parallel composition to a component are rarely rigid.

Varying maps: There are uses for several different forms of maps on event structures: rigid, total
and partial maps, demand maps and a variant of demand maps due to Abbes [2]. Changing the
category generally changes important categorical constructions. One would like to settle on some
basic maps and then have a systematic way to vary the nature of maps within it.

Unfoldings of general Petri nets: In general nets conditions can hold with multiplicities. While
their occurrence net unfoldings can be defined, there is no universal characterisation like that of
Section 2.2. The symmetry intrinsic to nets with multiplicities spoils uniqueness.

Unfoldings of higher-dimensional automata: Higher-dimensional automata are essentially
glueings together of cubes of concurrent actions [29]. Although they can be unfolded to event
structures the identifications due to glueing spoil uniqueness in trying to get a universal
characterization.
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Weak bisimulation: Just as for labelled transition systems weak bisimulation between labelled
event structures (in which we abstract from invisible actions, generally labelled τ ) can be explained
as strong bisimulation between the results of ‘hiding’ the invisible actions [22]. Whereas the ‘hiding’
operation on a transition system is again a transition system, the hiding operation on an event
structures does not always yield an event structure [22].

Name generation: There are methods to represent the generation of new names in causal models,
e.g. [15, 77]. But the methods are overly concrete in the sense that they ignore the implicit
symmetry on names. Presently there are difficulties in extending work on an event-structure
semantics of the pi-Calculus [14] to the whole language because of the absence of a key algebraic
operation—a form of new-name abstraction on event structures.

The anomalies have a common solution: a formal treatment of symmetry in processes. Consider
the first, that stable spans are insufficient. One wishes to free up the choice of maps for the
input and output legs of the span. In answer to the second difficulty one would like to do this
systematically.

A systematic way to modify maps is through Kleisli maps associated with monads [49]. Starting
from an original category—a good choice would be the category of event structures with rigid
maps—one could hope to obtain other kinds maps from an object E to an object B as original
maps from E to T (B), where T is an appropriate monad. This suggest that stable spans be
generalized to general spans of event structures

E

}}zzzzzzzz

""DDDDDDDD

S(A) T (B)

with input the event structure A, output B and process E, w.r.t. suitable monads S and T to
moderate the regimes of input and output. More should hold for the spans to compose [78, 79].

In the span shown above, one would hope in particular for a monad S such that demand maps
fromE toA are realized as Kleisli maps fromE to S(A). It becomes important that event structures
are able to support a reasonable repertoire of monads. It is here we run into difficulties. Consider
for example the useful operation of replication !E forming the parallel composition of countably
many copies of an event structure E. For this to be a monad we require a unit ηE : E →!E
and multiplication µE :!!E →!E. It would seem reasonable that ηE takes E to the zeroth copy.
Assuming an injection [ , ] : N × N → N encoding pairs of natural numbers as natural numbers,
again it would seem reasonable that µE takes (i, (j, e)) to ([i, j], e). But then the laws for monads
fail. It is easy to check that none of the monad diagrams commute:

!E

id!E !!CCCCCCCC
η!E // !!E

µE

��

!E

!E

id!E !!CCCCCCCC
!ηE // !!E

µE

��

!E

!!!E

!µE

��

µ!E // !!E

µE

��

!!E µE

// !E

For example if the first two diagrams commuted, i = [0, i] = [i, 0], violating the injectivity of pairing.
But in !E one copy of E is similar to another. Up to this symmetry, allowing one copy to swap with
another, the diagrams do commute. In answer to first and second anomalies at least, a formal
treatment of symmetry is needed.

3.2. Symmetry

A treatment of symmetry on models makes use of a general method of open maps in defining
bisimulation in a variety of models. The method shows one advantage of presenting models as
categories—see [38] for more details.

Let C be a category with a distinguished subcategory P of path objects with path-extension maps.
For example, the category C might be that of event structures and P the subcategory of finite
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‘elementary’ event structures in which all subsets of events are consistent—so partial-order runs.
Alternatively, the category C could be the category of transition systems and P the subcategory of
special transition systems that have the form of single finite branches. (We might also allow infinite
runs, important in treating ‘fairness.’) A map f : X → Y in C is a bisimulation map, traditionally
called open, if, for any map s : P → Q in P and maps p : P → X and q : Q→ Y , if the diagram

P
p
//

s

��

X

f

��

Q
q
// Y

commutes then there is a map h : Q→ Y such that the diagram

P
p
//

s

��

X

f

��

Q
q
//

h

??~
~

~
~

Y

commutes, i.e. p = hs and q = fh. This path-lifting property says that any extension, viz. qs of
a path fp in Y can be matched, via f , by an extension hs of the path p in X. It can be shown
by straightforward diagrammatic arguments that open maps include all isomorphisms, are closed
under composition (and therefore form a subcategory). It is an instructive exercise to show that
open maps are preserved under pullbacks [38].

We define a bisimulation between two objects X and Y in C to be a generalized relation in the
form of a span of open maps in C:

R

~~}}}}
  

@@@@

X Y

When C has pullbacks, and categories such as those of event structures and transition systems
do, bisimulation induces an equivalence relation on objects of C (using the fact that a pullback of
an open map is open). In the case of transition systems the equivalence obtained is the usual
strong bisimulation of Milner and Park [47], while for event structures it is also independently
known, and called hereditary history-preserving bisimulation (unfortunately!) [5] .

We now show how to extend a category of models to a category of models with symmetry. We
won’t describe this in fullest generality, but for the case in which C is a category with pullbacks
with distinguished subcategory P of path objects.

We define a new category, SC, of objects with symmetry and symmetry-preserving maps, as
follows:

The objects of SC are triples (C; l, r : S → C) comprising an object C of C together with open
maps l : S → C and r : S → C, from a common object S in C, which form a pseudo equivalence
(see the Appendices for the definition of open map and pseudo equivalence).

An object (C; l, r : S → C) of SC is an object of C with a span of open maps

S
l

���������
r

��
???????

C C

to be thought of as expressing when paths in C are related by symmetry. We call objects of SC
objects with symmetry. When l, r form an equivalence relation we shall call (C; l, r : S → C) a
symmetry equivalence. In writing them we shall adopt the convention that for instance (A;SA)
describes the object with symmetry (A; lA, rA : SA → A).
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In SC, a map f : (A;SA) → (B;SB) is a map f : A → B in C which preserves symmetry in the
sense that

A

f

��

SA
lAoo

h

��
�
�
�

rA // A

f

��

B SA
lBoo

rB // B

commutes for some h : SA → SB in C. Maps compose as maps in C and share the same identity
maps.

For maps f, g : (A;SA)→ (B;SB), define f ∼ g iff there is a map h : A→ SB in C such that

A
f

~~}}}}}}}}
h

��
�
�
�

g

  AAAAAAAA

B SA
lBoo

rB // B

commutes for some h : SA → SB in C.

The relation ∼ is an equivalence relation on maps SC(A,B) between objects with symmetry A
and B. The relation ∼ respects composition in the sense that if f ∼ g then h ◦ f ◦ k ∼ h ◦ g ◦ k,
for composable maps h and k. In other words, the category SC is enriched in the category of
equivalence relations.

Maps f and g in SC for which f ∼ g are thought of as the same up to symmetry.

Equivalence on maps induces equivalence on objects: Let A and B be objects with symmetry. An
equivalence from A to B is a pair of maps f : A → B and g : B → A in SC such that f ◦ g ∼ idB
and g ◦ f ∼ idA; then we say A and B are equivalent and write A ' B.

Under minor conditions, functors and adjunctions between categories with pullbacks and
subcategories of paths lift to their extensions with symmetry.

Examples (1) If the subcategory P of C is a groupoid (i.e. all its maps are isomorphisms), then
all maps of C are open and the construction of SC from C coincides with its exact completion [10].

(2) For the categories of event structures (with partial, total or rigid maps), a symmetry equivalence
on an event structure E corresponds to an isomorphism family S of bijections θ : x ∼=S y between
finite configurations such that

(i) idx : x ∼=S x for finite x ∈ C(E); if θ : x ∼=S y, then θ−1 : y ∼=S x;
if θ : x ∼=S y and ϕ : y ∼=S z, then ϕ ◦ θ : x ∼=S z.

(ii) if θ : x ∼=S y and x′ ⊆ x with x′ ∈ C(E), then
θ′ : x′ ∼=S y′ and y′ ⊆ y for some (unique) y′ ∈ C(E).

(iii) if θ : x ∼=S y and x ⊆ x′ for finite x′ ∈ C(E), then
θ′ : x′ ∼=S y′ and y ⊆ y′ for some y′ ∈ C(E).

Note that an event structure with symmetry now represents a category of finite configurations
where maps are got by composing isomorphisms from its isomorphism family with inclusions;
by (ii) all maps can be normalized to an isomorphism from the isomorphism family followed by
an inclusion. There are characterizations in terms of isomorphism families of preservation of
symmetry by maps of event structures and the relation ∼ on symmetry-preserving maps [78, 79].

(3) For transition systems (with the standard maps preserving initial states and transitions [70])
a symmetry equivalence on a transition system corresponds to an equivalence relation on the
states of the transition system which is also a strong bisimulation.
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3.3. Consequences of symmetry

Recent and ongoing work

A major consequence is that many wished-for monads on event structures, such as replication,
do indeed become monads up to symmetry (technically forms of pseudo monad) once event
structures are extended with symmetry. Starting with the category of event structures with rigid
maps, its extension with symmetry has monads with which to realize demand maps (including
those of [2]), total non-rigid maps, partial maps and replication [78, 80]. The monads adjust the
notion of event, including atomicity, so that events can now have duration. For example, the monad
for demand maps creates events in the form of histories, describing the way that input is explored.

This opens the way to general spans providing semantics to potentially rich process languages
and event types, supporting case analysis on events. This work is incomplete, but see [79] for an
example of how such a higher-order language can induce the usual event-structure semantics for
CCS, as well as an event-structure semantics for a higher-order variant of CCS.

By adjoining symmetry to Petri nets we can obtain a universal characterisation of unfoldings
of general Petri nets, like that of Section 2.2, but where instead of uniqueness we achieve
uniqueness up to symmetry [32]. (An explicit notion of symmetry for Petri nets was also used
in [59].)

By extending event structures with symmetry we are able to represent a broader category of
presheaves. Operations that previously only worked on presheaves now work on event structures
with symmetry. We can now obtain a universal characterisation of an unfolding of higher-
dimensional automata as an event structure with symmetry [79]. Now, in principle, the hiding
operation on event structures with symmetry yields an event structure with symmetry, bringing a
central operation of weak bisimulation back into causal models (this relies on a stronger result
than that reported in [79]). Ongoing work on a domain theory [66] within the theory of nominal
sets [43], was designed with the idea of extending it to presheaf models. Viewing event structures
as presheaves (now in nominal sets) would yield constructs such as new-name abstraction on
event structures, the missing key to an algebraic treatment of name generation in causal models.

In summary, the introduction of symmetry brings a new expressive power to causal models:
previously unthought-of semantics to higher-order types and languages; mechanisms for event
abstraction, allowing the switch from atomic to compound events; extensions to the usual Petri-net
unfolding and its preservation results; and possibilities of new enrichments with further structure
through the presentation of generalized relations as spans of causal models.

RESEARCH AREAS

So far the article has mainly shown how causal models and the introduction of symmetry arise
from mathematical concerns, one thing leading to another, so to speak. But of course the
importance of causal models to computer science derives from their wide range of application,
and the numerous research areas in which they have potential significance. In the past it has
been not so much the mathematical richness of causal models, but their almost physical nature,
making them close to what is modelled or an implementation, that has most influenced their use.
But it is their under-appreciated and under-explored mathematical richness that is likely to drive
their new uses in the research areas below.

Domain theory for causal models: The explanation and development of causal models here, in
particular the introduction of symmetry, have been motivated by considering how causal models
might support a form of ‘domain theory’ and denotational semantics, though of a revolutionary
form in which causal models play the role of both types and maps (in the form of spans). A lot
remains to be done—see [79].

Distributed algorithms: One motivation in boosting the power of causal models has been to
make distributed algorithms amenable to semantic description and reasoning techniques. The

  Events, Causality and Symmetry

  BCS International Academic Conference 2008 – Visions of Computer Science122



potential richness of event types and higher-order languages should, when developed more fully,
be helpful in the design and analysis of distributed algorithms. For a number of years now the
techniques of distributed algorithms have been relevant in chip design, recognized in the use of
Petri nets there [81], and becomes increasingly so as chip design is forced to count the cost of
communication [50]. Significant advances have been made in the more limited regime of security
protocols, but there are gaps in the treatment and exploitation of symmetry, and in relations with
true cryptography, which calls for probability. Two other specialized areas which rely on causal
models, and probabilistic event structures [69], are the distributed diagnosis of communication
networks [6], and the very recent Bayesian analysis of event-based trust [51].

Probability and nondeterminism: The use of spans suggests largely unexplored ways to enrich
computation with probability, in addition to nondeterminism, essentially by taking the vertex in a
span of event structures to be a probabilistic event structure.

Systems biology: Causal models, with stochastic information, are already used in bio-
computation [33] and there is reason to expect that higher-order bio-processes (accessible to the
theory here) will become an important abstraction tool. Issues of compound versus atomic events
are important in systems biology. In the presence of symmetry there are ways to realize forms of
compound event, for example the ‘persistent’ events of [77], out of atomic events. Interestingly
biologists are not interested in quite the same unfolding of Petri nets to event structures as
computer scientists. Biologists are more interested in the ‘macroscopic’ events of a biological
process rather than the ‘microscopic’ events which are picked out by the traditional computer-
science unfolding. For example, in the traditional unfolding of a Petri net the participation of the
same molecule at several stages in a reaction would lead to a chain of causal dependencies.
However to a biologist that one particular molecule rather than another has participated in
a reaction is generally neither here nor there, and such incidental dependencies would be
dropped [18].

Weak memory models: Weak memory models [36] are challenging as they do not respect a
property fundamental of most causal models, that events can be globally serialized. A memory
transaction can be a compound event, comprising several different events, and which constituent
event is in view depends on the processor. The relation between weak memory models and their
implementation involves event abstractions.

Unfoldings and tools: Unfoldings of Petri nets have provided strikingly successful methods for
the analysis of distributed systems [20]. The characterization of the unfolding as a right adjoint
has been exploited in network diagnosis [21]. The techniques here based on symmetry extend
unfoldings and their characterization, and begin to push Petri nets into the new territory of higher-
order processes (although we have concentrated on event structures, similar ideas are working
for nets). The compact, often finite, representations afforded by Petri nets accede to the known
decision procedures for Petri nets, and regular languages and so potentially tools for the analysis
of higher-order processes (in the manner of algorithmic game theory[24]). Symmetry is already
exploited in model checking [19].

Structured Petri-net semantics and logic: There is the practical issue of structural operational
semantics for Petri nets. In several separate Petri-net semantics, that of a language for security
protocols [15], a language for biochemical systems [58], and a language with parallel commands
and semaphores [31], the same technique has been used, and seems to be much more widely
applicable. In defining a Petri net (or its abbreviation as a form of coloured Petri net), first its basic
conditions for data, names, resources and control are defined followed by definition of its events
in terms of their pre- and postconditions. The definitions proceed in a syntax-directed way, much
as in Plotkin’s SOS, but where in SOS it is generally transitions which are given inductively, here
it is events. One feature currently missing from such semantics is that of symmetry, for example
between the different but similar conditions standing for names of resources.

Quantum systems and event structures: There are intriguing parallels between quantum
processes and processes described as event structures, where a degenerate form of
entanglement appears in patterns of consistency and conflict amongst events, labels on copies
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of identical processes behave like amplitudes, and ‘probabilistic tests’ [69] have much in common
with the ‘consistent families’ of the ‘consistent-histories’ approach to quantum theory. Curiously
the structure of consistency on events, present in event structures, is missing in causal sets. (A
specific challenge, which may involve ideas from event structures, is to provide a denotational
semantics for the full Selinger-Valiron lambda calculus for quantum computation [63].)

An event structure arises quite naturally in describing the histories of a quantum system (with
states in Hilbert space H). This (untried) construction is inspired by the ‘consistent-histories’
approach to quantum theory [28]. A quantum history of the quantum system might be expressed
as a finite sequence of quantum properties or observations, taken to be projectors on H. The
quantum histories possess the structure of a Mazurkiewicz trace language by interpreting symbols
of the alphabet as the quantum properties, and Mazurkiewicz-independence as commutability of
distinct projectors. (It seems sensible to restrict to sequences whose composition is nonzero.)
By a standard construction we can obtain an event structure from the Mazurkiewicz trace
language [70]. It will be an event structure where the events are labelled by the quantum
properties, so events correspond to occurrences of these observations; moreover, each finite
configuration will be associated with an operator, that got by composing the sequence of projectors
from which the configuration arose. With the help of the association of operators with finite
configurations we can specify those sets of configurations to which it would be reasonable to
ascribe a probability distribution. Such a set should be a maximal subset of finite configurations
which pairwise have orthogonal operators (such sets of configurations are essentially ‘consistent
histories’ of the ‘consistent-histories’ approach to quantum theory, though of course the use of
‘consistent’ here differs from that in event structures).

Continuous processes: A dream in the early development of event structures (see [71])
was to extend them to continuous processes so opening up their application to physical
processes—Nachbin’s text was inspirational [42], with ideas of approximating continuous by
discrete processes, but the enterprise dried up because of a lack of motivating examples. A
revitalization has come through recent work showing how to reconstruct spacetime topology from
causal structure using purely order-theoretic ideas [45].

Mathematics and logic: The research cannot be divorced from mathematical questions. Event
structures represent types, underlie game semantics [4, 35] and begin to appear as denotations of
proofs [3, 17]; the need for symmetry also appears here and in the earlier but related geometry of
interaction of Girard [27]. It is not clear if the bipartite nature of the games (‘opponent’ vs. ‘player’)
and the often intricate structure associated with it can be accommodated within spans of causal
models. Perhaps it can. There are, for example, ways to express the composition of sequential
algorithms as relational composition and this is taking us close to the composition of spans.
The connection with higher-dimensional algebra has already been fruitful [12, 23] and is likely
to lead to the refinement and development of causal models, as we seek to give computational
interpretation to mathematical constructions. We cannot expect to separate causal models from
the more purely mathematical structures of higher-dimensional algebra. In particular, we need to
understand better the relationship between the two kinds of generalized relations, spans of event
structures and (certain kinds of) profunctors.
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A. APPENDIX: PSEUDO EQUIVALENCE

Assume a category with pullbacks. A pair of maps l, r : S → E forms a pseudo equivalence
provided it is:

Reflexive: there is a map ρ such that
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Transitive: there is a map τ such that
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When l, r are jointly monic (i.e. for all maps x, y : D → S, if lx = ly and rx = ry, then x = y) they
form an equivalence relation.
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Abstract

Applications of modal logics are abundant in computer science, and a large number of
structurally different modal logics have been successfully employed in a diverse spectrum
of application contexts. Coalgebraic semantics, on the other hand, provides a uniform and
encompassing view on the large variety of specific logics used in particular domains. The
coalgebraic approach is generic and compositional: tools and techniques simultaneously
apply to a large class of application areas and can moreover be combined in a modular way.
In particular, this facilitates a pick-and-choose approach to domain specific formalisms,
applicable across the entire scope of application areas, leading to generic software tools
that are easier to design, to implement, and to maintain. This paper substantiates the
authors’ firm belief that the systematic exploitation of this coalgebraic nature will not
only have impact on the field of modal logic itself but also lead to significant progress
in a number of areas within computer science, such as knowledge representation and
concurrency/mobility.

INTRODUCTION

Logics of all colours, shapes, and sizes have traditionally played a central role in computer science,
and in fact the standard design of the modern computer itself is based on a particular brand of logic,
Boolean propositional logic. In a rough classification along a tradeoff between expressiveness on the one
hand and computational tractability on the other hand, one finds simple logics such as propositional
logic, which despite being NP-complete can nowadays be efficiently handled using modern SAT-solvers,
at the one end, and highly expressive higher order logics which however typically offer only a low degree
of automation at the other end. In between, one has a broad spectrum of logics that aim at finding
application-specific sweet spots between the two conflicting goals of expressiveness and tractability.
One large class of such logics is the vast and growing family of modal logics, which are characterised
by having operators that qualify formulas as holding in a certain way, e.g. ‘necessarily’, ‘in the future’,
‘everywhere’, ‘probably’, ‘as everyone knows’, or ‘normally’.

Applications of modal logics and their more recent descendants, hybrid and description logics which to
some extent allow speaking about individuals, are abundant in computer science and related disciplines,
and a multitude of different formalisms have been studied in a variety of application contexts. Apart
from classical applications in the field of concurrent [20], mobile [30], and probabilistic systems [28],
modal logics play a central role in artificial intelligence, e.g. in the context of reasoning with uncertainty
[18], non-monotonic reasoning [16], and – in particular in their description logic incarnation – in the
field of knowledge representation and ontologies [4]. Modal logics are employed to reason about games
[32] and coalitional power in multi-agent systems [36]. In economics, they have been used to describe
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2Work by this author forms part of the DFG project Generic Algorithms and Complexity Bounds in Coalgebraic Modal
Logic (SCHR 1118/5-1).
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probabilistic information of economic agents [19], whereas e.g. deontic logic, the logic of obligation
and permission originally studied in philosophy [47], is being used to model contracts in multi-agent
systems. While we do not pretend to work specifically on one of the UKCRC Grand Challenges, it is
interesting to note that every one of the current challenges involves modal logic in some form or other,
variously referring e.g. to knowledge representation, logics of agents, or logics for concurrency.

As an example in knowledge representation, imagine you want to connect two knowledge bases that
describe different aspects of, say, transport patterns. The first knowledge base describes travel patterns
in relation to individual activities. The second knowledge base delineates the volume of traffic on
public and individual transport in temporal terms. Both knowledge bases will naturally use a plethora
of different primitives to represent information. In a seemingly simple piece of knowledge such as
‘Normally, the likelihood of road congestion is smaller on weekends’, one implicitly makes use of default
logics (‘normally’), probabilistic reasoning (‘the likelihood’) and temporal knowledge (‘weekends’)
under a quantitative regime (‘smaller’). If we link this in with both knowledge bases that we seek
to combine, we will moreover encounter spatial reasoning (to cater for distances), epistemic principles
(knowledge of individuals), deontic constructs (obligations that arise e.g. through social norms) adorned
with constructs that formalise the joint behaviour of individual agents. Depending on the specifics of
knowledge that we seek to combine, many more ways of logically expressing the relationship between
the entities under scrutiny may be needed.

Central to the study of logics in general are a number of recurring questions, including completeness
(‘are all valid statements derivable?’), decidability (‘is the logic amenable to automated reasoning?’) and
complexity (‘what resources are required to mechanise the logic?’). Given the diversity of the modal logic
family on the one hand and the uniformity of the problems arising in meta-theory and implementation
on the other hand, it is clearly desirable to have a common framework that captures the syntax and
semantics of the mentioned modal logics and many others, existing or yet to be developed, in a uniform
way and at the same time allows for a common meta-theory and generic mechanised reasoning tools.
The unifying ingredient that makes all this possible is found in the semantics, however varied shapes
the latter assumes in specific cases. It turns out that the common denominator is a view of models as
dynamic or reactive systems in a very general sense, which is formally captured by regarding them as
coalgebras. We illustrate this view by a quick glance at a few examples.

Kripke Frames. The traditional textbook semantics of the modal logic K and its extensions is
usually presented in relational form: a Kripke frame is a pair (W,R) where W is a set of worlds
and R ⊆ W × W is an accessibility relation. The interpretation of the accessibility relation varies
according to the application domain – e.g. in concurrency, worlds are seen as states of a system, and R
as representing their potential temporal evolution, in knowledge representation, worlds are regarded as
individuals and R is a relationship between individuals such as parthood, and in epistemic reasoning, R
captures epistemic alternatives. In a Kripke frame, a world w satisfies a modal formula of the form 2φ,
read e.g. ‘necessarily φ’ or ‘in all successor states, φ’, if all worlds w′ accessible from w, e.g. all successor
states of w or all parts of w, satisfy φ. Now Kripke frames are easily seen to be in 1-1 correspondence
with transition maps ρ : W → P(W ) that assign the set of successors {w′ ∈W | wRw′} to each world
w, where P(W ) is the powerset of W . From this point of view, if φ is a modal formula with extension
JφK ⊆W , then a world w satisfies 2φ (w |= 2φ) iff the successor set of w is contained in JφK. In other
words,

w |= 2φ ⇐⇒ ρ(w) ∈ {B ∈ P(W ) | B ⊆ JφK}.

Probabilistic Transition Systems. One step up from Kripke frames, probabilistic transition systems
extend the notion of transition with quantitative uncertainty. In its simplest form [28, 19], probabilistic
modal logic (PML) extends propositional logic with operators Lp (‘at least p’) where p ∈ [0, 1] is a
rational number. PML is interpreted over probabilistic transition systems (W,P ) where W is a set of
worlds and P = (Pw)w∈W is a family of probability distributions on W , indexed by the set of worlds.
Again, according to the application context P is variously interpreted as e.g. governing the evolution
of a black-box dynamic system or the beliefs of an agent. Correspondingly, the intended reading of
Lpφ is ‘φ holds with probability at least p in the next state’, or from the perspective of quantitative
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uncertainty ‘in his present state of belief, the agent assigns probability at least p to φ’. We may
view probabilistic transition systems as transition maps ρ : W → D(W ), where D(W ) denotes the
set of discrete probability distributions on W ; i.e. ρ assigns to each world w a successor distribution
ρ(w) ∈ D(W ). The main difference with Kripke frames lies in the fact that collections of successors
are now structured : moving from frames to probabilistic models entails a shift from successor sets to
distributions. The classical interpretation of probabilistic formulas, i.e.

w |= Lpφ ⇐⇒ Pw(JφK) ≥ p

can now be re-phrased in terms of successor distributions:

w |= Lpφ ⇐⇒ ρ(w) ∈ {µ ∈ D(W ) | µ(JφK) ≥ p},

i.e. a state w satisfies Lpφ if its successor distribution assigns probability at least p to the event JφK ⊆W .
Again, the quintessential nature of a probabilistic modal operator manifests itself as providing a passage
from properties of states to properties of successor distributions.

Conditional Logic. The language of conditional logic [7] extends propositional logic with a binary
connective that we write ⇒, using infix notation. The operator ⇒ represents a non-monotonic
conditional, whose intended readings include e.g. default implication ‘if φ then normally ψ’ and the
conditional version ‘ψ holds under the condition φ’. The ensuing logics are often used in knowledge
representation to deal with the non-monotonic nature of information. Note that the operator ⇒ is in
general distinct from material implication →. For example, the validity of φ⇒ ψ does not imply that
of φ ∧ φ′ ⇒ ψ. Thus, conditional logic is a modalised version of default logic, where defaults may be
nested. Conditional logic is usually interpreted in so-called (standard) conditional frames (or selection
function frames), that is, pairs (W, f) where W is a set of worlds and f : W × P(W ) → P(W ) is
a selection function that assigns a proposition f(w,A) ⊆ W to each world w and condition A ⊆ W .
Alternatively, we may view conditional frames as transition maps ρ : W → (P(W ) → P(W )) that
map each world w ∈ W to a function ρ(w) : P(W ) → P(W ) from conditions to propositions, both
formalised as subsets of W . That is, successor structures of worlds are now (selection) functions of type
P(W )→ P(W ).

In a conditional frame (W, f), the standard semantics of the conditional operator takes the form

w |= φ⇒ ψ ⇐⇒ f(w, JφK) ⊆ JψK.

Again, the semantics of the conditional operator can be understood as specifying a property of successor
structures, i.e. selection functions: we have

w |= φ⇒ ψ ⇐⇒ ρ(w) ∈ {f : P(W )→ P(W ) | f(JφK) ⊆ JψK)}

where JφK and JψK are again the truth-sets of φ and ψ, respectively. We note that, as in the other
examples above, the semantics of the conditional operator is embodied by an operation, in this case
binary, that maps predicates on the set of worlds to predicates on the set of structured successors, in this
case selection functions. Other examples include e.g. spatial transition systems where binary modalities
are used to decompose concurrent processes.

The pattern that becomes apparent in the above examples is that we may typically see the semantic
transition structures over which modal logics are interpreted as maps of the type W → T (W ), where
T is some operator on sets, technically a functor, and to be thought of as a form of parametrised
datatype, which determines the branching type of the transitions; and moreover the interpretation of
modal operators is embodied in terms of predicate liftings that transform predicates on the set W of
worlds into predicates on the set T (W ) of successor structures. As a map W → T (W ) is just what is
technically termed a coalgebra for T , this is the starting point of coalgebraic modal logic : we can study
modal logics at the right level of generality by parametrising their semantics in the choice of a functor
T and a suitable set of predicate liftings.

Given that, as already illustrated by the above examples, the level of generality of the coalgebraic
approach is quite high indeed, one may wonder whether it is actually the right level of generality as
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claimed, i.e. whether one can indeed develop a powerful generic theory rather than just gather lots of
examples under a common umbrella. It is one of the aims of this work to substantiate the claim that
this is really the case by highlighting some of the achievements of coalgebraic modal logic to date.
Indeed the scope of the established meta-theory of coalgebraic modal logic reaches surprisingly far.
Besides basic meta-logical properties such as generic criteria for soundness and completeness [33], it
includes e.g. some now classical results of modal logic such as duality and ultrafilter extensions [25],
but also computational aspects such as generic finite and shallow model constructions with ensuing
decidability and complexity results [39, 40] and decidability of generic fixed-point logics [26], as well
as proof-theoretic results such as cut elimination and interpolation [34]. The coalgebraic framework is
not only parametric, but also modular w.r.t. combinations of logics [9, 41]. Moreover, the parametricity
extends also to the underlying form of propositional logics and thus includes e.g. logics over nominal
frameworks [5].

Having thus emphasised the suitability of the coalgebraic approach as a universal framework for modal
logic, we set out to develop our vision of a unified description logic with universally applicable automatic
reasoning support. In this ideal future, workers in knowledge representation, verification of concurrent
systems, and many other areas will put together the domain-specific modal logic suited for their problem
domain in a pick-and-choose approach, and immediately obtain efficient and scalable reasoning tools
by instantiating the generic coalgebra-based reasoning environment.

1. A COOK’S TOUR OF COALGEBRAIC LOGICS

The above examples support the claim that modal logics can be interpreted over general coalgebraic
models. The idea that underlies the whole body of research into coalgebraic logics is parametricity:
the methods and tools of coalgebraic modal logic apply to coalgebras of any type. In other words,
the abstract theory speaks about T -coalgebras (C, γ : C → TC) without ever assuming a concrete
definition of T . Applications to concrete logics then simply fall out by instantiating the type functor T
accordingly. In this way, one obtains e.g. algorithms for reasoning with coalgebraic logics that uniformly
cover all the previously given examples. A surprisingly large body of results can be obtained at this
high level of generality, indicating that coalgebras relate to modal logic at precisely the right level of
generality. We illustrate this by the following overview of the main results, tools and techniques in the
field of coalgebraic logics.

1.1. Compositionality of Coalgebraic Logics

As illustrated above, the coalgebraic paradigm is a very flexible means of describing dynamic behaviour.
E.g. we have seen that probabilistic transition systems can be described as coalgebras of type C → D(C)
where D(C) is the set of (finitely supported) probability distributions over C. Similarly, game frames [36]
can be phrased coalgebraically: a game frame amounts to a coalgebra of type C → G(C) for

G(C) = {(S1, . . . , Sn, f) | Si 6= ∅, i = 1, . . . , n; f : S1 × · · · × Sn → C}

where informally the Si are sets of strategies of the individual agents 1, . . . , n and f is an outcome
function that produces a new position on the game board given the choice of individual strategies.
Games with uncertainty can now be modelled by a simple combination: rather than a new position as
in the game with certainty, the outcome of a choice of strategies is now an uncertain new position,
i.e. a probability distribution over positions on the game board. That is to say, a model for games
with uncertainty is a coalgebra of type C → D(G(C)) – a position on the game board and choice of
strategies yields a distribution over successor states. In a similar way, simple Segala systems (called
probabilistic transition systems in [24]) can be modelled as coalgebras of type

C → (P(DC))A

where (−)A represents function space: to every state c ∈ C and every label a ∈ A, one associates
the non-deterministic choice of a probability distribution over successor states that accounts for a
probabilistic interaction with the environment. Similar combinations abound in many areas of computing:
in the area of knowledge representation, one may for instance consider combinations of non-monotonic
conditionals and quantitative uncertainty, and logics for mobile systems are most conveniently addressed
using logical primitives for communication and the generation of new channels at run time.
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The power of the coalgebraic approach comes into play by associating a logical description to every
component that can be composed to obtain a description of combined systems in the spirit of Abramsky’s
Domain Theory in Logical Form [2]. In more detail, we have for every type functor T on sets:

• a one-step syntax, consisting of a set of modal operators with arities that are used to describe
possible next-state behaviours;

• a one-step semantics for each such modal operator, in the shape of a choice of predicate liftings
as explained in the introduction; and

• a set of one-step rules axiomatising the one-step observable behaviours of states of T -coalgebras.

The great advantage of the above approach is its compositionality, which allows deriving composite
modal logics in parallel with the structure of composite type functors such as P(D(−))A above:
it suffices to identify a number of ‘basic’ logical features, such as non-determinism, strategies, or
probability, and a number of ways of combining such features (these two ingredients can even be seen as
instances of the same concept [41]), and equip these constructions with the above-mentioned semantic
and proof-theoretic structure. One thus obtains multi-sorted modal logics that mix the involved modal
operators under a typing discipline which reflects the structure of the underlying systems, such as the
probabilistic modal logic for Segala systems advocated in [24] that distinguishes probabilistic and non-
deterministic formulas. This compositional structure allows properties such as soundness, completeness,
expressiveness (w.r.t. characterising bisimilarity [9] or parametrised notions of similarity [8]), and
decidability, as well as upper complexity bounds (Sect. 1.4), to be derived in a modular fashion by
showing that the basic building blocks satisfy certain conditions at the one-step level such as one-step
completeness or one-step expressiveness [9, 41]. Instantiated e.g. with the probabilistic modal logic of
Segala systems [24], the coalgebraic approach provides in particular

• a modularised proof of the expressiveness of this logic w.r.t. the standard notion of bisimulation,
• a modular way of deriving a sound and complete proof system, and
• a modular satisfiability algorithm that witnesses a PSPACE upper bound.

While the first item is just an alternative proof of a known result in probabilistic process algebra, the
latter two have, to our knowledge, first been stated and proved in a coalgebraic setting [9, 41]. So far,
only a limited amount of interaction between the different components can be accounted for [35] but
more general results are anticipated.

1.2. Logics for Nominal Calculi

In the previous section, we have argued that the coalgebraic approach is parametric and compositional
in the notion of behaviour, which is conveniently abstracted into a type functor. But what constitutes
the semantical base whose properties we are to observe? It turns out that there is a plethora of different
semantical structures which form the underlying basis over which we analyze behaviour.

This is reflected in the different ways of building logics and models. For example, on the logical side, the
variation starts already at the level of the underlying propositional logic (classical, intuitionistic, positive,
substructural, etc.). Semantically, we may start with basic entities that we call states and then add
structure, beyond the coalgebraic transition structure, in many different ways, e.g. algebraic operations
(reflecting the way process calculi allow us to construct new states from given ones), topological
structure (capturing that not all but only ‘open’ sets of states are observable) and, most importantly,
recursion. Like in the ‘plain’ coalgebraic setting, we wish to find a systematic and modular way of linking
logics to structured models.

The semantics of the logics we want to use as the basic building blocks are best described via Stone
duality [23] and its relatives. The idea is to describe a logic (syntax and proof system) as a category of
algebras (such as Boolean algebras, Heyting algebras, distributive lattices) and the models as topological
spaces (the topology corresponds to the fact that e.g. finitary Boolean logic is not strong enough to
reason about arbitrary infinite unions and intersections). Duality then amounts to a (dual) equivalence
between a category of algebras and a category of topological spaces (such as Boolean algebras and
Stone spaces). The two layers, duality and modular combination, can be brought together in a fruitful
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way to account for the computational structure over which observations are made. A famous example,
and indeed ancestor of this approach, is Abramsky’s programme of Domain Theory in Logical Form,
which extends Stone dualities to the solution of recursive domain equations [2, 3].

We now proceed to illustrate how coalgebraic techniques and a suitable choice of base category can
be combined to derive in a systematic way a logic for the π-calculus [29] which characterises strong
late bisimilarity and accounts for name binding; see [5] for a full treatment. This showcases yet another
orthogonal aspect of genericity in the coalgebraic framework. To capture the semantics of the π-calculus,
we need to interpret processes not in a set-theoretic universe (as before) but over named sets, or more
formally the presheaf category N of functors from finite sets (representing communication channels) to
spectral spaces (representing observable behaviour in the presence of recursion). As with the coalgebraic
approach in general, the type of possible one-step behaviours of processes is captured by a type functor,
but now taking nominal sets as the semantic base. For the π-calculus, the following functor on N was
introduced independently in [15] and [45]:

Pi(X) = P( X + N ×XN + N × (N ×X) + N × δX ) . (1)

As before P is for non-determinism, + is binary choice; N is a constant for the set of names, δ allows
creating a fresh name, and (·)N inputs a (possibly fresh) name. We read Pi as follows. The possible
one-step behaviours of a process are non-deterministic (due to P) and may be one of the following
alternatives: A silent step (the X component), an input of a name (XN ) over a channel (N), the
output of a free name over a channel (due to N × N × X) or the allocation and sending of a fresh
name (the N × δ(X)-part).

In the same way in that modularity was invoked to obtain sound, complete and fully abstract logics for
set-based models, the same machinery also applies uniformly in this different, more complex setting:
One has to describe the logical structure of the semantical base category, in this case N, and a logical
description of the functor Pi . This is not hard: The case of the basic functors P,+,× has been treated
in Abramsky [2, 1] and the axiomatisations can be reused without further modification (providing e.g.
the usual modalities 2 and 3); allocation of new names gives rise to a modal operator [νb] for name
revealing. The results is a new, fully abstract, sound and complete modal logic for the π-calculus. Again,
the power lies in the modularity: the same techniques give rise to out-of-the-box logics both for other
calculi and other forms of equivalences, in particular including ones yet to be developed.

1.3. Automata and Fixpoint Logics

In this section we provide another example of the unifying power of the coalgebraic perspective, now
in a classical area of computer science: automata theory. More specifically, we consider the theory of
finite automata as devices for classifying infinite, or possibly infinite, objects. This branch of theoretical
computer science has found important applications in areas of computer science where one investigates
the ongoing and temporal behavior of nonterminating programs such as operating systems. As an
example we mention the automata-based verification method of model checking [11] and reasoning
with fixpoint logics [17] for example in the context of common knowledge or temporal logics.

This research also has a long and strong theoretical tradition, in which an extensive body of knowledge
has been developed, with a number of landmark results. Many of these link the field to neighboring
areas such as logic and game theory, see [17] for an overview. The outstanding example here is of course
Rabin’s decidability theorem [37] for the monadic second order logic of trees; to mention a more recent
result, Janin & Walukiewicz [22] identified the modal µ-calculus as the bisimulation invariant fragment
of the monadic second order logic of labelled transition systems.

The automata that we refer to come in many kinds and shapes, and can be classified according to a
number of criteria, including

1. the kind of objects the automata operate on: words, trees, transition systems, . . .
2. the degree of interaction encoded in the automaton transition map: is it deterministic,

nondeterministic, or alternating?
3. the acceptance condition of the automaton: using a Büchi, Muller or parity condition?
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Note that the objects that automata operate on very often are coalgebras, so it should come as no
surprise that coalgebraic notions will play a role here. Interestingly, many of the key results in automata
theory involve a comparison of automata that fall in different classes according to the second and third
criterion above, but apply separately to each class of automata as given by the first criterion. This
applies for instance to various closure properties of the class of recognizable languages, and to the
fact that alternating parity automata can be transformed into equivalent nondeterministic ones: these
results hold for word, tree, and graph automata alike. We claim that it will increase our understanding
of automata theory if we see these results as manifestations of a more general, ‘universal’ automata
theory which is essentially coalgebraic in nature.

The key idea underlying the coalgebraic perspective on automata theory is that acceptance (of an
object by an automaton) generalizes bisimilarity (of two objects). This notion can be nicely captured
by an infinite bisimilarity game of two players that we call ∃ (Éloise) and ∀ (Abélard). In order to bring
automata into the picture, we think of one structure, a coalgebra of type A = (A,α : A→ TA), from
now on called the automaton, as classifying the other structure, a coalgebra S = (S, σ : S → TS) of
the same type, from now on called the coalgebra. This conceptual breach of the symmetry between the
two structures allows us to make some modifications to the structure of the automaton.

Most importantly, we give ∃ a bigger role in the game by replacing the transition map α : A→ TA with
a nondeterministic variant ∆ : A → P(TA). The game is modified accordingly: Instead of fixing the
coalgebraic reading of a state a ∈ A as the element α(a) ∈ TA, we allow ∃ to dynamically pick such
a reading from the set ∆(a) ⊆ TA, whenever the state a pops up during the match. Space limitations
prevent us from discussing the other two modifications (requiring automata to be finite, and adding an
acceptance condition enabling ∀ to win some infinite matches as well) in any detail.

The key point is that we have turned the bisimilarity game into an acceptance game, and that when
we take the coalgebra S to be a binary tree, then this acceptance game is exactly the standard one that
we know from classical automata theory.

The coalgebraic perspective on automata theory that we just described, applies to set coalgebras of
arbitrary type T [46]. In addition, in order to specify and reason about ongoing coalgebraic behavior,
one may extend the coalgebraic logics mentioned in the earlier parts of this note, with fixpoint operators,
obtaining coalgebraic generalizations of the modal µ-calculus [22]. Perhaps of more significance, under
some mild condition on the functor T (namely, that it preserves so-called weak pullbacks), most of
the important results in the theory of tree and graph automata, can in fact be proved at this level of
generality [27]. As examples we mention the following results:

• reduction of alternating to nondeterministic automata
• various closure properties of recognizable languages
• decidability and finite model property of an associated coalgebraic fixpoint logic.

It should be noted that all the above constructions are naturally of a modular nature [10] and so truly
faithful to the coalgebraic paradigm.

1.4. Generic Algorithms and Reasoners for Modal Logics

Given the extremely broad scope of coalgebraic modal logic, one of the most important aspects of its
emerging meta-theory is that it allows for a generic algorithmic treatment, including both the proof of
tight generic complexity bounds and actual implementations. The corresponding theoretical results take
the shape of well-defined and easily verified criteria that a logic must satisfy in order to have a decidable
satisfiability problem or even to be of low computational complexity. Technically, these criteria reduce
properties of the logic to much simpler properties of the underlying coalgebraic structure as given by
the choice of a functor and associated predicate liftings; generic complexity bounds are then witnessed
by generic algorithms that are parametrised by subroutines dealing with logic-specific aspects of local
satisfiability.

Early results of this type have been limited to so-called rank-1 logics, characterised semantically as
imposing only local restrictions (such as seriality) rather than global restrictions (e.g. transitivity)
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on the underlying models. Advances into the generic study of logics outside rank 1 are being made
currently [35, 43]. The first widely applicable criterion [39] made use of a filtration-based finite model
construction to obtain a generic decidability criterion and ensuing EXPTIME or NEXPTIME upper
bounds, establishing a finite model property for coalgebraic logics along the way. A strongly improved
version of this result [43] applies to various logics outside rank 1, and in particular has led to the
design of a description logic with qualified number restrictions that is able to handle parthood across
several layers of decomposition while keeping decidability, even in NEXPTIME; this contrasts sharply
with existing approaches using transitive parthood, which lead quickly into undecidability [21].

Within the realm of rank-1 logics, the generic exponential time bounds of [39] generally do not match
the actual complexity of individual logics, which is typically PSPACE. It does however turn out that
these bounds can be matched by generic algorithms, and indeed the latter have been used to determine
the exact complexity of individual logics where this was previously unknown. The generic algorithms
available can be broadly grouped into two classes: syntactically-oriented algorithms that connect proof
search with shallow models, and semantically-minded algorithms that attempt to construct shallow
models directly. An algorithm of the former type, based on the central notion of resolution closed
rule sets [40], captures the known tight PSPACE upper bounds for such diverse logics as K (or KD),
coalition logic, graded modal logic, and probabilistic modal logic, and moreover has led (simultaneously
with [12]) to a new PSPACE upper bound for majority logic [31]. This algorithm, in modularised form, is
implemented in the prototypic Coalgebraic Logic Satisfiability Solver CoLoSS [6]. Alternative semantics-
based algorithms [44] cover e.g. complex logics such as Presburger modal logic [12] and the modal logic
of probability [14], and have been used to establish new PSPACE upper bounds e.g. for Elgesem’s logic
of agency [13]. Not only does this already cover an impressive collection of modal logics. What is more
is that – faithful to the coalgebraic paradigm – the reasoning principles for individual logics can be
combined and induce reasoners for composite logics [41]. Ongoing externally funded research projects
are aimed at extending the generic algorithmic framework, in particular to more general logics including
fixpoints. One important goal are optimised implementations of the generic algorithms to pave the way
for efficient and universal reasoners based on the coalgebraic paradigm.

2. VISIONS

We believe that, in the medium term, coalgebraic logics will make a difference in many areas, mainly
because of their huge flexibility and compositional nature. One of the areas is modal logic itself, but the
potential is far greater. We outline some visions in the areas of knowledge representation and reasoning
about concurrent and mobile systems.

2.1. The Future of Modal Logic

Imagine you are exploring a newly designed or discovered modal logic. The questions on the agenda
could be computational (is the logic decidable? how difficult is the decision problem?), of a modelling
character (what is the natural semantic domain for the logic? is it complete? is it expressive?) or possibly
pertaining to its meta-theory (does it have the interpolation property? is it canonical?).

The standard approach to questions of the above type is to set up a semantics for the logic under
scrutiny and to try and adapt known constructions from other settings to the new semantic domain
in order to shed light on the properties of interest – a laborious process that leads to results that are
specific to the logic under consideration.

Or, why not simply consult the rich and expanding literature on coalgebraic semantics and instantiate
off-the-shelf results to obtain the properties in question? And even in case ready-made results do not
fit (yet), investigating your logic in the generic and abstract coalgebraic framework has benefits that
go far beyond the concrete logic at hand and will later help those who ask similar questions about their
own favourite logics.

In summary, we expect that the future of modal logics is coalgebraic. Judging from the rapid growth of
the body of literature in coalgebraic logics, and the already impressive number of logics that fall within
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the coalgebraic paradigm, coalgebras will be the standard semantics of modal logics in years to come.
We believe that the coalgebraic view brings about a number of significant advantages:

Genericity. Both theoretical results and practical tools based on the coalgebraic framework are by
construction applicable to a large class of modal logics.

Compositionality. Different logics can naturally co-exist in the coalgebraic framework which allows for
a natural and seamless integration of reasoning principles.

Adaptability. Application areas are dynamic rather than static, and the generic and compositional
approach of coalgebraic logics allows for an easy integration of new requirements in particular
application domains. Coalgebraic modal logic caters for both semantics-centered approaches,
where one needs to design a logic to describe given semantic phenomena, and syntax-centered
ones [42], where one needs semantic underpinnings for the analysis of given means of expression.

As new and domain specific modal logics emerge steadily, for example in the fields of knowledge
representation and concurrency/mobility as outlined below, the time is ripe for a more unified approach
that will largely eliminate the need for tinkering with the particulars of specifically given logics. What
we see before us in the medium term is a unitised coalgebraic foundation that covers not only the
logics of today, but also all those logics that will be developed tomorrow to harness the ever increasing
complexity of the modern digital society.

2.2. Coalgebraic Logics in AI and Knowledge Representation

Recall the example from the introduction involving transport patterns. We have seen that the expressive
means potentially required in traffic-related formal knowledge bases can be cast as instances of
coalgebraic modal logic. What next? Of course we would like to reason about the information that
is represented by the amalgamation of both knowledge bases. This involves modularity: we need to
combine reasoning principles (to capture the interaction between different logical constructs), we need
to combine knowledge and data, and we need to synthesise algorithms that allow to derive valid
conclusions from the amalgamated knowledge base automatically.

But reasoning may not be enough. We might want to employ mechanisms of knowledge discovery, e.g.
with the aim of supporting transport planning or to provide decision support for network managers.
This leads us into the area of machine learning, and we would like to employ mechanisms for knowledge
discovery in this specific setting.

Of course, reasoning about transport patterns is only one example, and we are faced with similar tasks,
most prominently in the area of medicine (with a comparatively large body of knowledge formalised e.g.
in the GALEN ontology [38]), but also in other areas like civil engineering, law, and life sciences. The
diversity of the form of knowledge to be formalised, which stems from the different application areas,
calls for modular and compositional systems that allow representing and reasoning about combinations
of many different facets of knowledge – and if we were granted a wish, they should moreover allow for
induction of hypotheses.

Can such systems be achieved? We think that coalgebraic techniques will have both a natural and a
central place in the field of knowledge representation in the years to come. The pick-and-choose approach
to modal, hybrid, and description logics allows us to combine logical features and reasoning principles in a
modular fashion. The modularity goes beyond the blueprint stage as coalgebraic techniques also facilitate
the automated construction of reasoning engines based on a combination of logical features. Of course,
more research is needed, and the application of coalgebraic techniques in knowledge representation in
particular calls for progress in two specific areas. The first concern is the development of a generic
theory of learning, or induction of hypotheses, to be able tap into today’s distributed knowledge bases.
Equally important is the creation of distributed reasoning engines that support the modular paradigm
to harness the generally large volume of data computationally.

In summary, coalgebraic techniques have a lot to offer for knowledge representation, first and foremost a
dramatic increase in expressive power that stems from incorporating and combining different logics and
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reasoning principles that are relevant for representing knowledge. We envisage that this potential will
be realised in the medium term in the form of tangible tool support for (coalgebraic) reasoning about
knowledge: In a few years time, we will be able to specify the relations of distributed knowledge bases
and employ distributed, compositional reasoning to provide e.g. decision support for traffic network
planning, based on the integration of a large body of knowledge over the web.

2.3. Concurrency and Mobility

Imagine you are to design the IT infrastructure of a security-relevant operation, say an airport, that
is currently being planned. Users will want to attach to the infrastructure using a plethora of mobile
devices, from handheld computers to mobile phones. Clearly the overall architecture will have to be
location aware up to the point of distances between individuals, reflect different security clearances
and cater for availability of finite resources. The overall architecture will interact with a probabilistic
environment and be able to incorporate both soft and hard deadlines.

Part of the challenge of this task is to provide quality assurances regarding both functional and non-
functional requirements while the requirements, and consequently also the layout of the system, is still
subject to change. Of course, our first task in this enterprise is to build a model that caters for all the
requirements indicated above, quite possibly in the form of a dedicated calculus. The task of validating
requirements then takes the form of logical reasoning, with the model providing the necessary semantical
underpinning. Clearly, compositionality is the key ingredient without which an endeavour like the above
would not be feasible. One needs to combine both reasoning principles and their underlying semantic
manifestations. We need a modular way to combine location aware and spatial logics with probabilistic
aspects, notions of resource, security, concurrency and mobility, all in a framework that honours time.
The emphasis needs to be placed on flexibility, as new requirements may emerge and the model is
subject to constant change.

The above scenario discusses just one (very concrete) example of tasks that lie ahead of us in the
future. Very similar problems manifest themselves in three of the nine Grand Challenges in Computing
Research: we mention Global and Ubiquitous Computing, Dependable Systems Evolution and Scalable
Ubiquitous Computing Systems. We believe that coalgebraic modelling, and associated coalgebraic
logics, are very well positioned to bring about significant advances in global computing at large. First,
the coalgebraic model is flexible. That is, it can incorporate many different types of behaviour and
interaction, e.g. location awareness, mobility and quantitative uncertainty, to name but a few. Second,
the coalgebraic model is compositional : both on the logical and the semantical level it allows us combine
computational features and reason about their interaction. Finally, the coalgebraic model is uniform, i.e.
all computational aspects of the model share the same meta-theory. This in particular leads to software
tools that are easier to design, to maintain and to implement.

It is precisely the large number and diverse nature of networked devices as well as the possibly
disastrous consequences of failure that call for an integrated and compositional approach to modelling
and verification as provided by the coalgebraic paradigm. As it stands, this presents two research
challenges. To fully maximise the benefit of the coalgebraic approach, more investment both at the
theoretical and practical level is needed. On the theoretical side, a more compartmentalised analysis of
mobility primitives and their interactions needs to be provided, together with a compositionality layer
that specifically addresses the needs of ubiquitous computing. On the practical side, this needs to be
matched with adequate and modular tool support, specifically concerning automated reasoning and
model checking.

In summary, we envisage that the coalgebraic approach will play a leading role in the area of formal
models of ubiquitous computation in the medium and long term. In a world where we rely on increasingly
complex and self-managing networks to an unprecedented level, quality assurance in the sense of
mathematical proof will be indispensable soon in a large number of areas, ranging from intelligent
sensor networks to medical smartcards that store and encode highly confidential information.
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3. CONCLUSIONS

Coalgebraic logic is an immensely rich field with a multitude of applications, of which we could just
describe a tiny fraction. We believe that the coalgebraic approach views computational phenomena
at precisely the right level of abstraction: the modelling language is extremely flexible, while the
associated logics are still decidable in reasonable complexity classes. In conjunction with the built-in
compositionality of the method at large, one obtains an extremely powerful framework for the analysis
of phenomena in Computer Science and Artificial Intelligence. Apart from foundational research that
extends the arsenal of logical machinery, the most important challenge is the further development of
tangible tool support towards optimised efficient reasoners. Our philosophy here is pick-and-choose, and
the genericity of the coalgebraic approach will manifest itself in a modular and compositional reasoning
framework that will be used in areas ranging from the verification of mobile systems to knowledge
representation and artificial intelligence.
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[17] E. Grädel, W. Thomas, and T. Wilke, eds. Automata, Logic, and Infinite Games, vol. 2500 of

LNCS. Springer, 2002.
[18] J. Halpern. Reasoning About Uncertainty. MIT Press, 2003.
[19] A. Heifetz and P. Mongin. Probabilistic logic for type spaces. Games and Economic Behavior,

35:31–53, 2001.
[20] M. Hennessy and R. Milner. Algebraic Laws for Non-determinism and Concurrency. J. ACM,

32:137–161, 1985.
[21] I. Horrocks, U. Sattler, and S. Tobies. Practical reasoning for expressive description logics. In

Logic for Programming and Automated Reasoning, LPAR 99, vol. 1705 of LNCS, pp. 161–180.
Springer, 1999.

[22] D. Janin and I. Walukiewicz. Automata for the modal µ-calculus and related results. In
Mathematical Foundations of Computer Science, MFCS 1995, vol. 969 of LNCS, pp. 552–562.
Springer, 1995.

 Modal Logics are Coalgebraic 

  BCS International Academic Conference 2008 – Visions of Computer Science   139



[23] P. Johnstone. Stone spaces, vol. 3 of Cambridge Studies in Advanced Mathematics. Cambridge
University Press, 1993.

[24] B. Jonsson, K. Larsen, and W. Yi. Probabilistic extensions of process algebras. In J. Bergstra,
A. Ponse, and S. Smolka, eds., Handbook of Process Algebra, pp. 685–710. Elsevier, 2001.

[25] C. Kupke, A. Kurz, and D. Pattinson. Ultrafilter extensions for coalgebras. In Algebra and
Coalgebra in Computer Science, CALCO 2005, vol. 3629 of LNCS, pp. 263–277. Springer, 2005.

[26] C. Kupke and Y. Venema. Closure properties of coalgebra automata. In Logic in Computer
Science, LICS 2005, pp. 199–208. IEEE, 2005.

[27] C. Kupke and Y. Venema. Coalgebraic automata theory: basic results. Logical Methods in
Computer Science, to appear.

[28] K. Larsen and A. Skou. Bisimulation through probabilistic testing. Inform. Comput., 94:1–28,
1991.

[29] R. Milner. Communicating and Mobile Systems: the π-Calculus. Cambridge University Press,
1999.

[30] R. Milner, J. Parrow, and D. Walker. Modal logics for mobile processes. Theoret. Comput. Sci.,
114:149–171, 1993.

[31] E. Pacuit and S. Salame. Majority logic. In Principles of Knowledge Representation and Reasoning,
KR 2004, pp. 598–605. AAAI Press, 2004.

[32] R. Parikh. The logic of games and its applications. In M. Karpinski and J. van Leeuwen, eds.,
Topics in the Theory of Computation, vol. 24 of Annals of Discrete Mathematics. Elsevier, 1985.

[33] D. Pattinson. Coalgebraic modal logic: Soundness, completeness and decidability of local
consequence. Theoret. Comput. Sci., 309:177–193, 2003.
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Abstract

Across the world, organizations are required to comply with regulatory frameworks
dictating how to manage personal information. Despite these, several cases of data leaks
and exposition of private data to unauthorized recipients have been publicly and widely
advertised. For authorities and system administrators to check compliance to regulations,
auditing of private data processing becomes crucial in IT systems. Finding the origin of
some data, determining how some data is being used, checking that the processing of
some data is compatible with the purpose for which the data was captured are typical
functionality that an auditing capability should support, but difficult to implement in a
reusable manner. Such questions are so-called provenance questions, where provenance
is defined as the process that led to some data being produced. The aim of this paper
is to articulate how data provenance can be used as the underpinning approach of an
auditing capability in IT systems. We present a case study based on requirements of the
Data Protection Act and an application that audits the processing of private data, which
we apply to an example manipulating private data in a university.

1. INTRODUCTION

Intensive deployment of information technology and generalized online facilities by means of the
Internet present amazing opportunities for businesses, governments and academic institutions such
as personalisation and customisation of services, directly targeted to their audience. To strike a balance
between the undoubted advantages of wider access to information and the protection of personal data,
legislators have been putting legal frameworks into place, mandating institutions to address the problem
of governance of their data management systems. (e.g UK Data Protection Act [8], EU [5], US Safe
Harbor [22] and HIPAA [21])

Despite such regulatory frameworks, several public and highly visible cases of data leaks and exposures
of private data to unintended recipients are inevitably breaking the population’s trust and confidence in
such new infrastructures [16, 15]. Investigations for such cases have to answer complex questions, such
as establishing how an IT system allowed an individual to access, process, or communicate specific data.
Hence, in light of those cases, legislators are considering more stringent powers to police institutions
and enforce compliance [17].

Against such background, auditing the use of private data becomes a crucial capability for IT systems
that brings trust and supports multiple usages. (i) In a forensic context, where a privacy breach
is investigated, accurate auditing allows the complete case to be replayed and analysed, so as to
understand the origin of the problem and its exact causes. (ii) In a law enforcement context, auditing
offers inspection powers with which the behaviour of systems can be checked to be compliant, using
exhaustive case reviews or by statistical sampling. (iii) From a governance viewpoint, it is good practice
for institutions to set up policies and monitor their effectiveness by means of auditing capabilities. (iv)
In the presence of outsourcing, auditing capabilities may be required by a data controller in order to
audit the behaviour of a subcontractor, actions of whom it may be responsible for. (v) When auditing
is continuous, alarms can be put in place if executions are not compatible with policies.

Keywords: Provenance, Audit, Private data, Data Protection Act
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Understanding the causes of a breach, finding the origin of some data, checking that the processing
of some data is compatible with the purpose for which the data was captured are all typical questions
that an auditing capability should support. Such questions are also so-called provenance questions [12].
Provenance captures causal dependencies between data and events in computer systems, explaining
what contributed to a piece of data in a specific state [13]. With such an explicit representation, it
becomes possible to interpret and judge the quality of data, and consequently derived trust in results
produced by applications.

Hence, the aim of this paper is to expose the principles by which data provenance can help audit
the processing of private data in IT systems. Specifically, the contributions of this paper are: (i)
A set of auditing use cases for private data use. (ii) A provenance-based architecture for auditing.
(iii) A provenance-based application for auditing the processing of private data. The structure of this
paper as follows. In Section 2, the Data Protection Act is briefly explained and three of its principles
are analysed to expose their auditing requirements. In Section 3, the provenance concept and the
provenance approach are explained, as well as, the methodology used for creating provenance-aware
applications. In Section 4, an architecture of a provenance-based auditing system is presented to explain
how provenance can help perform the auditing process. In Section 5, a provenance-based application
for auditing the processing of private information based on the requirements explained in Section 2 is
presented. Also, some associated results are presented and explained. Finally, Section 6 discusses some
related work and Section 7 outlines future work and offers some concluding remarks.

2. CASE STUDY: DATA PROTECTION ACT

In this section, the Data Protection Act’s principles related to audit the processing of private data are
presented as a case study. The reason for adopting this case study is that the Data Protection Act
(DPA) is the main legislative framework related to information privacy in computer systems in the UK.
First we briefly introduce the DPA and, then an analysis of the selected DPA’s principles is discussed
to expose their auditing requirements. Finally, an example of the use of DPA is explained. Such an
example will be used in the next sections to explain the audit process.

2.1. Introduction to the Data Protection Act

The DPA 1998 provides protection for an individual’s personal information placing restrictions on how
organisations can use personal information that they hold - including how they acquire, store, share
or dispose of it. The UK’s DPA is an implementation of the European directive [5] that enforces the
protection of an individual’s personal data as it is processed or moved between Member States of the
European Union.

The DPA defines three entities that are involved in the processing of information: the Data Controller
(DC) is the individual or organisation that decides the purpose for which, and the manner in which,
personal information is to be processed; the Data Subject (DS) is an individual whose information is
held by DC; and the Data Processor (DP) is any individual or organisation, other than an employee
of DC, that processes personal data on behalf of DC. The information processed by these entities is
classified into two types. Personal data (or personal information) is any information related to a living
individual that can be used to identify that individual. Sensitive personal data is a special subclass of
personal data that can only be processed under certain conditions. Examples of this type are: racial
or ethnic origin, political opinions, religious beliefs, physical and mental condition, sexual life, offences,
etc. The ways of processing personal information include obtaining, recording, holding or carrying out
any operations. For collecting and processing personal data, DC has to declare a purpose: a purpose
is the intention for which the data is to be processed. The consequence of processing personal data is
called result. Thus, there are two types of data: collected data that is the information obtained from
DS and used data that is the information used in the processing of a result. Note that the DPA was
mainly created to evaluate the performance of DC and DP, thus the actions performed by the DS are
not audited. Hence, the work presented in this paper is based on that assumption.
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2.2. Auditing Requirements

An audit is an evaluation of an organization or system performed to ascertain the validity and reliability
of its information and provide an assessment of its operations. The goal of an audit is to express an
opinion about the organization or system under evaluation, based on accepted standards, legislative
frameworks, or mutual policies. An audit is performed by an entity known as auditor, who then issues
a report on the results of the audit. In the case of the DPA, the Information Commissioner plays the
role of auditor [8] that assesses the compliance to the DPA principles.

This section analyses three of the DPA’s eight principles (see [8] for the full list): Principle 2, 3 and
7, which introduce requirements for auditing private data processing. Each principle is analysed to
derive its respective requirement. Such an analysis was made taking information from specialised papers
[1, 3, 20, 6] and verifying their correct application with experts in the area.

Principle 2 Personal data shall be obtained only for one or more specified and lawful purposes, and
shall not be further processed in any manner incompatible with that purpose or those purposes.

In Principle 2, the DC may only request data from DS for a legal purpose. When DS receives a DC
request, DS has to verify the request and decide whether to send the required information or not. If DS
decides to accept the request, then DS is giving her/his consent to process the information just for the
given purpose. When DC receives the information, such information can only be processed according to
the purpose agreed by DS. After processing the information, an auditor can verify that the processing
made by DC or by DP (if the processing was outsourced) was really the same stated in the purpose.
This provides us with an auditing requirement:

Requirement A (Purpose Verification) For verifying that DC and DP used DS’s information only
for the stated purpose, we require an explicit description of the processing that was applied to such
information. This description has to show the processes applied to produce a result and the corresponding
purposes. Thus, the description can be used by auditors to verify that the processes applied to each
piece of information were compatible with the stated purposes. Moreover, auditors can verify if the
DC’s purposes are legal.

Principle 3 Personal data shall be adequate, relevant and not excessive in relation to the purpose or
purposes for which they are processed.

In Principle 3, the data requested from DS has to be relevant for the stated purpose. DC should not
request, collect or use more information than required. When data processing is complete, an auditor
can verify that all the data used by DC (or by DP, in the case of an outsourced processing) was relevant.
Hence, we derive a new auditing requirement:

Requirement B (Relevant Information Verification) For verifying that DC and DP used only relevant
information when processing data, we require a description of the information used to derive a specific
result. The relevance of the information used is determined by the purpose. Then, an auditor can use
the description to verify which information was used in the process of a result and decide the relevance
of such information to the purpose.

Principle 7 Appropriate technical and organisational measures shall be taken against unauthorised
or unlawful processing of personal data and against accidental loss or destruction of, or damage to,
personal data.

According to Principle 7, DC has to offer technical and organizational measures for managing DS’s
data, a set of controls comprising the best practice in information security, as explained in ISO- 17799
[9]. All the organizational and administrative measures are beyond the scope of our work. We are
focusing on the technical measures, specifically on the measures relating to the basic information
security characteristics defined in ISO-7498-2 [10]. These are secrecy, integrity, authentication, non-
repudiation and access control. Thus, auditors should be able to verify that the entities in the DPA are
transporting information in a secure way, i.e. applying the basic information security characteristics to
the information managed.
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Requirement C (Basic Security Characteristics Verification) For verifying that DS, DC and DP
are implementing the basic security characteristics in network communications, we require an explicit
description of the related security process applied to data. This description can be used by auditors to
verify which security characteristics have been used during the processing of information.

2.3. Application example

This section presents an example of the application of the DPA in the management of personal
information by a university. The university (Data Controller) requests personal information from its
students (Data Subjects) to provide an educational service (purpose). The information requested is
personal details that include name, address, age, sex, nationality and school. The purpose of providing
education includes “statistical processing” comprising: average of ages, average of age in each school,
number of international students (by school), number of national students (by school), etc. These
statistics could be calculated, among others, to support freedom of information requests, to monitor
equal opportunity practices or to influence recruitment strategies. In our specific case, the university
performs itself the task of calculating the statistics to a specialised external organisation (concretely, the
Data Processor is the “Admissions and Students Data” unit, but in other scenarios such processing could
be outsourced to a third party). Then, the age of each student is sent to such a unit that calculates their
average (average of ages). The information requested by the university is considered private; therefore,
the DPA should be applied in the processing of such information including the performing of audits to
verify that the university really processes the requested information based on the purpose.

Note that, this example could be mapped into many different real life applications that manage personal
information, e.g. government procedures, scholar registers, buying goods in Internet, facebook, etc. For
more information about organisations’ purposes consult the Information Commissioner’s Office web
page [18].

Summarising, if systems were equipped with capabilities supporting requirements A, B and C, auditors
would be allowed to evaluate the actions and events related to processing of private information to
ascertain the degree of correspondence between such actions and an established criteria. Thus, it would
become possible to find a breach in the compliance to the established criteria. Now, performing such
an audit using an automated tool would make this procedure easier, faster and more trustworthy. To do
so, a description of past processing applied to data would be necessary: this is exactly what provenance
technology offers us. In the next section, we introduce the concept of provenance and its principles, as
an approach that allows us to implement the mentioned requirements to perform automated audits.

3. PRINCIPLES OF PROVENANCE

In Section 2, we have identified three auditing requirements derived from the DPA. These requirements
have in common the need for an explicit description of past processes and the identification of the
information used to generate a specific result. To provide for these needs, we advocate the use of
Provenance, which we now present.

3.1. Concept of provenance

The word provenance is used in diverse areas, such art, archaeology and palaeontology, for describing
the history of custody of an object since its creation, including any successive changes made to it.
It is necessary to have documented evidence of such events to establish that this object has not
been altered and it is not a forgery or a reproduction. The main purpose of this documentation is to
prove that a specific object really comes from where it is thought to originate from, in other words,
that it is authentic. This same concept of provenance also applies to data generated within computer
applications to determine the origin of a computational result and its event history. Thus, provenance
can be defined as: “The provenance of a piece of data is the process that led to that piece of data.” [7] To
support such vision, computational applications need to capture extra information that describes what
actually occurred at execution time; such extra information is referred to as process documentation. A
provenance-aware application can be defined as an application that besides doing the task for which it
was designed, also records process documentation during its execution. Such documentation is recorded
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in a storage component, provenance store, and queried to obtain the provenance of some data. Process
documentation consists of a set of assertions, called p-assertions, asserted by the components of an
application. There are two types of them: Interaction P-Assertion is a description of the contents of a
message by an actor that has sent or received such message and Relationship P-Assertion is a description
of how an actor obtained output data sent in an interaction, by applying some function or algorithm to
input data from other interactions. [7]

The entity that takes responsibility for recording process documentation is called the asserter, whereas
the entity issuing queries is referred to as the querier. Provenance queries are user-tailored queries
over process documentation aimed to obtain the provenance of electronic data [13]. The intent of a
provenance query is to select a set of p-assertions, which we refer to as query result, that provides the
provenance of a specific piece of data. Such specific piece of data for which provenance is sought is
referred to as data item. Not all the p-assertions related to the data item are part of a query result, just
the ones that belong to a predefined context called scope. A query result is represented by a directed
acyclic graph (DAG) that indicates where and how the data was used. Such a DAG starts with the
data item followed by the relationships in scope that represent the processes that result in such data
item. Thus, following relationships in a DAG helps us identify how a data item was produced. Figure
4 gives an example of such a DAG, which we will explain later in the paper. Therefore, a DAG is the
representation of the provenance of a piece of data which allows users to understand what exactly
happened with the data.

3.2. PrIMe

In this section, we introduce the Provenance Incorporating Methodology (PrIMe) [14] a software
engineering methodology, which is applied at design stage, for adapting applications to make them
provenance aware. PrIMe is divided into three phases: provenance question capture and analysis, actor
based decomposition and adapting the application.

Phase 1 Provenance Question Capture and Analysis. In the first phase of PrIMe, an analysis of the
application identifies the provenance related questions to be answered about the application. Likewise,
the information for which provenance is sought is characterised as well as the answer’s scope.

Phase 2 Actor Based Decomposition. In the second phase of PrIMe, the application is conceptually
decomposed into a set of actors, which record process documentation. After that, their interactions
are analysed to find the relationships between these interactions. This analysis exposes the information
flow within the application. For this purpose, PrIMe uses a graph-based representation of application
interactions. The next step is to determine which application actors are involved in the provenance of a
given data item: these actors are called knowledgeable actors. If the information necessary for answering
the provenance questions is available from the current actors, then it is time to apply the Phase 3. If
not, Phase 2 has to be repeated until the correct level of granularity to answer provenance questions is
reached.

Phase 3 Adapting the Application. This phase involves adapting the application in order to make
explicit those information items that are currently implicit, hereby giving the application the necessary
functionality to record process documentation, which in turn allows actors to perform queries on the
documentation in order to answer provenance questions.

Equipped with this methodology, we can now fully exploit the previously explained provenance approach
for developing provenance-aware applications. Thus, the PrIMe methodology will be used to provide
support to the auditing requirements. In the next section, a Provenance-based Auditing Architecture
based on the DPA is presented. Such an architecture includes the described provenance approach to
show how it helps perform auditing processes.

4. PROVENANCE-BASED AUDITING ARCHITECTURE

This section presents a Provenance-based Auditing Architecture for auditing the processing of private
data. Such an architecture was created based on the DPA case study, which was presented in Section 2.
The architecture shows the entities involved in the processing of private information and their relation
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FIGURE 1: Provenance-based Auditing Architecture

with the auditing use cases. Hence, the architecture is presented as a use case diagram that shows the
relationship between the entities and the auditing requirements.

Figure 1 shows the Provenance-based Auditing Architecture with four actors: Data Subject, Data
Controller, Data Processor, Auditor and two databases: Local Database and Provenance

Store. DS is represented by the Data Subject actor that is a software proxy representing a user that
communicates with the Data Controller actor, which represents DC, through the Data Request and
the Data Update processes. The Data Request process represents a request for personal information
issued by the DC to the DS. Data Controller requests information from Data Subject, then Data

Subject sends this information which Data Controller stores in a local database represented by
the actor Local Database. The Data Update process represents the updating process performed by
DS: if for some reason the Data Subject information, which is stored in Local Database by Data

Controller, has changed, then Data Subject sends such new information to Data Controller. DP
is represented by the Data Processor actor that communicates with the Data Controller using the
Task Request process representing a task delegated to DP by DC. The p-assertions generated by the
Data Subject, Data Controller and Data Processor actors during their execution are recorded
in the Provenance Store. This process is represented by the record arrows that connect the actors
with the Provenance Store. Additionally, in the Provenance Store references to the original data are
recorded instead of the whole original information. Thus, Provenance Store has a link with Local

Database to solve such data references that a query result has. Finally, the Auditor actor is a software
proxy representing an auditor who wants to verify the compliance to the principles mentioned in section
2. Then Auditor has three auditing requirement to verify: Purpose Verification, Information
Verification and Security Verification representing Requirement A, B and C, respectively. The
three requirements can be verified by querying the p-assertions stored in the Provenance Store. By this
reason, the Auditing System has a link with the Provenance Store representing the querying of
p-assertions. By querying the p-assertions already recorded in the Provenance Store, the auditor can
obtain a description of the process that was applied to a specific piece of information and make the
necessary checks.

In this section, we have defined a Provenance-based Architecture for auditing the processing of private
data based on the requirements presented in Section 2. The next step is to apply PrIMe to build a
provenance-based application that implements the presented architecture and allows us to verify auditing
requirements. Thus, in the next section we describe such an application that was designed using PrIMe
methodology.
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5. PROVENANCE-BASED APPLICATION: ANSWERING PROVENANCE QUERIES

Using PrIMe, we design a provenance-based application for auditing the processing of private data based
on the example of Section 2.3 and the architecture presented in Section 4. Such an application provides
support to examine the auditing requirements presented in Section 2. Due to space restrictions, in this
section we only present the design obtained from the application of PrIMe and the query results obtained
from the application. For clarity reasons, such queries are explained using the example of processing
private information presented in Section 2.3: a university requests private information from its students
for carrying out statistics.

Phase 1 Tables 1, 2, and 3 show the provenance related questions, which are derived from the auditing
requirements. Each table presents a provenance question and its corresponding provenance query or
queries. The data item and the scope are defined to delimit the results from the provenance query.
Finally, a processing step is explained, when required to answer provenance questions.

Table 1 presents the provenance question that checks that a specific result was obtained by processing
personal data that is compatible with the purpose for which it was captured. This query covers
Requirement A, Purpose Verification. Table 2 presents the provenance questions that check that
all the personal data captured from DS were used to obtain result. This provenance question is related
to the Requirement B, Relevant Information Verification.Table 3 presents the provenance question
that checks if the process to obtain a specific result received the basic security characteristics. This
question is related to Requirement C, Basic Security Characteristics Verification.

TABLE 1: Provenance related question of Requirement A

Provenance Question Verify that the result was obtained by processing personal data that is
compatible with the purpose for which it was captured.

Provenance Query What was the used data and the purpose to obtain result?
Data item Result
Scope Requested and collected data
Processing step Compare used data with an established criteria related to the purpose.

TABLE 2: Provenance related question of Requirement B

Provenance Question Was all the collected data used in the processing of result?
Provenance Query What was the used data and the collected data used to obtain result?
Data item Result
Scope Requested and collected data
Processing step Compare the used data with the collected data and highlight the differences.

Any difference means data collected but not used or used but not collected.

TABLE 3: Provenance related question of Requirement C

Provenance Question Check if the used data to obtain result was encrypted, signed,decrypted, etc.
Provenance Query What was the used data and the security processes applied to it?
Data item Result
Scope Provenance of result with security processes
Processing step Check that data was encrypted, verified, etc.

Phase 2 In the second phase of PrIMe, actor-based decomposition, resulted in the graph showed in
Figure 2. This figure presents the graph of the basic communication established between the main
entities of the DPA. The graph has three actors: DC (Data Controller), DS (Data Subject) and DP

(Data Processor). Information flows in four messages denoted M8, M11, M23 and M26. In M8, DC sends
the purpose of collection to DS. Then, in M11, DS sends the required data to DC. These two messages
are the main part of the Data Request process that represents the request of personal data. Then, in
M23, DC sends a set of data (which includes the data of M11) that is processed by DP, and followed
by the result to DC in M26. These messages are part of the Task Request process that represents the
outsourcing of a job. Both processes can be seen in Figure 1.
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FIGURE 2: Phase 2 Graph

Figure 2 also presents the relationships between the messages, denoted R3, R6, R7 and R8: R3 indicates
that M11 was sent based on M8, i.e. purpose; R6 indicates that M23 was sent justified by M8, i.e. purpose;
R7 indicates that the content of M23 (Process data) has an element of the data in M11; and R8 indicates
that the content of M26 (Result) is the result of an operation applied to the data in M23. Note that in
Figure 2 the messages related to security do not appear in the graph, they will be included in the next
phase.

Phase 3 PrIMe third phase adapts the application in order to help make explicit those information
items that are currently implicit. In our case, the initial graph shown in Figure 2 does not have explicit
information about the security functions applied to the data, which is necessary to answer the provenance
query shown in Table 3. Therefore, the graph was modified by including a new local actor called Security
Entity which makes explicit the information related to security. Figure 3 presents the new graph with
local security entities and security functions showing the interactions and the relationships of the entire
process. In this figure, the sent - received messages, by which interaction p-assertions can be inferred,
are represented by solid arrows, and relationship p-assertions are represented by dashed arrows. The
local security entity performs all the operations related to security (encryption, decryption, sign, verify,
etc). Thus, DC, DS, and DP are each associated with a local security entity, called DCSec, DSSec and
DPSec respectively.

In Figure 3 the assertions related to security functions haven been included. The protocol TLS [2]
(Transport Layer Security) is used to establish communication between entities. This protocol allows
the entities involved to verify each others’ certificates and create a session key based on their public
and private keys which are used to encrypt/decrypt every message. Moreover, the messages have the
secrecy property using data encryption. Also, integrity, authentication and non-repudiation properties
are provided by the use of digital signatures. These properties are achieved with the use of public and
private keys. Therefore, each message is signed and verified after which it may be accepted. Access
control is implemented with public certificates. Every entity has access to the granted resources after
verifying its identity through its certificate. As a result, in Figure 3, M2, M5 (between DC and DS), M17
and M20 (between DC and DP) have made explicit the implementation of TLS protocol. The messages
sent between entities and their corresponding local security entities represent the encryption, decryption,
signing, and verification processes. Therefore, the messages sent between DC-DS and DC-DP, which are
transported over a network, are encrypted and signed before being sent, and verified and decrypted
after being received. Due to space restrictions, in this diagram, we do not show the processes that
encrypt/decrypt and verify/sign the p-assertions. However, these security properties are applied to the
p-assertions for protecting them in their transportation to the Provenance Store.

After recording interaction p-assertions and relationship p-assertions, queries were constructed based
on Tables 1, 2 and 3. The results of the queries consist of DAGs displayed in figures 4 and 5. To explain
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FIGURE 3: Phase 3 Graph

how to audit the processing of private data using such queries, we use the example presented in Section
2.3.

To answer the provenance questions in Table 1 and Table 2, it is necessary to identify two kinds of data:
used data and collected data. Collected data is the information sent by DS to DC (M11), as a result of
request (M2). Used data is the information sent by DC to DP that is contained in M23 and used to obtain
a result (M26), which is the consequence of processing the requested data. Note that used data is a
subset of collected data and message M23 could contain more information than such used data (e.g.
instruction of processing, information necessary for performing the processing). Therefore, such extra
information is not private and is out of the auditing process.

To answer these questions, the assertions related to security are not necessary. Therefore, a provenance
query should obtain a DAG of Result without security operations. Figure 4 shows such a DAG: at its
right, we display the piece of data whose provenance is sought, in this case averageAge. Relationships
by which this result was obtained are shown in bold, whereas the data related with each relationship is
shown in normal text. Used data is identified in the DAG with a solid oval and collected data with a
dashed oval. The message number (related to Figure 3) in which the data is transported is denoted by
Mi.

For answering Table 1 question, we need to identify the used data to obtain averageAge, which is
age1, and the purpose, which is “statistical processing”, which includes “averages of ages”. If we follow
the arrows in Figure 4, we can see that averageAge is an average of ages (age1, age2, age3), which
is the used data, and in the case of “age1”, this operation was justified by the purpose “statistical
processing”. Then we can affirm that averageAge was processed following Principle 2.

For answering Table 2 question, we need to identify the used data to obtain averageAge, which is age1,
and the collected data, which is name, age, nationality, school. If we compare them, then we can see
that they are different. The reason is that the purpose “statistical processing” includes different tasks
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besides “average of ages” (e.g. the average of age in each school, the number of international students,
etc). Therefore, name, nationality, and school have to be processed in accordance to the established
purpose, “statistical processing”, to be in compliance with Principle 3. For example, to use nationality
for processing the number of international students or school for processing the average age in each
school.

To answer the provenance question in Table 3 it is necessary to show the provenance of averageAge
with security operations, as in Figure 5. In Figure 5, the encrypted data is marked with a parallelogram,
the plain data with a rectangle and the message number (related to Figure 3) in which the data is
transported is denoted by Mi.

The encryption/signing relationship is denoted encSignIn and the verification/ decryption relationship
is denoted verDecIn. Thus, when a data is signed and encrypted before being sent and an entity receives
such data (cryptodata), the entity has to verify the sign and decrypt the data to obtain and process
the plain data in some way. Thus, if the DAG of a data has the relationships encSignIn and verDecIn,
then such data was transported using a complete digital signature scheme. In this way, the audit can
ascertain that some data offers security characteristics (in this case: secrecy, integrity, authentication,
and non-repudiation), as required by Requirement C.

In Figure 5, the data item is cryptoaverageAge, which is the same data item as the showed in Figure 4
but signed and encrypted. If we follow the arrows in the figure, we can see that cryptoaverageAge is the
result of the encryption/signing of plainaverageAge, which is the averageOf plainAge. And plainAge
is the result of the verification/decryption of cryptoage1. Therefore, in Figure 5 cryptoaverageAge was
processed using information that was transported using a digital signature scheme. Then, we can affirm
that cryptoaverageAge was processed following Principle 7.
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To summarise, we have presented the design and the results of a provenance-based application for
auditing the processing of private data that allow us to verify if the processing of information is
in compliance to a legislative framework. We have also made explicit security characteristics in
the processing of data to cover the presented auditing requirements. Moreover, including security
characteristics to the application allows auditors to trust in the retrieved information during the
verification of the processing of private information.
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6. RELATED WORK

The traditional way of auditing includes a qualified auditor who assesses the degree of compliance
of a pre-defined set of specifications. This assessment is a “hand-made” process that follows certain
procedures established by standards. These procedures are long and, because of the human intervention,
prone to errors. In order to increase efficiency and to allow for continuous auditing, many researchers
[19, 4, 11, 23] have proposed to automate the auditing processes using different technologies.

Philip et al [19] and Chorley et al [4] propose the idea of using provenance to create audit reports
related to Evidence-Based Policy Assessment (EBPA). They suggest using provenance to evaluate the
quality and reliability of data, the robustness of an analysis, and the validity of findings in an assessment.
However, they do not present any analysis that shows how to use provenance in this specific field.

Kifor et al [11] proposes the use of provenance in electronic healthcare record systems. The authors also
investigate the privacy risk aspects of introducing provenance into healthcare systems. They propose not
to store sensitive medical data in the provenance store, but only references, to avoid unauthorized users
being able to link some piece of medical data with an identifiable person. The described technique is
already applied in our work, not only for security reasons but also for scalability. The approach of using
provenance information for making audits is mentioned but not fully discussed. They neither present
any audit use case nor present an analysis of the security characteristics. They mention the HIPAA
regulation, however, our design can be applied to such a regulation.

Xie et al [23] proposes the use of a probabilistic integrity audit method to verify query integrity
in outsourced databases. The authors present the use of this method to verify the correctness and
completeness of queries in outsourced databases reducing costly requirements of sending back query
results. This method could complement our work by using it to verify the correctness and completeness
of the queries in the provenance store. However, we are focusing on how to audit the use of private
data in an automatic way and the security characteristics that we include in the application allows us
to have a certain level of trust in the audit results.

7. FUTURE WORK AND CONCLUSION

Our work demonstrates that the use of provenance technologies provides an appropriate tool for an
automated verification of the compliance not only of the DPA, but also of other legislative frameworks
related to processing of private information (e.g. [22],[21]). Our aim is to provide an easy way to audit
the correct use of private personal information in distributed systems. Hence, this research defines a
Provenance-Based Architecture for Auditing and presents a provenance-based application for auditing
processing of private data. Thus, part of our future work is to evaluate the presented architecture and
application to strengthen our proposal. As well, part of this work is to develop a provenance-based
generic middleware to audit the processing of private information that can be used in applications
independently of platforms and programming languages. On the other hand, raising the level of trust in
the query result can be achieved by creating a formalisation of the presented architecture. Besides, to
make use of ontologies to define purposes, collect data, used data, etc. in the DAGs can help perform
an automatic analysis of such DAGs.

In summary, this document describes the application of provenance concepts to audit private data
processing in distributed applications. It presents the Data Protection Act as a case study and a
requirement analysis of three of its principles that are related to auditing procedures. These requirements
were modelled for presenting a provenance-based architecture and showing how provenance can help
the auditing process. A provenance-based application was developed using the presented provenance
approach and some associated query results, which are in the form of a DAG, were presented. These
results were analysed to show that provenance can be used as a means for auditing the correct
processing of private information. Thus, the presented provenance-based application provides a means
for verifying that organizations are in compliance with legislative frameworks related to processing
private information.
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Abstract

In recent years, Denial of Service attacks have evolved into a predominant network
security threat. In our previous work, we identified the necessary building blocks
for an effective defence mechanism and suggested ways to integrate them. Here,
we present the results of this integration on the DoS-resilience of a real networking
testbed which runs the Self-Aware CPN routing protocol. The incoming traffic at
each node is monitored with a detection mechanism that is based on maximum
likelihood estimation. In response to high probability of attack, the traffic is rate-
limited proportionally to the measured probability. We illustrate the results of the
experiments we have performed to demonstrate the efficiency of the distributed
defence system that we propose.

Keywords:

1. INTRODUCTION

During the last decade Denial of Service attacks (DoS) have evolved from simple acts of nuisance
to a predominant network security threat with repercussions ranging from significant financial
losses [15], endangerment of human life [16] and compromising of national security [18]. Due to
the simplicity of the concept and the availability of the relevant attack tools, launching a DoS attack
is relatively easy, while defending a network resource against it is disproportionately difficult. In
the majority of DoS attacks the attacker acquires control of a large number of hosts, which are
unaware that their machines are compromised, and orders them to simultaneously target a victim
network node or set of nodes. In the most general sense, a complete DoS defence system should
be able to detect the existence of the attack in real-time and trigger classification and response
mechanisms. Classification refers to distinguishing between normal traffic (sent by legitimate
users) and attack traffic (sent by nodes controlled by the attacker). Response mechanisms usually
involve dropping the traffic that was identified as attack traffic during the classification phase, or
redirecting it to a honeypot where it can be analysed. Classification and response are usually
resource-demanding procedures that should not be running continuously, but only when an attack
is suspected. For this reason, a comprehensive DoS defence system must include a mechanism
that monitors the traffic and signals developing attacks with low false alarm and high correct
detection rates, in a timely fashion. The faster a DoS attack is detected, the easier it is to block it
before it develops in full force.

We present a DoS defence system that involves detection, nd response, and we describe how
these building blocks are integrated in practice. The detection mechanism uses as input a variety
of suitable metrics to capture both the instantaneous behaviour and the longer-term statistical
properties of the traffic, including the incoming bitrate, entropy, delay, etc. Statistical information
related to the network is collected offline by finding the probability density functions for these input
features for both normal and attack traffic and calculating the likelihood ratio for each input, which
are then combined by evaluating their average. The overall likelihood ratio, L provided by the
detector is a numerical value that expresses the average likelihood of having a developing attack
within the incoming traffic. This value is utilised by the response mechanism to turn the rate-limiter

Denial of service, Attack detection, Rate-limiting, Distributed response
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on and off. As the rate-limiting mechanism, we use Token Bucket Filtering (TBF) which is a simple
light-weight queueing discipline that only allows packets up to a set rate to pass. In the following
sections we explain the defence system in detail.

2. DETECTION AGAINST DENIAL OF SERVICE ATTACKS

The task of DoS detection can be formulated as a pattern classification problem, where the
observed traffic is classified as normal or attack traffic. In our DoS detection mechanism, the
incoming traffic is monitored in terms of various features for decision taking and we utilise the
maximum likelihood detection criterion to take individual decisions for each of the input features.
The collected information is then combined in a fusion phase to yield an overall decision about
the traffic. The overall mechanism comprises the selection of the input features, offline statistical
information gathering and information fusion for the final decision taking.

For the input feature selection step, we selected the following features that capture both the
instantaneous and the longer-term statistical behaviour of the traffic, without introducing high
computational costs:

• Bitrate. A very high rate of incoming traffic is by far the most conspicuous indicator of a
flooding DoS attack. Similar measurements, such as the number of packets per flow are
often used in detection mechanisms [25].

• Increase rate of Bitrate. Depending on its type, a DoS attack typically demonstrates sudden
and sustained increases in the rate of the incoming traffic. For example, flooding attacks
start with a long period of increasing bitrate, while in pulsing attacks, the incoming traffic
undergoes consecutive periods of increasing and decreasing bitrate.

• Entropy. The entropy related to a data with a probabilistic description is inherently
associated with the randomness or uncertainty of information in the data. It has been
reported in the technical literature that the entropy contained in normal internet traffic and
traffic under DoS attack differ significantly [4]. In our work, we compute the entropy of the
value of the incoming bitrate at the nodes we monitor according to [1]:

E = −
∑

i

filog2fi (1)

where fi are the probability density functions obtained from the normalized histogram values
for the bitrate. This is expected to yield a higher value when the probability distribution
expands over a wider range of values, indicating an increase in uncertainty.
It has been studied in detail in [12] that the self-similarity properties of normal and attack
traffic are distinctively different. Since the Hurst parameter is an indicator of the self similarity
of traffic, it can be used in DoS detection. Xiang et al [9] use the variations of the Hurst
parameter of the number and the size of packets to detect attacks. In our approach we
compute the actual value of the Hurst parameter for the incoming bitrate, for which we have
used the (R/S) analysis, as described [10]. If x is the bitrate of the incoming traffic, n is the
observation time, and N is the total number of observation points, then (R/S) is given by :

(R/S)N =

max
1≤n≤N

N∑
n=1

(x − x̄) − min
1≤n≤N

N∑
n=1

(x − x̄)

√√√√√
N∑

n=1

(x − x̄)2

N

The Hurst parameter and (R/S)N are related by (R/S)N = cNH , which for c = 1 becomes
H = logN ((R/S)N ).

• Delay. Although a DoS attack is also expected to increase the packet delays as congestion
builds up, to our knowledge it has not been used as an attack indicator. For the fastest and
least invasive way to detect changes in the delays, the node we monitor sends constantly
a small number of packets to all its direct neighbours. By measuring the average round trip
time (RTT) for the acknowledgments to return, we have a clear indication of the congestion
near the node.
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• Increase rate of Delay. Depending on the type of the attack and for its whole duration, the
packet delays are expected to undergo significant changes.

In the off-line statistical information gathering phase, the probabilistic description of the network is
obtained First, the probability density function (pdf) values are obtained for both normal and attack
traffic and then the likelihood ratios are calculated based on the pdfs. At each victim candidate of
the network, the incoming traffic is analysed offline to collect this statistical information. Estimates
of probability density functions for both normal and attack traffic are computed for each of the input
features described above. The pdfs are denoted by ffeature(x|wN ) and ffeature(x|wD), where
feature is replaced by bitrate, increase in bitrate (bit acceleration), entropy, Hurst parameter, delay
and delay rate respectively, x is the measured value of the feature from the available traffic data,
wN denotes the normal traffic and wD the attack traffic. We have used the histogram method
to compute the estimates of the probability density functions. With this method the range of
observable values for a variable is divided into a number of intervals and for each interval, we
compute the ratio of the number of data points that fall into it to the total number of data points
available [26].

In the second step, the probability density function estimates obtained above for each input
and for both traffic types are used to compute the likelihood ratios lfeature of each feature:
lfeature =

ffeature(x|wD)
ffeature(x|wN ) . These likelihood ratios are later used in real-time by the decision taking

mechanism.

This statistical information collected about the network is utilised during the decision taking
process. First, decision for each feature is given individually, and the individual decisions are
then combined in an information fusion step to yield a final outcome for the state of the traffic.
The numerical values of the features are measured in real-time and a likelihood ratio for each
feature is computed. Then, these values are aggregated in a higher-level decision taking step,
which provides a compensation for possible errors, and should decrease the rate of false alarms
and missed detections. In this case we will simply take the average of the individual likelihood
values:

lfinal =
lbit + lacc + lentr + lHurst + ldelay + ldelrate

total number of features
(2)

A more accurate approach for the fusion of the likelihood values can be found in [22], where we
employed both feedforward and recursive structures of the random neural network for a variety of
inputs.

A wide variety of DoS attack detection methods have been suggested in the literature, usually
based on symbolic analysis of the traffic packets and in particular of IP addresses and other
significant packet content. Other approaches are based on the timing characteristics of the
packets streams. All of them require or assume some representation of what is a normal traffic
stream as opposed to a DoS related stream. Also, many of the techniques require an on-line
tuning or learning phase that is used to create patterns, data or statistics to compare with
presumed attacks. For this paper, we have used a detection method that we developed with
the purpose of maintaining low computational cost and with the additional requirement that the
output is not a boolean value, but the probability of the existence of an attack. Any other detection
mechanism that fulfills these two requirements could also be used.

3. RESPONSE AGAINST DOS

In this part of our research we tried to combine rate-limiting which we chose as response
mechanism against DoS attacks [11, 13] with the detection mechanism. In the overall architecture,
the detection mechanism is deployed at the first-hop neighbours of the victim monitors the traffic
continuously and outputs a numerical value L expressing the average likelihood of having a
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developing attack in the incoming traffic. This value is utilised by the response mechanism to turn
the rate-limiter on and off. The overall architecture of the defence system is shown in Figure ??:

FIGURE 1: A comprehensive defense architecture against DoS

3.1. Classification and Corresponding Prioritisation

Classification is a vital part of DoS defence. In fact, the probability of correctly distinguishing
normal from attack traffic has great impact on the performance of the overall defence system
during an attack. In the literature, one can find a wide range of classification techniques with
varying success for different normal and attack traffic patterns. Classification can be done with
other passive or active tests of the validity of incoming traffic. Passive tests include the anomaly-
based criteria presented in [8], conditional legitimate probability [17], hop-count filtering [6] and
many others. Active tests are these which in some way try to interact with suspected attack
traffic sources so as to test their legitimacy. Examples include Graphical Turing Tests [5] and
Netbouncer [7]. It is well-known, however, that classification methods are not easy to evaluate
and there has been no such comprehensive comparison up to now. For this reason, we will not
consider a specific classification mechanism, but we will assume different ”success” values for
the classification process, in the form of correct detection and false alarm probabilities. Our goal
is to evaluate our defence system for different such values. The result of the classification is
then directly connected to the second element of our response mechanism, the prioritisation.
More specifically, the incoming traffic is allocated to priority bands depending on the result of
the classification. For example, assuming a 2-band priority system, normal packets should be
assigned to the first band and attack packets to the second.

3.2. Rate-limiting

Rate-limiting is the process of allowing traffic only up to a maximum limit to pass. It essentially
means that traffic in excess of a set limit is dropped to avoid congestion. For rate-limiting, we have
used Token Bucket Filtering (TBF) which is a simple light-weight queueing discipline that only
allows packets up to a set rate to pass, with the possibility to allow short bursts in excess of that
rate [19].

To apply the filter, we have used commands at the application layer of Linux that determine the
desired latency, bandwidth, buffer and burst limits, such as the following example:
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tc qdisc change dev eth4 parent 1 : 1 handle 10 : tbf rate 15Mbit latency 10ms burst 15000

In our implementation, we first queued the incoming packets into two, with packets coming from
legitimate sources having higher priority of being served with respect to packets coming from
nodes listed as possible attack sources. To do this, we assumed that as soon as the attack starts
it is possible to trace back the true IP addreses of the sources to determine the legitimate and
illegitimate nodes. Since there is always error rate associated with this procedure, we assigned
predetermined false alarm and correct detection rates for the traceback when we are evaluating
our results. Then we integrated the filter with the detection system where the numerical output of
the detector L is used by the filter to turn on and off. If L, computed by the detection mechanism
is high, the filter is turned on to stop the flow of the packets to the subsequent nodes, while if L
is low, the filter is off to enable the flow of packets. In the simplest case, the filter parameter burst
can be determined as:

rate =

{
RateMin if L ≥ limit
RateMax if L < limit

(3)

In the above equations RateMax, RateMin, MaxLimit and MinLimit represent the maximum
and minimum values of the rate parameter in the filter, the value of the likelihood after which the
burst takes its maximum value(full rate-limiting) and the value of the likelihood before which burst
takes its minimum value (no rate-limiting) respectively.

It is also possible to allow for intermediate values of L where the filter correspondingly takes an
intermediate value as a limit to decrease the flow of packets to protect the network against a
probable attack, without stopping them altogether to permit outgoing legitimate packets.

3.3. Achieving Distribution

The defence approach we have proposed is dynamic and distributed in the sense that every
node runs the algorithm itself and decides whether or not to turn the filter on. The response is
determined according to the severity of the attack. Only a few of the neighbouring nodes will be
employed in rate-limiting if the severity of the attack, denoted by L is not too high, allowing for
legitimate packets also to reach the destination, otherwise all the nodes will drop packets. The
nodes which are not under destructive attack will continue sending out packets, so the directional
information related to the attack will also be employed.

In distributing the response against DoS between nodes, we have been motivated by the
task allocation mechanism of ants. In intelligent task distribution systems inspired by swarm
intelligence, each member of the team is assigned a threshold, either low, or intermediate or
high. The members join to perform the task probabilistically, by comparing the stimulus from the
physical world to the threshold they have. Thus, highly demanding jobs require more members to
join the team, while easier jobs can be accomplished by only a few workers [27].

In our DoS defence system, the physical stimulus is the likelihood value L evaluated by the
detection mechanism at each node. If L at a particular node is not high, it will not join to the
response team for filtering, but will turn the filter on if L is above some threshold. Each node gives
its own decision according to the stimulus it receives. This approach is useful since each task
consumes some of the resources of the node and if not needed the node should not be willing to
take on additional task. Also, the aim of the defence mechanism is to drop attack packets while
allowing as many legitimate packets as possible to reach their destination. Turning the filter on
only at highly required instances could also serve this purpose.
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4. EXPERIMENTAL RESULTS

We have tested the performance of this method by the experiments we have designed on our
15-node experimental testbed depicted in Figure 2. The networking testbed is running the CPN
Self-Aware routing protocol, which provides detailed measurements of the traffic characteristics
in real-time and is particularly resilient to failures and attacks thanks to its self-adaptive design
[2, 3].

The Cognitive Packet Network (CPN) is an autonomic Quality of Service (QoS)-driven routing
protocol. In CPN each flow specifies the QoS metric that it wishes to optimise, and data
payload is carried by source routed “dumb packets” (DPs), while “smart packets” (SPs) and
“acknowledgment packets” (ACKs) gather and carry control information which is used for decision
making. Each flow specifies its QoS requirements in the form of a QoS “goal” and SPs associated
with each flow constantly explore the network and obtain routing decisions from network routers
based on observed relevant QoS information. In our experiments we use the CPN to ensure that
the traffic arrives to their destination quickly using the optimal routes.

FIGURE 2: The 15-node topology used in the response experiments

In our topology, node 207 is the victim. The experiments last for 120 sec. Between 0-60 sec, there
is normal traffic in the network (goodput), which is depicted in Figure ??. This traffic is basically
two cyles of the same pattern, one from 1st to 60th sec. and the other from 61st to 120th sec. At
the 60th sec the attack starts and lasts for 40 seconds. Attackers, nodes 202, 206, 209, 214, 216,
217 and 219 send varying attack traffic superposed onto normal traffic existing in the network. To
implement the attack traffic we have used traces we have collected from [14] We assume that it
is possible to turn on a traceback mechanism to classify the packets according to whether they
are coming from legitimate or illegitimate sources based on the source IP addresses. At each
node of the network packets are queued according to the source address and the packets in the
second queue (illegitimate) receive service after all the packets in the first queue (legitimate) are
serviced. Since there can naturally be an error rate associated with the traceback mechanism, we
have assigned a false alarm rate of 10 percent and correct detection rate of 90 percent for the
determination of legitimate and illegitimate sources. The first hop neighbours 203, 208 and 212
continuously run the detection algorithm and evaluate L. They determine whether to apply the
filter or not according to the rate equations given in section 3.2. The experimental results obtained
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are illustrated at in Figure 4 to Figure 6. Figure 4 shows the likelihood of attack calculated at first
hop neighbours. It is observed that the computed likelihood of attack increases between the 60th
and 100th seconds to correctly signal the attack in the network. Figure 5 depicts the average
goodput arriving from the legitimate sources measured at the victim for the cases of defence and
no defence, obtained for 10 runs of the experiment for each case. To have a more precise result
for the performance of the defence system, we evaluated the ratio of the average goodput arriving
at the victim for the second cycle of the input traffic (when there is attack) to the average value of
the goodput for the first cycle (when there is no attack). When defence system is on, the ratio is
0.885, when it is off, the ratio is 0.64. So, the defence system has achieved a conspicious increase
on the goodput arriving at the victim. Figure 6 illustrates the variation of the average value of this
ratio for a fixed false alarm rate of 10 percent and varying correct detection rates of the packet
classification mechanism.

5. CONCLUSIONS

In this paper, we have described our research towards the design of a comprehensive defence
architecture against DoS attacks. Our defence system consists of a detection mechanism
combining a statistical approach based on the maximum likelihood detection criterion with
a machine-learning approach which uses maximum likelihood estimation and a rate-limiting
mechanism triggered by the result of the detection. The response mechanism deployed at the
first hop neighbours of the victim monitors the traffic continuously and evaluates a parameter
signalling the likelihood of a developing attack. TBF filters are turned on and off to limit the
packets or allow for their transmission according to the attack likelihood. Since each node collects
the statistics and employs the response system itself, this is a distributed architecture which
distributes the response task dynamically according to the severity of the attack. The approach we
have presented here our first attempt to build an integrated, dynamic and self-adaptive response
architecture against DoS.
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FIGURE 3: Graph of goodput arriving at the victim when there is no attack
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FIGURE 4: Graph of likelihood of attack versus time at the neighbouring nodes to the victim
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detection rate (False alarm rate is fixed at 10 percent)
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Abstract: There is a rich literature of approaches to image feature extraction in 
computer vision. Many sophisticated approaches exist for low- and high-level 
feature extraction but can be complex to implement with parameter choice guided 
by experimentation, but impeded by speed of computation. We have developed new 
ways to extract features based on notional use of physical paradigms, with 
parameterisation that is more familiar to a scientifically-trained user, aiming to make 
best use of computational resource. We describe how analogies based on 
gravitational force can be used for low-level analysis, whilst analogies of water flow 
and heat can be deployed to achieve high-level smooth shape detection. These new 
approaches to arbitrary shape extraction are compared with standard state-of-art 
approaches by curve evolution. There is no comparator operator to our use of 
gravitational force. We also aim to show that the implementation is consistent with 
the original motivations for these techniques and so contend that the exploration of 
physical paradigms offers a promising new avenue for new approaches to feature 
extraction in computer vision. 

Keywords: Feature extraction, Shape detection, Image processing, Computer vision, Force field, Water 
flow, Heat 

 

1. FEATURE EXTRACTION AND IMAGE PROCESSING 

1.1 Feature and Shape Extraction 
There is now a rich literature of techniques which can detect low-level features, such as edges 
and corners, and high level shapes [1]. Low-level operators are generally those which operate 
on an image as a whole; high level operators are those which process images so as to 
determine shapes that lie therein. Both processes are used within computer vision, to render 
explicit information that is implicit within the original image – as such providing image 
understanding. 

The state-of art operators for low-level feature extraction include anisotropic diffusion for 
image smoothing, to preserve features and to reduce the effects of noise; the Scale Invariant 
Feature Transform (SIFT) aims to find corner features that persist over image scales, by a 
sophisticated operation based on the Difference of Gaussian Operator. By way of example, we 
show the result of anisotropic diffusion [2] applied to an image of an eye, in comparison with the 
result by Gaussian filtering, a standard operator. The anisotropic diffusion process in Figure 1(c) 
achieves a more pleasing result than that of Figure 1(b), preserving features better whilst 
smoothing noise to greater effect. The parameter choice for the Gaussian operator is window 
size and the variance of the Gaussian operator; the parameter choice for anisotropic diffusion 
largely revolves around two main parameters of which λ offers differing levels of (isotropic) 
smoothing, and k controls the (anisotropic) feature preservation process (another parameter is 
the number of iterations and this can be few in practice). There is greater choice of functionals 
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for edge preservation in anisotropic diffusion and we show here the basic process. The effects 
of alternative choice for the parameters are shown in Figures 1(d)-1(e); these are easily 
investigated since the operator is fast when implemented on a modern computer. 

 

   
(a) original image (b) result by 

Gauss- 
(c)-(e) results by anisotropic diffusion, and parameter 

settings 
ian smoothing (c) k = 5; λ = 0.25 (d) k = 15; 

λ = 0.25
(e) k = 25; 
λ = 0.25 

FIGURE 1 Filtering by the Gaussian Operator and by Anisotropic Diffusion [1] 
 
The range of techniques for high-level shape extraction includes techniques which operate by 
matching, such as template matching or the Hough transform, active contours and statistical 
shape models. To achieve a result by matching requires knowledge of the target shape. If this 
target is not yet known, then evolutionary techniques are used which match feature extraction to 
chosen image properties. Amongst the most popular operators for arbitrary shape extraction are 
geodesic active contours which evolve to find a target shape contour. Example results by curve 
evolution are shown in Fig. 2 [3]. These show that the technique can converge to an acceptable 
result, Fig. 2(f) – showing the palm of the hand and the fingers – though with an extra finger due 
to the background, from an initialisation which was a circle which did not wholly encompass the 
target feature, shown in Fig. 2(a). Overall the curve evolution techniques can achieve 
spectacular results, but this requires selection for a number of parameters, and this can be 
difficult to optimise given the enormous computations involved in rebalancing the level sets, 
used in the formulation, at each iteration of the technique. There have been many 
developments in the field and newer approaches use texture to guide segmentation [4]. 

 

   
(a) initialisation (b) iteration 1 (c) continuing.. (d) continuing.. (f) final result 

FIGURE 2 Extraction by curve evolution (a diffusion snake) [3] 
 
Naturally, performance depends on parameter selection. A major advantage concerns 
initialisation, as the curve evolution techniques evolve to determine a solution within the image 
which is consistent with desired properties. The advantage is that the initialisation can be within 
or outside the target shape (though this is not a consistent advantage when initialisation within a 
shape can be guaranteed).  
 
By way of illustration, we shall use the technique which many people compare the result of their 
own new approach with is a geometric active contour called the active contour without edges, 
introduced by Chan and Vese [5]. Their model uses regional statistics for segmentation, and as 
such is a region-based level set model. The overall premise is to avoid using gradient (edge) 
information since this can lead to boundary leakage and cause the contour to collapse. The 
active contour without edges model can address problems with initialization, noise and 
boundary leakage (since it uses regions, not gradients) but still suffers from computational 
inefficiency and difficulty in implementation, because of the level set method. An example result 
is shown in Fig. 3  where the target aim is to extract outside boundary of the hippopotamus – 
the active contour without edges aims to split the image into the extracted object (the 
hippopotamus) and its background (the grass). In order to do this, we need to specify an 
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initialisation which we shall choose to be within a small circle inside the hippopotamus, as 
shown in Fig. 3(a). The result of extraction is shown in Fig. 3(b) and we can see that the 
technique has detected much of the hippopotamus, and the result is encouraging but not 
perfect. The values used for the parameters here were: λ1= λ2=1.0; η=0 (i.e., area was not used 
to control evolution); γ=0.1×2552  (the length parameter was controlled according to the image 
resolution) and some internal parameters were h=1 (a 1 pixel step space); 1.0=Δt (a small time 
spacing) and 1=ε (a parameter within the step, and hence the impulse functions which 
calculation is based). Alternative choices are possible, and can affect the result achieved. The 
result here has been selected to show performance attributes; the earlier result (Fig. 2) was 
selected to demonstrate finesse. 
 

 
(a) initialisation (b) result 

FIGURE 3 Extraction by a Level-Set Based Approach [1] 
 
 
As ever, there is no panacea in engineering and we should not expect one. The advance of new 
techniques often stimulates the development of new approaches. The developments in curve 
evolution have led to new approaches for shape extraction guided by image statistics. We seek 
here to use the image statistics in a new way, guided by use of physical analogies. The 
deployment is most certainly by analogy since images are simply collections of two-
dimensionally indexed values which are usually represented by brightness. It is in these 
collections of points we seek to determine shapes. 
 

1.2 On Using Physical Analogies for Feature Extraction 

Using physical analogies is a new basis for feature extraction which has as yet attracted scant 
attention. We describe some related approaches and later will compare results with established 
approaches with the same aim. We confine our analysis to those approaches which are directly 
related to our use of physical analogies, but note there have been other (minor) uses of physical 
analogies in other approaches, which are not mentioned here. 

1.2.1 Using Force Analogies in Image Processing 
Though there is no other work similar to our approach using a gravitational analogy, there are 
other force-based approaches motivating image processing feature extraction operators. In [6], 
magnetostatic theory was combined with an active contour model. For a moving charge inside a 
magnetic field, there are magnetic forces introduced by the field acting on it. Further, since 
currents are essentially sets of moving charges, there are magnetic forces acting on the 
currents inside magnetic fields. The object boundary generates a magnetic field and thus exerts 
magnetic forces upon the deformable contour driving it to the boundary position. The Biôt-
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Savart law defines the magnetic flux density generated by a conductor carrying a current at any 
pixel with position vector. The current direction is estimated by the signed distance transform, 
which is also used to initialise level set functions, as used in modern approaches to curve 
evolution. Therefore, the magnetic force can be easily combined with level sets. Electrostatic 
field theory has also been adopted in image segmentation. Jalba et al. [7] presented a charged 
particle model that simulates the particle movements in an electrostatic field. A set of positively 
charged free particles is positioned in the image analogical field distributed with fixed negative 
charges proportional to the edge strength. Because the free particles have opposite polarity to 
the fixed charges and the same polarity to each other, there are attractive forces (the Lorentz 
force) from the fixed charges to the free particles, and repellent forces (the Coulomb force) 
between the free particles.  

1.2.2 Deployment of Water and Heat in Image Analysis 
The most similar approaches to using water and heat as analogies for feature extraction is to 
deploy region growing. This is a feature extraction procedure that groups pixels or sub-regions 
to make larger regions, based on predefined similarity criteria for region growth. The basic 
approach starts with a seed point and merges neighbouring pixels that have pre-defined 
properties similar to the seed, such as intensity or texture. Although, region growing techniques 
can detect multiple objects simultaneously and can be more efficient than active contour or 
curve evolution models, the main problem is the appropriate selection of the similarity criteria. 
Region growing approaches also have to use connectivity information to define the 
neighbouring pixels in each step of growth. In addition, they can achieve region segmentation 
with irregular boundaries and holes in the presence of high noise, since they omit smoothing. 

The most familiar use of water flow segmentation is floodfill, but this suffers in performance 
by not including water properties.  Instead of model-based methods, some developed the 
morphological watershed based region growing techniques [8, 9]. The approach is based on the 
fact that smooth surfaces can be decomposed into hills and valleys by studying critical points 
and their gradient. Considering pixel properties (intensity or gradient) as elevation and then 
simulating rainfall on the landscape, rain water will flow from areas of high altitude along lines of 
steepest descent to arrive at some regional minimal height. The catchment basins are defined 
as the draining areas of its regional minima and their boundaries can then be used in object 
extraction. Though assuming water collection, the method does not use the features of water 
itself and focuses on the image’s geographical features. The non-linearity arising from issues 
like finding steepest descent lines between two points makes the method complicated. 
Moreover, the region growing framework often yields irregular boundaries, over-segmentation 
and small holes. 

One of the most popular uses of heat in image processing is anisotropic diffusion which is a 
state-of-art process for image enhancement. In motion analysis, we can also see a significant 
application of heat flow by [10]. The algorithm combines anisotropic and isotropic heat flow to 
obtain moving edges. In [11], an anisotropic diffusion pyramid was introduced for region based 
segmentation. The pyramid is constructed using the scale space representation of the 
anisotropic diffusion. In [12], the anti-geometric heat flow model was introduced for the 
segmentation of regions. Here, anti-geometric heat flow is represented as diffusion through the 
normal direction of edges, for the extraction of smooth shapes. 

1.2.3 Contributions 
This paper is the first formal definition of the direction of approaches using physical analogies 
and the first unified description of a selection of new approaches to feature extraction, based on 
using analogies of force, water and heat. We show that parameterisation can be simplified, and 
using simpler computational frameworks, say than level sets. The parameter settings can also 
be interpreted more easily, in part since a developer can identify better with physical notions 
than can be achieved with recondite mathematical analysis, which often omits precise definition 
crucial to success. We describe our techniques in overview only, giving detailed references for 
alternative investigation. We outline results showing performance capability and though there 
are specific advantages for each technique, our usual approach is to demonstrate performance 
in noise, and in comparison where possible with a contemporaneous approach. 
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2. NEW PHYSICAL ANALOGIES FOR FEATURE EXTRACTION 

We describe a selection of new approaches, aimed to provide new techniques which allow 
insight for parameter selection, fast implementation by virtue of simplicity or by use of 
established techniques to improve computational speed, and with performance at least 
comparable with that achieved by state-or-art techniques for feature extraction in image 
processing and computer vision. 

2.1 Force Field Transform 
Hurley developed a transform called the force field transform [13, 14] which uses an analogy to 
gravitational force wherein mass is equivalent to pixel brightness and distance is measured 
between pixels. The transform pretends that each pixel exerts a force on its neighbours which is 
inversely proportional to the square of the distance between them. This generates a force field 
where the net force at each point is the aggregate of the forces exerted by all the other pixels on 
a "unit test pixel" at that point.  This very large scale summation affords very powerful averaging 
which reduces the effect of noise. The approach was developed in the context of ear biometrics, 
recognising people by their ears, which has unique advantage as a biometric in that the shape 
of people’s ears does not change with age, and of course – unlike a face - ears do not smile. 
The force field transform of an ear, Figure 4(a), is shown in Figure 4(b). Here, the averaging 
process is reflected in the reduction of the effects of hair. The transform itself has highlighted 
ear structures, especially the top of the ear and the lower ‘keyhole’ (the notch). As such, the 
features pertinent to recognition are preserved, and those which detract from recognition are 
reduced. 
 
  

(a) image of an ear (b) magnitude of force field transform 
FIGURE 4 Illustrating the Force Field Transform Results 

 
The image shown is actually the magnitude of the force field. The transform itself is a vector 
operation, and includes direction [13] which can be exploited in later feature extraction. The 
transform is expressed as the calculation of the force F between two points at positions ri and rj 
which is dependent on the value of a pixel at point ri as 

( ) ( ) 3
ji

ji
iji

rr

rr
rPrF

−

−
=  (1) 

 
given brightness P at point ri and which assumes that the point rj is of unit “mass”. This is a 
force (and thus directional, which is why the inverse square law is expressed as the ratio of the 
difference to its magnitude cubed) and the magnitude and directional information has been 
exploited to determine an ear ‘signature’ by which people can be recognised.  
 
An example for the calculation of the force field at a point is given in Figure 5, with vector 
lengths indicating magnitude and so showing the resulting force F. In application, Equation 1 
can be used to define the coefficients of a template that is convolved with an image 
(implemented by the Fast Fourier Transform  to improve speed). Note that this transform 
actually exposes low level features (the boundaries of the ears) which is also the focus of edge 
detection. As such, noise has been reduced in the hair whilst low-level features have been 
exposed, by a technique which does not require any parameter choice, unlike the results 
achieved by anisotropic diffusion.  
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FIGURE 5 Force Field Calculation at a Single Pixel Position 
 

To find the total potential energy at a particular pixel location in the image, the scalar sum is 
taken (over the N image points) of the values of the overlapping potential energy functions of all 
the image pixels at that precise location as  
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The invariant advantages are that the (force and energy) transform does not change with 
addition of mean-zero noise as shown in Eq. 3 where vj represents the noise affecting point rj, 
here shown for the energy as 
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and with noise of mean-zero Gaussian distribution the latter term is mean-zero, thus returning 
the energy to the form of Eq. 2. Naturally, localised variation in image brightness will change the 
overall shape of the force field, but not its nature, and for scaling brightness by a chosen factor 
k will change the energy as  
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and so will affect the force field in proportion by changing its scale, rather than its shape. These 
properties led to its efficacious use as a pre-processor prior to feature extraction for ear 
biometrics [13]. This was achieved by determining minima within the force field functional: the 
relative positions of the minima were the same for the same person (and invariant to brightness 
scaling, initialisation and position) and the set of minima were different between different people 
thus allowing the force field transform to be used as a precursor to biometric deployment. The 
positions of the minima are shown for four different people in Fig. 6 where the image on the left 
shows the positions of the force field minima (highlighted in white) and the image on the right 
shows the evolution which led to determining these positions. 
 
A further advantage of the force field approach is that it allows for development of differential 
vector analysis, leading to a new approach to measure curvature [14] and hence leading to an 
extended approach to biometrics. 
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(a) Ear 1 (b) Ear 2 
 
 
 
 
 
 
 
 
 
 
 

 

(c) Ear 3 (d) Ear 4 
FIGURE 6 Uniqueness of Ears by Force Field Transform Analysis 

2.2 Feature Extraction by Water Flow  

2.2.1 Approach 
In developing our approach based on water flow to find arbitrary shapes by evolution, we did not 
seek to use the sophisticated (though complex) finite element models since we specifically 
aimed for low computational complexity. Water flow is a compromise between several factors: 
the position of the leading front of a water flow depends on pressure, surface tension, and 
adhesion/capillarity. There are some other natural properties like turbulence and viscosity, 
which are ignored here. Image edges and some other characteristics that can be used to 
distinguish objects are treated as the “walls” terminating the flow. The final static shape of the 
water should describe the related object’s contour. The flow is determined by pressure and the 
resistance; the relationship between the flow rate fr, the flow resistance R and the pressure 
difference, is given by: 
 

R
PP

f oi
r

−
=  (5) 

where Pi and Po are pressure of the inflow and outflow, respectively. The pressure difference 
drives the flow and 
 

effectiver VAf ⋅=  (6) 

where A is the cross-sectional area and Veffective is the effective flow velocity. Hence the velocity 
can be related to force and resistance through Eqns. 5 and 6. 

These can be used as a basis for simulating water flow in images. Given an initialisation 
point, we need to determine where water will flow, according to selected image forces. The 
basis of our approach uses pressure differential Eqn. 5 moderated by surface tension and 
adhesion [15, 16].  The water element can move outwards in any direction for which the 
component of velocity is positive. However, only if the velocity in the direction is sufficiently 
large, can the element break through the image resistant forces and reach the new position. To 
reconcile the flow velocity with forces, dynamical formulae are used. We may compute the 
displacement of a contour element on each possible direction within a fixed time interval, which 
is similar to snake techniques. However, for simplicity and avoiding the interpolation problem, a 
framework like region growing and the greedy snake is used: the element will flow to some 
positions if certain conditions or formulae are satisfied. Here, an equation describing the 
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conservation of energy is employed. If assuming that an element, which has a positive velocity v 
on a particular direction and is acted by the force F during the process, can arrive at the 
direction-related position ultimately, then this equality must be fulfilled: 

22
22 mvFSmvF +=  (7) 

where vF is the final scalar velocity after fixed displacement S and m is the assumed mass. In 
this equation, force F is a scalar which is positive when the force is consistent with velocity v, 
and negative otherwise. The summation on the right hand side is just the movement decision 
operator: only if F is negative, can the summation be negative and thus the equality above 
cannot be satisfied. 

Equation 7 provides the inequality to determine the feasibility of outwards flow. For each 
contour element, we have equations computing driving force FD modified by surface tension, 
adhesion FA and resistance R. There are other factors of water flow that could be included (such 
as turbulence) but these are not necessary at this stage. The flow velocity V can then be 
obtained through Eqn. 6. If the velocity points towards the exterior of the water, the element is 
assumed to leave the original position. A unified image force F is then computed. The result 
from the summation in Eqn. 7 determines the result of the movement. 

Defining m and S in Eqn. 7 as constants, we can then present the new and detailed 
expression with parameters defined before: 
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( ) FyxR
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Where R is the edge response at point (x,y), Λ is a regularization parameter set by users 
which controls the tradeoff between the two energy terms. It can be considered to be 
determined by the combination of mass m, displacement S and area A. Its value reflects 
smoothing of image noise. For example, more noise requires larger value to be selected for Λ . 
FA and FD are the scalar components on the movement direction of FA and FD, respectively. A 
positive direction is defined from the origin to the target. The movement decision can be 
completely made by this operator since the term of right hand side inside the brackets gives the 
velocity information and J corresponds to the ultimate kinetic energy. If the velocity component 
is greater than zero and if J is positive, the movement is said to be feasible and the target point 
will be flooded by water. 
 

2.2.2 Example Results 
Natural images with complex topology are also assessed. Figure 7 shows the result for the 
image of a river delta with different parameters, where the outer perimeter of the river is the 
target object. It is suited to performance evaluation since gaps and “weak” edges exist in the 
image. One example is the upper part of the river, where boundaries are blurred and irregular. 
There are also inhomogeneous areas inside the river, which are small islands and have lower 
intensity. Our water flow based operator can overcome these problems. As shown in Figure 7(a) 
by the dark line, a reasonably accurate and detailed contour of the river is extracted. At the 
upper area, some very weak boundaries are also detected. This is achieved by using high value 
of k that gives the operator a high sensitivity to edge response. The contour is relatively smooth 
by virtue of surface tension. The fluidity leading to topological adaptability is shown well by 
successful flow to the branches at the lower area. Most of them are detected except failure at 
several narrow branches. The barriers are caused either by natural irregularities inside them or 
noise. In contrast, a lower value for k relaxes the influence of strong edges, so the water flows 
to edges with weaker contrast, as shown by the bright boundary in Figure 7(b). 
 
Chan’s region-based level set approach [5]  has also been applied to this image for comparison, 
as shown by Figure 7(c-d). Of the four main parameters, the length γ exerts most significant 
influence to the segmentation results – if γ is small, the level set operator will detect as many 
details as possible; if γ is larger, the smaller points will not be detected and instead more 
general shape of the objects of interest will be segmented. Figure 7(c) shows the result with 
small γ where the final contours are the brighter areas (and there are many of them), where all 
the narrow branches of the river have been detected, as well many unwanted small shapes. 
The result in the upper area of the river is also corrupted by the over-segmentation. In Figure 
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7(d), we can see that a very large γ detects the general shape of the river basin (again, the 
brighter areas) and reduces the over-segmentation problem significantly (though still more 
severe than the water flow result in Figure 7(b)). Nevertheless, the left upper part of the river 
basin is not detected at all by the level set operator. 
 

a and b Extraction by Water Flow 
(a) bounding flow by strong edges (α=0.7, 

Λ  =3, k=5) 
(b) bounding flow by weak edges (α =0.5, Λ  

=0.1, k=0) 

c and d Extraction by Curve Evolution 
(c) λ1= λ2=1, η =0, γ=0.01*2552 (d) λ1= λ2=1, η =0, γ=0.2*2552 

FIGURE 7 Extracting Natural Features by Water Flow 
 

The immunity to noise is also assessed quantitatively, in comparison with a level set 
approach [5], and Figure 8 shows the result. The Mean Square Error is used as the criterion 
with a synthetic test image as the ground truth, which has been deliberately designed to 
incorporate a narrow boundary concavity. The remainder of the target feature is a circle, so the 
MSE is that computed for the difference of the best fit circle by the Hough Transform (HT), 
compared with the original circle parameters (the HT being chosen for provision of this metric by 
its ability to deliver a result equivalent to matched filtering).  An example of the detection result 
is also shown for both approaches. Clearly, the water-flow approach has a better ability in high 
levels of noise (when the Signal to Noise ratio is low), since the MSE of the water flow is much 
lower than for the level set approach; when the noise is much smaller, both approaches can 
produce very accurate results. The smoothness of the water-flow approach (like the viscosity of 
the water) means that the extraneous details in the level set approach are not found by water-
flow, leading to a better result. The level set approach is much slower when both are 
implemented in Matlab. 
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(a) MSE of circle parameters for differing levels 
of impulsive and Gaussian noise 

(b) example 

result (white)

(c) example 

result (white) 

FIGURE 8 Extracting Circles in Noisy Images 

 
The 3-D water flow model is expected to have comparative performance in volume 
segmentation. We have applied our 3-D water model to a variety of medical images so as to 
segment anatomical structures with complex shapes and topologies [16]. Figure 9 presents a 
typical example where the model is applied to a 181×217×181 MR image volume of a human 
brain. The water source is set inside the lateral ventricles and the parameters are set at k=5, 
α=0.5, Λ =1. The operator detects most parts of the lateral ventricles. Two cross-sections of the 
fitted model in upper and lower slices are also shown in Figure 9. 
 
 

(a) water flow segmentation of the lateral ventricles (b) lower cross-section (c) upper cross-section 
FIGURE 9 An example of the MRI volume segmentation by 3-D water flow analogy 

 

2.3 Using Heat for Feature Extraction 

2.3.1 Approach 
Conduction, convection and radiation are three different modes of heat flow. Here, we chose to 
investigate use of a conduction model, which we found to operate well. Conduction is the flow of 
heat energy from high- to low- temperature regions due to the presence of a thermal gradient in 
a body. The change of temperature over time at each point of material is described using the 
general heat conduction or diffusion equation,  

QTQdyTddxTddtdT +∇=+⎟
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where, ∇  represents gradient, α  is called thermal diffusivity of the material and a larger values 
of α  give faster heat diffusion through the material. Q  is the source term that applies internal 
heating. It can be uniformly or non-uniformly distributed over material body.  The solution of this 
equation provides the temperature distribution over the material body and it depends on time, 
distance, heat source, properties of material, as well as specified initial and boundary 
conditions. 

Consider a two-dimensional conductive solid body with initial and boundary conditions 
respectively given by ( ) 00, ==tT x  and ( ) 0, =tT x , which mean the temperature is initially zero 
inside the body and the boundary condition is Dirichlet that has specified temperature (zero) at 
the boundaries. If we initialize a continuous heat source, which is a positive constant, at a point 
inside the body, there will be heat diffusion to the other points from the source position. As a 
result of this, all the points inside the body will have temperature values exceeding zero, except 
the boundary points. This is then an ideal approach for object segmentation in computer 
images. Let us investigate the proposed problem on a on a grey-level image. Assume that all 
the temperature values of the objects and the background are kept in another image, which is 
represented by I , and the initial condition of whole image is zero, ( ) 00, ==tI x . This 
assumption means that all objects have temperature initially zero inside, as well as at the 
boundaries. When we initialize a heat source at any pixel inside the object, there will be heat 
diffusion to the other pixels from the source position, which will cause temperature to increase. 
However the temperature at the boundary layer must be kept at zero all the time to obtain the 
Dirichlet condition, where the boundary layer is defined at the external side of an object. To 
achieve this, we use a control function in the heat conduction equation as given below,  

( ) ( ) ( ) ( )xxxx QtItCFdttdI +⎟
⎠
⎞⎜

⎝
⎛ ∇= ,2,, α  (10) 

where ( )tI ,x  represents an image pixel value in terms of temperature at each point and time, α  
is the thermal diffusivity and 25.00 ≤≤ α  for the numerical scheme to be stable in two-
dimensional system, ( )xQ  is the source term and ( )tCF ,x  is the control function. The control 
function is obtained from the region statistics of source location on a given grey-level image. 
The proposed region statistics model is similar to an earlier one. Then, the following logical 
decision is applied in each position at each iteration 
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where σ is the image variance and 1σ is inside and 2σ is outside the object. Therefore, the 
control function allows heat diffusion inside the object of interest and achieves the proposed 
Dirichlet condition on the boundary layer by keeping the temperature value at zero. However, it 
is better to start this process after a short diffusion time by assuming 1),( =tCF x  at all points. 
Because, it will increase the number of samples inside of the TF, which means better decision 
at the first step especially for noisy cases. In addition, the heat source must be initialized onto a 
smooth surface of the object, since the source localization to the edge pixel will give the wrong 
region statistic for our purpose. Fig. 1(c) and (d) respectively show the evolution and the final 
position of the TF. However, there is no need to continue diffusion, after the TF reaches its final 
position. For this reason, the position of the TF is controlled at each iteration and when there is 
no movement, diffusion is terminated automatically.  

The second stage of our approach is to use Geometric Heat Flow (GHF) which is a kind of 
anisotropic diffusion and is widely used for image denoising and enhancement. It diffuses along 
the boundaries of image features, but not across them. It derives its name from the fact that, 
under this flow, the feature boundaries of the image evolve in the normal direction in proportion 
to their curvature. Thus, GHF decreases the curvature of shapes while removing noise, in the 
images.  Edge directions are related to the tangents of the feature boundaries of an image B . 
Let η  denote the direction normal to the feature boundary through a given point (the gradient 
direction), and let τ  denote the tangent direction. Since η  and τ  constitute orthogonal 
directions, the rotationally invariant Laplacian operator can be expressed as the sum of the 
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second order spatial derivatives, ηηB  and ττB , in these directions and the heat conduction 
equation can be written without using the source term, 

⎟
⎠
⎞⎜

⎝
⎛ +=∇= ττηηαα BBBdtdB 2  (12) 

Omitting the normal diffusion, while keeping the tangential diffusion yields the GHF equation as  

⎟
⎠
⎞⎜

⎝
⎛ +

⎟
⎠
⎞⎜

⎝
⎛ +−

==
22

222

yBxB

xByyByBxBxyByBxxB
B

dt
dB αττα           (13) 

In our model, GHF is used to decrease curvature for the purpose of obtaining smooth 
boundaries and removing holes that appear because of noise. This is achieved as follows. 
Firstly, a segmented region is converted to a binary form by thresholding (setting those points 
greater than zero to white). 

2.3.2 Example Results 
By way of example, we show the operation of this algorithm on noisy medical images, such as 
determining the ventricle in the 177×178 image of a human heart shown in Fig. 3(a) with the 
heat source location, we observe some drawbacks in segmentation. The drawbacks are 
irregular boundaries and holes inside the segmented region, as shown in Fig. 3(b). These 
problems are solved by using the heat flow analogy. In our model, GHF is used to decrease 
curvature for the purpose of obtaining smooth boundaries and removing holes that appear 
because of noise. This is achieved as follows. Firstly, a segmented region is converted to a 
binary form as given below and also shown in Fig. 3(c), the final segmentation is shown in Fig. 
3(d) and (e), where there are 50 iterations of the evolution process. Since the ventricle image 
seems bimodal, we can also consider the final form of the control function as shown in Fig. 3(f). 
To smooth boundaries and remove holes, we simply continue with Eq. (11) and observe the 
result in Fig. 3(g) and (h). 
 

                                   
(a) Source position  (b) Final TF at 59=t       (c) ( )xB                        (d) ( )xS  

                                  
(e) Final shape after TF      (f) ( )xCF        (g) ( )xCF  after GHF    (h) Final shape 

FIGURE 10 Illustration of heat flow for image segmentation. GHF is applied both to the binary form of the 
TF segmentation, ( )xB , and to the control function ( )xCF  

 
Segmentation by TF is compared with the Active Contour Without Edges (ACWE) and Gradient 
Vector Flow Snake (GVFS). The evaluation is done on an irregular binary object with varying 
normal distributed noise N(μ,σ2), as shown at the top row in Fig. 11. The sum of squared error 
(SSE) between the segmented and the original image (without noise) is employed to quantify 
the performance of each algorithm. In this evaluation, the contours and the heat source are 
initialized inside the harmonic object. Fig. 12 shows performance of TF, ACWE and GVFS in 
respect of increasing noise (as illustrated in Fig. 11). It is observed that TF and ACWE perform 
much better than GVFS. The reason for this is that TF and ACWE use region based algorithms, 
on the other hand GVFS uses a gradient based algorithm, which is very sensitive to the noisy 
conditions. When we compare TF and ACWE, ACWE performs better than TF until 40≅σ .  
 

  On Using Physical Analogies for Feature and Shape Extraction in Computer Vision

  BCS International Academic Conference 2008 – Visions of Computer Science174



 
        (a) 0=σ                   (b) 40=σ                  (c) 60=σ                  (d) 80=σ                 (e) 100=σ  

FIGURE 11  Results for TF (second row), ACWE (third row) and GVFS (fourth row) with respect to 
increasing Gaussian noise in the image of size 100100 × . 

 

 
 

FIGURE 12  Performance of TF, ACWE and GVFS in increasing noise 
 

This appears to be due to the smoothing operation in TF. TF segments better than ACWE. The 
main reason is again the smoothing operation. TF applies smoothing after rough segmentation 
without any relation to the regional statistic constraints, while ACWE uses smoothness 
constraint with regional statistic constraints during the segmentation. After 80≅σ , it is seen that 
ACWE shows better performance than TF but all techniques start to fail in high noise, as 
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expected – see Fig. 11(e). ACWE segments many regions outside the harmonic region in the 
presence of high noise and then some of the segmented noise remains connected to the 
original region when we select the biggest region.  

 
Fig. 13 shows the segmentation of bimodal 118123 × human lung image by TF, CF and ACWE, 
where the initial contour for ACWE and the source position for TF are shown in Fig. 13(a)-(c), 
respectively, show the segmentation by TF and CF with the final result given by the white 
contour. Fig. 13(d) shows the segmentation by ACWE. All the parameters are same as in 
evaluation except the length parameter γ=0.08×102. All the evaluations and the simulation 
results are obtained by using MATLAB 7.0 on a Pentium IV computer, which runs Windows XP 
operating system with 3.2 GHz CPU and 1GB RAM. It is observed that TF and CF achieves 
segmentation with CPU=1.96 seconds and ACWE achieves with CPU=15.92 minutes.  This big 
difference in CPU time appears because of the computational complexity of ACWE that is 
implemented with level sets. It is also observed that CF can extract feature boundaries better 
than ACWE especially at the middle and at the bottom of the lung image. We have also 
extended the heat concept for feature extraction in images, via multiscale Fourier descriptions 
[18] (note that the original presentation by Fourier concerned heat). 
 

 
                  (a)                                        (b)                                       (c)                                      (d) 

FIGURE 13 Segmentation of human lung image by TF, CF and ACWE. (a) Initial contour and the source 
position. (b) Segmentation by TF is shown with white contour on the image. (c) Segmentation by CF.  (d) 

Segmentation by ACWE.  
       

3. CONCLUSIONS AND FURTHER WORK 

We have described how new approaches to shape extraction and to low-level processing can 
be achieved by using physical analogies. Many of the advantages of the new approaches are 
demonstrated by the results that can be provided. Gravitational force has demonstrated 
capability for filtering, whilst leading to feature extraction for biometrics. Our new shape 
extraction approaches evolve from initialisation to a target contour, guided by chosen image 
properties. Water flow has been demonstrated to good effect when determining shapes in 
images. Heat has been demonstrated capable of being used as a basis for smooth shape 
extraction. The new approaches to shape extraction have also proved much faster than a stock 
comparison technique. 

Naturally, the performance of any technique depends on the parameters used to control its 
operation. It is much easier to explore the effects of parameterisation when the computational 
basis is simpler, and advantage not enjoyed by the more advanced techniques for determining 
arbitrary shapes. The analogies used here have implemented basic analysis only and this lends 
itself to faster execution speed and a simpler choice for parameters. One advantage of the use 
of analogies is that extensions can be easily made to suit a chosen application. We anticipate 
that a more routine interface can be made to these new techniques and we are currently 
working to provide these new interfaces to enable wider migration of these new techniques. 
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Abstract: 
 

The SIFT algorithm (Scale Invariant Feature Transform) proposed by Lowe [1] 
is an approach for extracting distinctive invariant features from images. It has 
been successfully applied to a variety of computer vision problems based on 
feature matching including object recognition, pose estimation, image 
retrieval and many others. However, in real-world applications there is still a 
need for improvement of the algorithm’s robustness with respect to the 
correct matching of SIFT features. In this paper, an improvement of the 
original SIFT algorithm providing more reliable feature matching for the 
purpose of object recognition is proposed. The main idea is to divide the 
features extracted from both the test and the model object image into several 
sub-collections before they are matched. The features are divided into several 
sub-collections considering the features arising from different octaves, that is 
from different frequency domains. 
To evaluate the performance of the proposed approach, it was applied to real 
images acquired with the stereo camera system of the rehabilitation robotic 
system FRIEND II. The experimental results show an increase in the number 
of correct features matched and, at the same time, a decrease in  the number 
of outliers in comparison with the original SIFT algorithm. Compared with the 
original SIFT algorithm, a 40% reduction in processing time was achieved for 
the matching of the stereo images. 

 

1. INTRODUCTION 

The matching of images in order to establish a measure of their similarity is a key problem in 
many computer vision tasks. Robot localization and navigation, object recognition, building 
panoramas and image registration represent just a small sample among a large number of 
possible applications. In this paper, the emphasis is on object recognition.  
In general the existing object recognition algorithms can be classified into two categories: global 
and local features based algorithms. Global features based algorithms aim at recognizing an 
object as a whole. To achieve this, after the acquisition, the test object image is sequentially 
pre-processed and segmented. Then, the global features are extracted and finally statistical 
features classification techniques are used. This class of algorithm is particularly suitable for 
recognition of homogeneous (textureless) objects, which can be easily segmented from the 
image background. Features such as Hu moments [5] or the eigenvectors of the covariance 
matrix of the segmented object [6] can be used as global features. Global features based 
algorithms are simple and fast, but there are limitations in the reliability of object recognition 
under changes in illumination and object pose. In contrast to this, local features based 
algorithms are more suitable for textured objects and are more robust with respect to variations 
in pose and illumination. In [7] the advantages of local over global features are demonstrated. 
Local features based algorithms focus mainly on the so-called keypoints. In this context, the 
general scheme for object recognition usually involves three important stages: The first one is 
the extraction of salient feature points (for example corners) from both test and model object 
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images. The second stage is the construction of regions around the salient points using 
mechanisms that aim to keep the regions characteristics insensitive to viewpoint and 
illumination changes. The final stage is the matching between test and model images based on 
extracted features. 
The development of image matching by using a set of local keypoints can be traced back to the 
work of Moravec [8]. He defined the concept of "points of interest" as being distinct regions in 
images that can be used to find matching regions in consecutive image frames. The Moravec 
operator was further developed by C. Harris and M. Stephens [9] who made it more repeatable 
under small image variations and near edges. Schmid and Mohr [10] used Harris corners to 
show that invariant local features matching could be extended to the general image recognition 
problem. They used a rotationally invariant descriptor for the local image regions in order to 
allow feature matching under arbitrary orientation variations. Although it is rotational invariant, 
the Harris corner detector is however very sensitive to changes in image scale so it does not 
provide a good basis for matching images of different sizes. Lowe [1, 2, 3] overcome such 
problems by detecting the points of interest over the image and its scales through the location of 
the local extrema in a pyramidal Difference of Gaussians (DOG). The Lowe’s descriptor, which 
is based on selecting stable features in the scale space, is named the Scale Invariant Feature 
Transform (SIFT). Mikolajczyk and Schmid [12] experimentally compared the performances of 
several currently used local descriptors and they found that the SIFT descriptors to be the most 
effective, as they yielded the best matching results. SIFT improving techniques developed 
recently targeted minimization of the computational time [16, 17, 18], while limited research 
aiming at improving the accuracy has been done. The work presented in this paper 
demonstrates increased matching process performance robustness with no additional time 
costs. Special cases, similar scaled features, consume even less time. 
The high effectiveness of the SIFT descriptor has motivated the authors of this paper to use it 
for object recognition in service robotics applications [5]. Through the performed experiments it 
was found that SIFT keypoints features are highly distinctive and invariant to image scale and 
rotation providing correct matching in images subject to noise, viewpoint and illumination 
changes. However, it was also found that sometimes the number of correct matches is 
insufficient for object recognition, particularly when the target object, or part of it, appears very 
small in the test image with respect to its appearance in model image. In this paper, a new 
strategy to enhance the number of correct matches is proposed. The main idea is to determine 
the scale factor of the target object in the test image using a suitable mechanism and to perform 
the matching process under the constraint introduced by the scale factor, as described in 
Section 4. 
The rest of the paper is organized as follows. Section 2 presents the SIFT algorithm. The SIFT-
feature matching strategy is presented in Section 3. In Section 4 the proposed modification of 
the original SIFT algorithm is described and contributions are discussed. A performance 
evaluation of the proposed technique through the comparison of its experimental results with 
the results obtained using the original SIFT algorithm is given in Section 5. 

2. SIFT ALGORITHM 

The scale invariant feature transform (SIFT) algorithm, developed by Lowe [1,2,3], is an 
algorithm for image features generation which are invariant to image translation, scaling, 
rotation and partially invariant to illumination changes and affine projection. Calculation of SIFT 
image features is performed through the four consecutive steps which are briefly described in 
the following:  

• scale-space local extrema detection -  the features locations are determined as the local 
extrema of Difference of Gaussians (DOG pyramid). To build the DOG pyramid the 
input image is convolved iteratively with a Gaussian kernel of 1.6σ = . The last 
convolved image is down-sampled in each image direction by factor of 2, and the 
convolving process is repeated. This procedure is repeated as long as the down-
sampling is possible. Each collection of images of the same size is called an octave. All 
octaves build together the so-called Gaussian pyramid, which is represented by a 3D 
function ( , , )L x y σ . The DOG pyramid ( , , )D x y σ is computed from the difference of 
each two nearby images in Gaussian pyramid. The local extrema (maxima or minima) 
of DOG function are detected by comparing each pixel with its 26 neighbours in the 
scale-space (8 neighbours in the same scale, 9 corresponding neighbours in the scale 
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above and 9 in the scale below). The search for for extrema excludes the first and the 
last image in each octave because they do not have a scale above and a scale below 
respectively. To increase the number of extracted features the input image is doubled 
before it is treated by SIFT algorithm, which however increases the computational time 
significantly. In the method presented in this paper, the image doubling is avoided but 
the search for extrema is performed over the whole octave including the first and thelast 
scale. In this case the pixel comparing is carried out only with available neighbours.      

• keypoint localization - the detected local extrema are good candidates for keypoints. 
However, they need to be exactly localized by fitting a 3D quadratic function to the 
scale-space local sample point. The quadratic function is computed using a second 
order Taylor expansion having the origin at the sample point. Then, local extrema with 
low contrast and such that correspond to edges are discarded because they are 
sensitive to noise. 

• orientation assignment - once the SIFT-feature location is determined, a main 
orientation is assigned to each feature based on local image gradients. For each pixel 
of the region around the feature location the gradient magnitude and orientation are 
computed respectively as: 

( ) ( )
( ) ( )( )( , 1, ) ( , 1, ) ( 1, , ) ( 1, , )

2 2( , ) ( 1, , ) ( 1, , ) ( , 1, ) ( , 1, )

( , ) arctan L x y L x y L x y L x y

m x y L x y L x y L x y L x y

x y σ σ σ σ

σ σ σ σ

θ + − − + − −

= + − − + + − −

=
 (1) 

The gradient magnitudes are weighted by a Gaussian window whose size depends on 
the feature octave. The weighted gradient magnitudes are used to establish an 
orientation histogram, which has 36 bins covering the 360 degree range of orientations. 
The highest orientation histogram peak and peaks with amplitudes greater than 80% of 
the highest peak are used to create a keypoint with this orientation. Therefore, there will 
be multiple keypoints created at the same location but with different orientations.  

• keypoint descriptor - the region around a keypoint is divided into 4X4 boxes. The 
gradient magnitudes and orientations within each box are computed and weighted by 
appropriate Gaussian window, and the coordinate of each pixel and its gradient 
orientation are rotated relative to the keypoints orientation. Then, for each box an 8 bins 
orientation histogram is established. From the 16 obtained orientation histograms, a 128 
dimensional vector (SIFT-descriptor) is built. This descriptor is orientation invariant, 
because it is calculated relative to the main orientation. Finally, to achieve the 
invariance against change in illumination, the descriptor is normalized to unit length.  

3. SIFT FEATURES MATCHING 

From the algorithm description given in Section 2 it is evident that in general, the SIFT-algorithm 
can be understood as a local image operator which takes an input image and transforms it into 
a collection of local features. To use the SIFT operator for object recognition purposes, it is 
applied on two object images, a model and a test image, as shown in Figure 1 for the case of a 
food package. As shown, the model object image is an image of the object alone taken in 
predefined conditions, while the test image is an image of the object together with its 
environment. 
To find corresponding features between the two images, which will lead to object recognition, 
different feature matching approaches can be used. According to the Nearest Neighbourhood 

procedure for each 
1
iF  feature in the model image feature set the corresponding feature

2
j

F  

must be looked for in the test image feature set. The corresponding feature is one with the 

smallest Euclidean distance to the feature
1
iF . A pair of corresponding features  is 

called a match

( ),
1 2

jiF F

( ),
1 2

jiM F F . 

To determine whether this match is positive or negative, a threshold can be used.  
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FIGURE 1: Transformation of both model and test image into two collections of SIFT features;  
division of the features sets into subsets according to the octave of each feature proposed in this paper. 

 

If the Euclidean distance between the two features 
1
iF and 

2
j

F  is below a certain threshold, the 

match ( ),
1 2

jiM F F  is labelled as positive. Because of the change in the projection of the target 

object from scene to scene, the global threshold for the distance to the next feature is not 
useful. Lowe [1] proposed the using of the ratio between the Euclidean distance to the nearest 
and the second nearest neighbours as a thresholdτ . Under the condition that the object does 
not contain repeating patterns, one suitable match is expected and the Euclidean distance to 
the nearest neighbour is significantly smaller than the Euclidean distance to the second nearest 
neighbour. If no match is correct, all distances have a similar, small difference from each other. 
A match is selected as positive only if the distance to the nearest neighbour is 0.8 times larger 
than that from the second nearest one. Among positive and negative matches, correct as well 
as false matches can be found. Lowe claims [3] that the threshold of 0.8 provides 95% of 
correct matches as positive and 90% of false matches as negative. The total amount of the 
correct positive matches must be large enough to provide reliable object recognition. In the 
following an improvement to the feature matching robustness of the SIFT algorithm with respect 
to the number of correct positive matches is presented.  

4. AN IMPROVEMENT OF FEATURE MATCHING ROBUSTNESS IN THE SIFT 
ALGORITHM 

As discussed in previous section, the target object in the test image is part of a cluttered scene. 
In a real-world application the appearance of the target object in the test image, its position, 
scale and orientation, are not known a priori. Assuming that the target object is not deformed, all 
features of the target image can be considered as being affected with constant scaling and 
rotational factors. This can be used to optimize the SIFT-feature matching phase where the 
outliers' rejection stage of the original SIFT-method is integrated into the SIFT-feature matching 
stage.  

4.1 Scaling factor calculation 

As mentioned in Section 2, using the SIFT-operator, the two object images (model and test) are 
transformed into two SIFT-image feature sets. These two feature sets are divided into subsets 
according to the octaves in which the feature arise. Hence, there is a separate subset for each 
image octave as shown in Figures 1 and 2.   To carry out the proposed new strategy 

 

  Improved SIFT-Features Matching for Object Recognition

  BCS International Academic Conference 2008 – Visions of Computer Science182



 

of SIFT-features matching, the features subsets obtained are arranged so that a subset of the 
model image feature set is aligned with an appropriate subset of the test image feature set. The 
process of alignment of the model image subsets with the test image subsets is indicated with 
arrows in Figure 2. The alignment process is performed through the (n+m-1) steps, where n and 
m are the total number of octaves (subsets) corresponding to the model and test image 
respectively. For each step all pairs of aligned subsets must have the same ratio ν  defined 

as: 1 22 2ν =
o o

optk

, where o and o are the octaves of the model image subset and the test image 
subset respectively. At every step, the total number of positive matches is determined for each 
aligned subsets pair. The total number of positive matches within each step is indexed using the 
appropriate shift index k=o -o  . Shift index can be negative (Figures 2a, 2b and 2c), positive 
(2e, 2f and 2g) or equal to zero (Figure 2d). The highest number of positive matches achieved 
determines the optimal shift index  and consequently the scale factor . 

1 2

2 1

kopt S 2=

In order to realize the proposed procedure mathematically, a quality-integer function ( )xF is 
defined as: 
 

   (2) 

where is the number of positive matches between the i-th subset of the model 

image feature set 
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kx introduced for the sake of simplicity of equation 2.  
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The diagram showing the distribution of  over the range of the shift index  for the 
example shown in Figure 2 is presented in Figure 3. 
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FIGURE 2: Steps of the procedure for scale factor calculation. 
 

 

 

 

 
FIGURE 3: The quality-integer function F(k)  
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As evident from Figure 3, the quality-integer function F(k) reaches its maximum  

for the shift index  which corresponds to the scale factor 

))(max()( kFkF opt =

1== optkk 2=S . The optimal shift index 

defines a “domain of correct matches”. All matches outside this domain, including positive 
matches, are excluded. The positive matches from the domain of correct matches are used to 
determine the affine transformation (rotation matrix, and translation vector) between the two 
feature sets, using RANSAC method [15]. Once the transformation is calculated, every match, 
either positive or negative, within the domain of correct matches is examined whether it meets 
the already calculated transformation. If the match fulfils the transformation, it is labelled as a 
correct, otherwise as a false match. 

4.2 Retrieval of the correct matches 

Among all found matches it can happen that a lot of correct matches exceed Lowe's 
thresholdτ . In order to retrieve these correct matches, the ratio between the Euclidean distance 
to the nearest and the second nearest feature neighbour must be reduced. This can be done 
either by reducing the smallest distance 0

1 1 2D ( , )jiF F  or by increasing the next smallest 

distance 1
2 1 2( , )jiD F F . In practice, the first alternative is impossible while the enlargement of 

next smallest distance can be achieved by limiting the search area for both the nearest and next 

nearest feature to the feature 
1
iF  within a specified domain. For a better explanation of this 

idea, suppose that a feature 1
iF  from the model image feature set is correctly assigned to the 

feature 0
2

jF  from the test image feature set. Also, suppose that 1
2

jF  is the second nearest 

feature to the 1
iF while 2

2
jF  is the second nearest feature to it when the search is limited only 

to the octave in which the 0
2

jF  is found. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

FIGURE 4: Saving the correct matches that may exceed Lowe's threshold. 
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Since 1 2

2 1 2 3 1 2D ( , ) D ( , )j ji iF F F F≤  always holds the following: 
0 01 2

1 1 2 2 1 2 1 1 2 3 1 2D ( , ) D ( , ) D ( , ) D ( ,j j )j ji i i iF F F F F F F F≥  is obtained.  
Thus, by reducing the search area it is possible to decrease the ratio related to the feature 

and make it less than threshold1
iF τ . In this way the number of correct matches is increased. 
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4.3 Complexity and cost of time 

An additional result of the research presented in this paper is consideration of the improvement 
of the original SIFT algorithm with respect to the processing time. As first, it can be shown that 
the original SIFT procedure and the procedure developed in this paper complete the matching 
procedure in the same time. 
Assuming that the number of features in the model object image is: 0 1 .......... nh h h h 1−= + + + , 

and in the test image: 0 1 .......... 1l l l lm= + + + − , where n and m are the total number of octaves 
corresponding to the model and test image respectively.  
Thus, the complexity of original SIFT-matching procedure is proportional to the product 

.The complexity of the proposed approach, which can be seen from Figure 2, is 
proportional to the following sum of the products: 

.1P l h=

0

1 0

1 1 0 0

1 2 0 1

1 0

0

2 1

1 2
.

.

.........1 1 2 2 3 3
.........2 1 3 2

.

.

1 2
11

1 0 0
h

P l hm

l h l hm m

l h l h l h l h l hm n m n m n

l h l h l h l hm n m n

l h l hn n
j mi n

l h ln i ji j

= ⋅ +−
⋅ + ⋅ +− −

⋅ + ⋅ + ⋅ + + ⋅ + ⋅ +− − − − − −

⋅ + ⋅ + + ⋅ + ⋅ +− − − −

⋅ + ⋅ +− −
= −= −

+ ⋅ = ∑ ∑− = =

   (3) 

Substituting
1 1

,
0 0

h
j m i m

l l hjj i

= − = −
i= =∑ ∑

= =
in (3) one obtains: 

1 11
.2 0 00

h
i n i nj m

P l li j ii ij

= − = −= −
= =∑ ∑∑

= ==
.h l h=

1 1

i

      (4) 

which is equal to the product  corresponding to the complexity of the original SIFT matching 
procedure. 

1P

The above condition represents the complexity of the proposed matchin procedure when no a-
priory information about the scaling factor of corresponding features is available, that is when 
the procedure consist of all (n+m-1) steps as explained in Section 4.1. However, in some 
applications the complexity is reduced. For example,, if the two images to be matched are 
images of stereo camera system with small baseline, all corresponding features should have the 
same scale. Hence the proposed matching procedure is carried out with only one step 
corresponding to the shift index  In this case, the complexity of the proposed procedures 
is reduced, since it is proportional to the sum of the following products: 

.0=k

0 0 1 1. . ....... .3P l h l h l hn n= + + + − −        (5) 
In order to determine the amount of reduced processing time in comparison to original SIFT 
procedure, it is assumed that the number of extracted features in the lower octave with respect 
to the higher octave is decreased 4 times due to the down-sampling by the factor of 2 in both 
image directions. Hence, it is assumed that: 

1 14. , 4.l i i il h h− −≈ ≈ .         (6) 

Substituting (6) in both products  and , defined with (4) and (5) respectively, one obtains: 2P 3P
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From (7) and (8) the ratio 
2 3

P P  is given as: 
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Substituting (10), the ratio (9) becomes: 
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Hence, the matching time cost in the case of matching stereo images is reduced 1.67 times in 
comparison to the original SIFT method. 

5 RESULTS 

In this section a performance evaluation of the proposed improvement of the Lowe’s SIFT 
feature matching algorithm is presented. Since the goal is to achieve a trade-off between the 
increasing the number of correct matches and minimizing the number of false matches for an 
object image pair consisting of test and model object images, the performance of the proposed 
method is evaluated using the popular Recall-Precision metric [14]. As mentioned in Section 3, 

two SIFT features 1
iF and 2

j
F  are matched when the SIFT descriptor of the feature 2

j
F  has 

the smallest distance to the descriptor of feature 1
iF  among distances corresponding to all other 

extracted features. If the ratio between the Euclidian distances to the nearest neighbour and to 
the second nearest neighbour is below a thresholdτ , the match is labelled as positive, 
otherwise as negative. Among positive and negative labelled matches, correct as well as false 
matches can be found. Thus there are four different possible combinations through the following 
confusion matrix: 
 

 Actual positive Actual negative 
Predicted positive TP FP 
Predicted negative FN TN 

TABLE 1: The confusion Matrix 
 
During the matching of an image pair the elements of the confusion matrix are counted. The 
value of τ is varied to obtain the Recall versus 1-Precision curve, with which the result are 
presented.  
Recall and 1- Precision are calculated based on the following definitions [14]:  

( )TP FNRecall TP += , ( )1 Pr TP FPecision FP +− = .     (11) 
The algorithms were tested by matching real images of the scenes from working scenarios of 
the robotic system FRIEND II. containing different target objects to be recognized (bottles, 
packages, and etc), acquired with the stereo camera system of FRIEND II robot.  
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Two main types of experiments were run to discuss the difference between the original SIFT 
and the proposed optimized SIFT matching algorithm. In the first experiment, the model images 
of two different objects, a bottle of the "mezzo mix" drink and a coffee filters package, were 
matched with the corresponding test object images using the original and proposed improved 
SIFT matching algorithm. The experimental results are illustrated in Figure 6. As evident, the 
appearance of the target objects in the test images is different from their appearance in model 
images due to different conditions such as illumination during the image acquisition, viewpoint, 
partial occlusion etc. the advantage of the proposed matching technique over the original SIFT 
matching technique is evident from Figure 6. Beside the examination of the results illustration in 
Figure 6, performance evaluation can be done by examination of the recall versus 1-precision 
curve shown in Figure 5. the curves are obtained by varying the threshold from 0.5 till 1.0.    
In the second experiment images of a scene from the robot FRIEND II environment, captured by 
the robot stereo camera system, were matched to evaluate the optimizing of the computational 
matching time of the proposed approach with respect to the original SIFT. The experimental 
results are given in the Table 2. The experimentally obtained ratios of the processing time of 
original SIFT and processing time of proposed technique slightly differ from the ratio derived in 
section 4 because the assumption assumed the proof does not necessarily hold. The matching 
process was carried out using a Pentium IV 1GH processor with, images of size 1024X768 
pixels. 

Key-points number 
in stereo images 

Original SIFT matching Improved SIFT matching 
 

left right Matching 
time (sec) 

Number of 
inliers 

Matching time 
(sec) 

Number of inliers 

217 229 0.140 111 0.025 133 

777 640 0.790 284 0.230 325 

3014 2233 10.760 605 4.950 683 

6871 6376 69.810 751 47.790 856 

 
TABLE 2: Comparison of the stereo images matching time.  

 
 

 
 

 
 

FIGURE 5: Recall versus 1-Precision curves or the original and optimized SIFT matching methods   f
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FIGURE 6: (left column) matching result with original SIFT, (right column) matching result with 
improved SIFT. 

6 CONCLUSIONS 

In this paper an improvement of the original SIFT-algorithm developed by Lowe was proposed. 
This improvement corresponds to enhancement of feature matching robustness, so the number 
of correct SIFT features matches is significantly increased while nearly all outliers are 
discarded. Also the matching time cost for the case of extracted features into subsets 
corresponding to different octaves. The new proposed approach was tested using real images 
acquired with the stereo camera system of FRIEND II robotic system. The presented 
experimental results show the effectiveness of the proposed approach. 
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Automatic recognition of Pain expression has potential medical significance. In this 
paper we present results of the application of an automatic facial expression 
recognition system on sequences of spontaneous Pain expression. Twenty 
participants were videotaped while undergoing thermal heat stimulation at non-
painful and painful intensities. Pain was induced experimentally by use of a Peltier-
based, computerized thermal stimulator with a 3 × 3 cm2 contact probe. Our aim is to 
automatically recognize the videos where Pain was induced. We chose a machine 
learning approach, previously used successfully to categorize the six basic facial 
expressions in posed datasets [1, 2] based on the Transferable Belief Model. For this 
paper, we extended this model to the recognition of sequences of spontaneous Pain 
expression. The originality of the proposed method is the use of the dynamic 
information for the recognition of spontaneous Pain expression and the 
combination of different sensors: facial features behavior, transient features and the 
context of the expression study. Experimental results show good classification rates 
for spontaneous Pain sequences especially when we use the contextual information. 
Moreover the system behaviour compares favourably to the human observer in the 
other case, which opens promising perspectives for the future development of the 
proposed system. 

Keywords: Spontaneous facial expressions, Pain, Transferable Belief Model, Classification 

1. INTRODUCTION 

The interpretation of facial expressions, and particularly expressions of emotion, is critical to 
everyday social interactions [3]. The study of human facial expressions has an impact in several 
areas of life such as art, social interaction, medicine, security and human-computer interaction 
(HCI). Other applications of automated systems for facial expressions recognition is in affect-
related research like cognitive psychology, psychiatry, and neuropsychology, where such 
systems can improve research quality by improving the reliability of measurements. Most 
importantly, it can speed up the currently tedious, manual task of processing data on human 
affective behavior, notably using the Facial Action Coding System (FACS) developed by Ekman 
[4, 5, 6]. For all these applications an automatic facial expressions classification system is 
necessary.  
 
Most of the past work on automatic facial expression analysis has been dedicated to the 
analysis of posed facial expression and was not always applicable in real-life situations [16, 22]. 
Indeed, spontaneous facial expressions are often characterized by subtle changes of facial 
features while the acted facial expressions are characterized by exaggerated changes of facial 
features [7]. Therefore, the focus of the research in the field has started to shift to automatic 
analysis of spontaneously displayed facial expressions [7, 8, 9, 10, 11, 6]. Moreover, from the 
overall state of the art in the field few efforts have been made towards detection of deliberately 
non-basic affective states such as attentiveness [12], fatigue [13, 14], and pain [8, 15]. 
 
Extending our approach [2], we applied machine learning to the task of automatic recognition of 
spontaneous Pain expressions involving subjects undergoing thermal heat simulation of painful 
intensities [16]. We focused on Pain because of its potential medical significance, for example, 
as a pain assessment tool in individuals who are not able to communicate Pain verbally (e.g. 
newborns, individuals with pronounced cognitive impairments [17, 18, 19]).  
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This paper reports on a method of dynamic, multi-cue and context depend recognition of 
spontaneous Pain sequences and aims at making new contributions to the already proposed 
models. 
 
The first step for automatic facial expression recognition implies face and facial features 
segmentation. But if we consider the state of the art in face detection and facial features 
localization as well as tracking, noisy and partial data should be expected [20]. Therefore, facial 
expression analyzer should be able to deal with noisy and partial data and to generate 
conclusions so that the associated certainty varies with the certainty of face and facial points 
localization and tracking [20, 6]. The Transferable Belief Model (TBM) [33] is well adapted to 
deal with these considerations and is then chosen as analyzer. It facilitates the integration of a 
priori knowledge and can deal with uncertain and imprecise data. The TBM has been used in 
several applications such as image processing, geoscience, medicine, robotics and defense 
[21, 22] and more recently in the analysis and the recognition of human facial and body 
behavior [1, 2, 23, 24].  
 
In the case of Pain expression, in addition to the permanent facial features behaviour (like 
eyebrows and mouth), one important part in the automated system was (brow lower) [8]. 
Moreover, the mechanisms used by the human visual system, remains the best automatic facial 
expression recognition system. In a recent study, Roy et al. [25, 26] have made a finer and less 
biased analysis [27] of the importance of facial features for the discrimination of the basic facial 
expressions including the facial expression of Pain. Their findings showed that Nasal root 
wrinkles are one of the prominent facial features that drive the human observer for the 
recognition of Pain expression. Based on these findings nasal root wrinkles are analyzed in 
combination with the permanent facial features for spontaneous Pain recognition. 
 
In addition to the static facial feature information, it is important to note that in daily life facial 
expressions are not static, but are the result of dynamic and progressive combinations of facial 
features deformations. Bassili and more recently Ambadar [44] have shown that facial 
expressions can be more accurately recognized from image sequences than from single 
images. Moreover, it has been shown that temporal dynamics of facial behavior represent a 
critical factor for distinction between spontaneous and posed facial behavior [7, 28, 4, 6], as well 
as for categorization of complex behaviors like Pain, shame, and amusement [4]. Pain 
sequences shall be analyzed to take into account the temporal dynamics of the facial features 
and the decision shall be taken over the whole sequence. 
 
Another limitation of the existing models is their context-independent classification. A few 
attempts have been made towards context dependent interpretation of the observed facial 
expression [29, 13, 30, 31, 32]. However facial expressions are accordingly displayed in a 
particular context, such as the location (outdoor, indoor), the situation (driving a car or being 
treated in a hospital), the task undergoing, the other people involved, the identity and 
personality of the expresser [20, 6]. However, to the best of our knowledge, no vision-based 
model takes into account the context of the application for spontaneous expression recognition. 
Here we present a model that integrates a context variable in order to refine the recognition process.  
 
The proposed work is a new development of the previously proposed system [2] applied to the 
dynamic recognition of spontaneous Pain expression in spontaneous videos. To summarize, the 
originality of the proposed method is twofold: (1) the fusion of different sensors: the permanent 
facial features deformation (such as eyes, eyebrows and mouth), the transient features 
information (nasal root wrinkles) and the context of the expression production (e.g. medical 
context); (2) the use of the dynamic behavior of these sensors for the recognition of sequences 
of spontaneous Pain expression. 
 
The fusion process of all these pieces of information is based on the TBM which is well-adapted 
to design a fusion approach where various independent sensors or sources of information 
collaborate together to provide a more reliable decision [33, 34]. Moreover, most of the already 
proposed models map facial expressions directly into the basic facial expressions proposed by 
Ekman and Friesen [35] and are not able to model the doubt between several facial expressions 
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in the recognition process. This property is important considering that ”binary” or ”pure” facial 
expressions are rarely perceived (people usually display mixtures of facial expressions [50]. The 
TBM based model has proven its ability to deal with all these considerations for the recognition 
of the basic facial expressions [2, 23]. Here we demonstrate the suitability of this model also for 
the recognition of spontaneous Pain expression sequences. 
 
The remainder of the paper is organized as follows: first, we describe the facial expression 
databases we used to train and evaluate the system; second, we describe briefly the main 
features of our automatic facial expression system and describe the fusion process using the 
TBM; third, we present the model of temporal classification and the final fusion and decision 
process of Pain expressions sequences, introducing a context variable; finally we present the 
classification results both on spontaneous and acted Pain expressions, emphasizing not only on 
the good performances but also on the quality of the information extracted from the video 
sequence.  

2. FACIAL EXPRESSION DATA 
Experiments in this paper are run across two databases: a spontaneous Pain expression 
database and an acted facial expressions database (STOIC). 

2.1 Spontaneous Pain Expression Database 
In most facial expression databases, facial expressions are acted. These acted facial 
expressions differ in appearance and timing from spontaneously occurring facial expressions 
[7]. Here, we describe the creation of a spontaneous Pain expression database during a study 
conducted in a lab at the Institut Universitaire de Gériatrie de Montréal. Subjects were 
participating in a study on the relation between Pain catastrophizing and facial responsiveness 
to Pain in healthy, Pain-free individuals.  
 
2.1.1 Description of stimulus material 
In the database videos, Pain was induced experimentally by mean of a Peltier-based, 
computerized thermal stimulator (Medoc TSA-2001; Medoc Ltd, Ramat Yishai, Israel) with a 3 × 
3 cm2 contact probe. The contact probe was attached to the left lower leg. Baseline temperature 
was always set to 38°C. 1 non-painful (1 °C below the individual pain threshold) and 2 painful 
thermal stimuli (2 – 3 °C above the individual pain threshold) were applied in a random order. 
The temperature increased from baseline with a heating rate of 4°C/s to the pre-set 
temperatures, remained at a plateau for 5 seconds and returned to baseline with a rate of 4°C/s. 
ISIs varied between 30-35 seconds.  
The faces of subjects were videotaped (see Figure 1). The video camera was placed in front of 
the subject at a distance of approximately 4 m. Before applying a stimulus, subjects were 
always instructed to focus on an emotionally neutral picture being positioned next to the camera 
in order to ensure a frontal view of the face. Subjects were also instructed not to talk during 
thermal stimulation. To mark the onset of stimulation on the videotape (for further analysis), we 
switched on a light signal concurrently. The light was visible to the camera but not to the subject 
(see Figure 1).
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FIGURE 1: Examples from the spontaneous Pain sequences 

2.1.2 FACS 
Facial expressions displayed on each frame of the obtained videos have been analysed using 
the Facial Action Coding System (FACS) [35]. This system is based on anatomical analysis of 
facial muscle movements and distinguishes 44 different action units (AUs). These are the 
minimal numbered units of facial activity that are anatomically separate and visually 
distinguishable. The intensity for each action unit was rated on a 5-point scale (A – E) with A 
being the least intense of the action and E the maximum strength of the action. A FACS coder 
(qualified by passing an examination given by the developers of the system) identified the 
frequency of all 44 AUs and the intensity of 42 AUs (AUs 45 and 46 do not allow for intensity 
coding). A special software designed for analysis of observational data (the Observer Video-Pro 
(Noldus Information Technology)) was used to segment the videos and to enter the FACS 
codes into a time-related data-base. Time segments of 5 seconds beginning just after stimulus 
had reached maximum were selected for scoring.  
The database was used for the validation of the proposed model. 

2.2 Posed Expression Database 
We also used the STOIC dataset (see Figure 2) developed and validated by Roy and 
collaborators from the Université de Montréal [36]. It is one of the latest facial expressions 
dataset validated by human observers. 
Videos were recorded using a camera located directly in front of the subjects (students from 
theatrical schools) who were asked to perform the six basic facial expressions (Fear, 
Happiness, Surprise, Anger, Sadness, and Disgust) as well as Pain and Neutral expressions. 
Fifteen videos of facial expressions unambiguously recognized as Pain by 25 human observers 
were employed. The database was divided in two parts: the training set (10 of the Pain videos) 
and the test set (the remaining five videos). 
The training set was used to define the rules for Pain expression recognition. The rules 
correspond to the facial feature deformations (and then the corresponding characteristic 
distance states) leading to the maximization of the correlation between the human and the 
system performances. This process allows defining a combination rules (from all the possible 
ones) based on human observer validation (see Table 1). This process was also carried out on 
the basic facial expressions plus Neutral expression but will be presented separately in another 
paper.  
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FIGURE 2: Example of Pain sequences from the STOIC database 

3. AUTOMATIC SYSTEM 

This paper proposes a new development of our model on facial expressions classification [2]. 
The model is based on the comparison of the permanent facial features (eyes, eyebrows and 
mouth) deformations to their neutral state using the TBM [33]. It is able to recognize pure 
expressions plus Neutral as well as doubt between the basic facial expressions (Joy, Surprise, 
Fear, Disgust, Sadness, Anger). It is also able to deal with all facial feature configurations that 
does not correspond to any of the cited expressions (Unknown expressions). In the following, 
the system is generalized for the recognition of Pain expression in video sequences using 
fusion of visual and contextual information.  

3.1 Characteristic distance measurements 
The first step in the Hammal et al. [2] facial expression model is the extraction of the contours of 
the permanent facial features (eyes, eyebrows and mouth—see Hammal et al. [37]). A specific 
parametric model is defined for each deformable feature. Several characteristic points are 
extracted in the image to be processed to initialize each model (for example, eyes corners, 
mouth corners and brows corners). In order to fit the model with the contours to be extracted, a 
gradient flow (of luminance and/or chrominance) through the estimated contour is maximized. 
The chosen models are flexible enough to produce realistic contours for the mouth, the eyes 
and the eyebrows.  More details about this method have already been presented in [37] (see 
Figure3). 
 
Based on the segmentation results of the first frame a set of characteristic points is selected 
and tracked in the remaining of the sequence. The algorithm we used to track these facial 
points is the Lucas-Kanade feature-tracking algorithm [38]. To be the most robust possible the 
characteristic point positions are re-detected automatically at each eye blink. Indeed the 
spontaneous expressions are slower than the acted expressions and thus the tracking process 
of the characteristic points is sufficient. Figure 3 shows an example of the characteristic points 
tracking. 
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FIGURE 3: Characteristic points tracking and the corresponding characteristic distances. 
 
From the segmentation results, the permanent facial features deformations occurring during 
facial expressions according to the Neutral state are measured by five characteristic distances 

! 

D1, 

! 

D2 , 

! 

D3 , 

! 

D4  and 

! 

D5  (see Figure 3). 
In a recent modeling process of a psychophysical experiment modeling the visual cues used by 
human observer for the classification of the six basic facial expressions Hammal et al. proved 
that these characteristic distances summarize the most important information necessary for the 
classification process [23]. 
 
A numerical to symbolic conversion is then carried out using a fuzzy-like model for each 
characteristic distance 

! 

Di (see TBM section and Hammal et al. [2]). It allows the conversion of 
each numerical value to a belief in five symbolic states reflecting the magnitude of the 
deformation. 

! 

Si if the current distance is roughly equal to its corresponding value in the Neutral 
expression, 

! 

Ci
+ (vs. 

! 

Ci
" ) if the current distance is significantly higher (vs. lower) than its 

corresponding value in the Neutral expression, and 

! 

Si"Ci
+  (vs. 

! 

Si"Ci
#) if the current distance 

is neither sufficiently higher (vs. lower) to be in 

! 

Ci
+ (vs. 

! 

Ci
" ), nor sufficiently stable to be in 

! 

Si 
(see Figure 4 for example). 
In order to determine the current expression (according to the characteristic distances), a fusion 
process of the states of the characteristic distances is then performed based on the 
Transferable Belief Model (see section 4). The TBM has already demonstrated its suitability for 
the classification of the basic facial expressions [1, 2, 23]. The authors have validated their 
model on the two well-known benchmark databases (the Cohn-Kanade database [39] and 
CAFE database [40]) and on their own database (Hammal-Caplier database [41]).  

3.2 Transient features 
In the current modeling, adding to the permanent facial features deformation, transient features 
(Nasal root wrinkles) are also used for the classification process. The choice of the Nasal root 
wrinkles is due to their appearance in the Pain expression [42]. Moreover, more recently Roy 
and collaborators [25,26] have made a finer and less biased analysis of the importance of facial 
features for the discrimination of the basic facial expressions as well as Pain expression for 
human observer. The experiment revealed the precise effective filters for the categorization of 
the six basic expressions as well as Neutral and Pain. Their results prove that the nasal root 
wrinkles correspond to one of the most important visual cues used by human observer for Pain 
expression recognition.  
Based on the eyes characteristic points (inner eyes corners) the nasal root area is selected for 
wrinkles detection (see Figure 4). In the selected area the Nasal root wrinkles detection is 
based on the Canny edge detector. The presence or absence of wrinkles is decided by 
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comparing the number of edge points in the nasal root in the current expressive image with the 
number of edge points in the nasal root of a Neutral facial image. If there are about twice more 
edge points in the current image than in the reference image, wrinkles are considered to be 
present. Figure 4 shows an example of nasal root detection. The Canny edge threshold is set 
by expertise but is kept constant over all the databases. We take a high threshold to minimize 
the risk of errors.  Then based on TBM modeling (see section 4.2) the system will keep the 
doubt instead of taking the risk of making a wrong decision. 

 

 
 

FIGURE 4: Example of nasal root wrinkles detection 

3.3 The contextual information 
As reported by some researchers [6, 20] a largely unexplored area for facial expressions 
recognition is that of context dependency.  Without context, even human may misunderstand 
the observed facial expression. Yet, with the exception of a few studies investigated the 
influence of context on affect recognition, all existing approaches to machine analysis of human 
affect are context insensitive [6].  
Then, an important related issue that should be addressed in all affect recognition is how to 
make use of information about the context.  
The aim of the proposed work is to prove the suitability of the TBM to easily adding one or more 
context variables in the model of facial expressions classification. 
In the case of our application -Pain recognition- several contextual variables can be defined: the 
place, the task, the answer to a writing question, etc. These contextual variables allow reducing 
the set of the expected facial expressions. In the current paper only the place is used. It 
consists of the place where the expression is done. This place variable can take two values 
medical or not (considering that the expresser is in the hospital or not) and where the aim is to 
identify if the videotaped expression is painful or not. 
The context variable is introduced for Pain recognition in the present study but it can be easily 
generalized for the other expressions defining a set of rules conditions for each one of them. 
For example, as reported by [20] Smiling in the context of downward head pitch, communicates 
embarrassment rather than Joy (the results for the basic facial expressions will be presented 
separately in another paper).  
 
The context variable is then added to the permanent facial features and transient features as a 
refinement “sensor” for the classification process. Once all the required information is collected, 
a fusion architecture based on the TBM is done (see section 6). 

4. FUSION PROCESS BY THE TRANSFERABLE BELIEF MODEL  

In a realistic interaction environment, a facial expression analyzer should be able to deal with 
noisy and partial data and to generate its conclusion with confidence that reflects uncertainty of 
output of face and face point localization and tracking [6]. The Transferable Belief Model (TBM) 
is then chosen as analyzer. 
The TBM is a model of representation of partial knowledge [43, 44] and can be understood as a 
generalization of probability theory. It can deal with imprecise and uncertain information 
explicitly defining doubt states and provides a number of tools for the combination of this 
information [33, 34]. It considers the definition of the frame of discernment 

! 

" = H1,...,HN{ } of N 
exclusive and exhaustive hypotheses characterizing some situations. It means that the solution 
to the problem is unique and is one of the hypotheses of 

! 

". The TBM is well adapted to design 
a fusion approach where various independent sensors or sources of information collaborate 
together to provide a more reliable decision.  
The TBM has already proved its suitability for the classification of the basic facial expressions 
[1, 2]. It has also proved its ability to deal with partially occluded facial parts, optimizing all the 
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available information to take the best possible decision and its performances compare favorably 
to those of human observer in experimental conditions [23]. 
Based on these considerations, the proposed model for the classification of spontaneous Pain 
expression is based on the TBM fusion process of all the information resulting from the 
characteristic distance states, with the addition of the nasal root wrinkles and the context 
information (medical context). 

4.1 The basic belief assignment of the characteristic distances: 
Using the TBM approach requires the definition of the Basic Belief Assignment (BBA) 
associated to each independent source of information. 
The BBA 

! 

m
Di

"Di  of each characteristic distance state 

! 

Di
 is defined as:  

 
                                                            

! 

m
Di

"Di : 

! 

2
"Di # 0, 1[ ]  

   

! 

A
"Di # m

Di

Di
(A),

! 

m
Di

"Di

A#2"Di

$ =1               (1) 

where 

! 

"Di = {Ci
+
,Ci

#
,Si}, the power set 

! 

2
"Di = {{Ci

+
},{Ci

#
},{Si},{Si,Ci

+
},{Si,Ci

#
},{Si,Ci

+
,Ci

#
}} the frame 

of discernment, 

! 

{Si,Ci
+
} (vs. 

! 

{Si,Ci
"
}) the doubt state between 

! 

Ci
+ (vs. 

! 

Ci
") and 

! 

Si . 

! 

m
Di

"Di

(A)  is the 
belief in the proposition 

! 

A " 2
#Di  without favoring any of propositions of A in case of doubt 

proposition. This is the main difference with the Bayesian model, which implies equiprobability 
of the propositions of A. A is called focal element of 

! 

m
Di

"Di

(A)  whenever 

! 

m
Di

"Di

(A) > 0. Total 
ignorance is represented by 

! 

m
Di

"Di

("Di ) =1. To simplify, 

! 

{Ci
+
} is noted 

! 

C
+ and 

! 

{Si,Ci
"
}  is noted 

! 

S"C
+  (i.e. 

! 

S  or 

! 

C
+). 

The piece of evidence 

! 

m
Di

"Di  associated with each symbolic state given that the value of the 
characteristic distance

! 

Di is obtained by the function depicted in Figure 5. The threshold values 
{a, b, c, d, e, f, g, h} have been derived by statistical analysis on the Hammal-Caplier database 
(Hammal-Caplier database [41]) for every characteristic distance. Details can be found in 
Hammal et al. [2]. 

 
FIGURE 5: Model o f basic belief assignment based on characteristic 

distance Di. For each value of Di, the sum o f the pieces of 
evidence of the states of Di is equal to 1. 

4.2 The basic belief assignment of the transient features 
 
The BBA 

! 

m
TF

"TF of the nasal root wrinkles is defined as:  
                                                          

! 

m
TF

"TF : 

! 

2
"TF # 0, 1[ ] 

! 

B
"TF # m

TF

"TF

(B),

! 

m
TF

"TF

B#2"TF

$ =1               (2) 

where 

! 

"TF = {P,A} , the power set 

! 

2
"TF = {{P},{A},{P,A}} the frame of discernment,

! 

P  means 
that the nasal root wrinkles are present and 

! 

A  means that they are absent. From the frame of 
discernment only the states 

! 

P  (we are sure that the wrinkles are present) and the state 

! 

P" A  
(we don’t know) are considered (the notation are simplified like the section 4.1).  
The piece of evidence 

! 

m
TF

"TF =1 is associated with each symbolic state given that the presence 
or the absence of the transient features. The detection threshold has been derived by statistical 
analysis on the Hammal-Caplier and the STOIC databases [41, 36]. 
As reported above (see section 3.2), we take a high threshold to minimize the risk of errors. 
Then if the number of wrinkles pixels is higher than the threshold, the system is sure that the 
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nasal root wrinkles are present (

! 

m
TF

"TF

(P) =1) otherwise the system keeps the doubt instead of 
taking the risk of making a wrong decision and then (

! 

m
TF

"TF

(P# A) =1). 
The nasal root wrinkles are used for the Pain identification as reported in the Table 2. The 
detection of the nasal root wrinkles allows a refinement of the classification eliminating the 
expressions: Happy, Surprise, Fear, Sadness and Neutral reducing the number of the possible 
expressions to 3 rather than 8. Indeed, in addition to Pain expression, the Nasal root wrinkles 
can also be present in the case of Anger and Disgust expressions.  
To summarize: 
- If the nasal roots are present: the current expression is Pain or Anger or Disgust (without 
favoring any of them) and the corresponding piece of evidence is computed as: 

-  

! 

mTF

"TF
(P) = mTF

"TF
(Pain# Anger#Disgust) =1  

 
- If they are absent: the current expression is one of the 8 expressions with the piece of 
evidence: 

-  

! 

mTF

"TF
(P# A) = mTF

"TF
(Pain# Anger#Disgust#Happy# Surprise# Fear# Sadness#Neutral) =1

 
 

 Pain Anger Disgust Happy Surprise Fear Sadness Neutral 
Nasal root 
wrinkles 

! 

P" A  

! 

P" A  

! 

P" A  

! 

A  

! 

A  

! 

A  

! 

A  

! 

A  

 
TABLE 1: Rules table based on the nasal root wrinkles for Pain detection 

4.3 The basic belief assignment of the context variable 
The BBA 

! 

m
CT

"CT of the contextual variable is defined as:  
                                                           

! 

m
CT

"CT : 

! 

2
"CT # 0, 1[ ]  

       

! 

C
"CT # m

CT

"CT

(C),

! 

m
CT

"CT

C#2CT

$ =1               (3) 

where 

! 

"CT = {MC,NMC}, the power set 

! 

2
"CT = {{MC},{NMC},{MC,NMC}} the frame of 

discernment,

! 

MC  means medical context (the expresser is in a medical context then it is more 
likely that the expected expression corresponds to Pain ) and 

! 

NMC means not medical context, 

! 

MC"NMC  means that we don’t have any idea of the context of the expresser (then the 
expected expression can be one of the 8). From the frame of discernment only the states 

! 

MC  
(we are sure) and the state 

! 

MC"NMC  (we don’t know) are taken into account (the notation 
are simplified like the section 4.1).  
The piece of evidence 

! 

m
CT

"CT  associated with each symbolic state given that the context of the 
sequence acquisition is medical or not. It corresponds to the answer to the question: are we 
trying to know if the expresser is painful or not? -. Then if this is the case the piece of evidence 
of the state 

! 

MC  is equal to 1 (

! 

m
CT

"CT

(MC) =1), otherwise the piece of evidence of the state 

! 

MC"NMC  is equal to 1 (

! 

m
CT

"CT

(MC#NMC) =1).  
The piece of evidence of the corresponding expressions is computed as: 
 

- If we are in a medical context, trying to know if the expresser is painful or not, the pieces of evidence 
of the corresponding expressions is: 

! 

m
CT

"CT

(MC) = m
CT

"CT

(Pain) =1 
 

- Otherwise the pieces of evidence of the corresponding expressions is: 
 

! 

mCT

"CT
(MC#NMC) = mCT

"CT
(Pain# Anger#Disgust#Happy# Surprise# Fear# Sadness#Neutral) =1

 
In the case of our application the variable state corresponding to the context is defined manually 
according to the fact that the expresser is in a medical context and we are trying to know if its 
current state is painful or not.  
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However, the context variable allows only refining the already obtained classification results 
(based on the facial sensors) where Pain is already recognized or where the system hesitates 
between Pain and another expression (see section results). 
Moreover as reported above we can have several contextual variables according to the 
expressions and the context information we want to model. We are working on that 
development of our model for a contextual recognition of the six basic facial expressions.  
In order to prove the refinement process based on the use of the context variable, two 
simulations are presented for the recognition of spontaneous Pain expressions sequences: with 
the use of the context variable and without the use of the context variable. 

5. TEMPORAL INFORMATION FOR FACIAL EXPRESSION CLASSIFICATION 

Temporal dynamics of human facial behaviour is a critical factor for the interpretation of the 
facial expressions [7, 44] and is moreover essential for categorization of complex psychological 
states like various types of Pain and Mood [45].  
In the following we take into account the dynamic behavior of the permanent facial features for 
the classification process of sequences of facial expressions introducing their temporal behavior 
pattern. 
The described model has been proposed for the 3 facial expressions Joy, Disgust and Surprise 
[46] and has been generalized for the 8 facial expressions (Joy, Disgust, Surprise, Sadness, 
Fear, Anger and Pain as well as Neutral). However as we are interested in the Pain expression 
classification only the results related to Pain and especially spontaneous Pain sequences are 
reported in this paper. To our knowledge this is the one of the first tentative to explicitly model 
the dynamic behavior for the recognition of sequences of spontaneous Pain expressions. 
The temporal information is introduced at two levels: first by taking into account at each time t 
the information at time t-1; second by combining all these information from the beginning until 
the end of the sequence to take the decision. 

5.1 Basic belief assignment prediction of the characteristic distance states 
The main idea is to define an evolution model for the permanent facial features behavior and 
then the corresponding characteristic distance states. The model predicts the basic belief 
assignment 

! 

mt  at time t according to the basic belief assignment 

! 

mt"1 at time 

! 

t "1  (it is 
assumed that the two BBAs are close because the information between two consecutive frames 
is strongly related). Indeed, spontaneous facial expressions are slower in time than posed facial 
expressions [cohnsmile04, valstarpantic06]. 
The temporal model consists in defining the conditional pieces of evidence, gathered in a 

”transition matrix” for each characteristic distance. The predicted basic belief assignment 

! 

m
^

D j ,t , 

! 

t (1" j " 5)  defined on 

! 

2
"D j consists in predicting the pieces of evidence 

! 

mDj ,t  of the 
characteristic distance states at time t according to their pieces of evidence 

! 

mDj ,t"1 at time t − 1. 
The predicted basic belief assignment is computed at each time t by the combination of a 
transition matrix 

! 

M(Dj )  and the computed basic belief assignment at time t−1 in the following 
way: 

                                         

! 

m
^

D j ,t = M(Dj )"mDj ,t#1                                   (4) 
Where: 
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The elements of the matrix M(Dj) are the fraction of the mass to be in a given state at time t 
knowing the state at time t−1. This matrix corresponds to the temporal evolution model; it is 
defined for each characteristic distance independently of the subject and of the expression. 
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Temporal evolution model 
The temporal evolution model corresponds to the transition matrix composed of a distribution of 
conditional pieces of evidence [47]. These pieces of evidence correspond to the pieces of 
transition from each proposition A of the frame of discernment at time t−1 (previous frame) to 
each one of the possible propositions B at time t (current frame) and is noted 

! 

mDj [A](B)  (A 
and B 

! 

" S,C
+
,C

#
,S$C

+
,S$C

#{ }). For example, for a considered distance 

! 

Dj , 

! 

mDj [S](C
+
) 

corresponds to the piece of evidence (the belief) 

! 

mDj (C
+
)  at time t such as 

! 

mDj (S) =1 at time t 
− 1. 
For each characteristic distance Dj (1≤j≤5), all the conditional pieces of evidence are gathered 
in the corresponding transition matrix 

! 

M(Dj )  as:  
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where the sum of all the conditional pieces of evidence belonging to the same column is equal 
to 1 and the matrix dimensions is [5X5]. 
 
The piece of evidence of the transitions are learned using the Hammal-Caplier database and 
have already been validated for the three expressions Joy, Surprise and Disgust [46] and 
generalized for the six basic facial expressions plus Neutral plus Pain. In this paper only Pain 
results are reported. Tested on spontaneous sequences the proposed model proves its 
generalization and robustness for news data. 
 
The conditional basic belief assignment can be defined between each two consecutive frames 
(t−1, t) ((

! 

mDj ,1→

! 

mDj ,2 ), (

! 

mDj ,2→

! 

mDj ,3 ), …, (

! 

mDj ,t"1→

! 

mDj ,t );  1 ≤ t ≤ N,  N the total number of 
frames per sequence). 
Then it exists a transition matrix 

! 

Mi

e

(Dj )  for each distance 

! 

Dj , for each subject i and for each 

expression e noted 

! 

Mi

e

(Dj )  such as: 

! 

mDj ,t= Mi

e

(Dj )"mDj ,t#1    (5) 
 
Equation 5 is defined for one transition between (t−1, t). To obtain the transitions on the whole 
sequence, the 

! 

mDj ,t  and 

! 

mDj ,t"1 are concatenated in 

! 

Mi(D j ,2..N )

e  (resp. 

! 

Mi(D j ,1..N"1)

e ) 
corresponding to the BBA of the considered distance 

! 

Dj , for the subject i from the frame 2 until 
N (resp. 1 until N-1) for the expression e such as: 
 

! 

Mi(D j ,2..N )

e

=
Mi

e

(Dj )"Mi(D j ,1..N#1)

e    (6) 
 
or more detailed: 
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It has to be noted that the elements of each column of these matrices correspond to the BBA 
associated to the characteristic distance 

! 

(Dj )  for the considered subject i and the expression e 
in the current frame. For example, for the proposition S in 

! 

Mi
e
(D j ,2..N ) , 

! 

mDj ,2 (S)  corresponds to 
the piece of evidence of the state S for the subject i in the frame 2 for the expression e. 
 
To define the transition matrix (see equation 8) for each distance independently of the subjects 
and independently of the studied expressions, the matrices 

! 

Mi
e
(D j ,2..N )  (resp. 

! 

Mi
e
(D j ,2..N"1)) are 

concatenated over all the subjects i (1 ≤ i ≤ 11) and over all the expressions e (e ∈ {Joy, 
Surprise, Disgust, Fear, Sadness, Anger, Pain}) to define the transition matrix 

! 

M(Dj )  (1 ≤ j ≤ 
5) for each distance Dj as:  

         

! 

M(Dj ) = M1..11(D j ,2..N )

ha,sp,dg, fe,sa ,an
*M1..11(D j ,1..N"1)

ha,sp,dg, fe,sa,an
"1

             (7) 
 

where ha: Happy, sp: Surprise, dg: Disgust, fe: Fear, sa: Sadness, an: Anger.  
Equation 7 leads to an over determined system. The matrix 

! 

M(Dj )  is then computed as its 
optimum solution in the least square sense [46]. 
 
The transition matrix has been already validated for the three expressions (Joy, Disgust and 
Surprise [46]). This paper describes its generalization for Spontaneous Pain expression. 

5.2 Sequence expressions classification 
A facial expression is the result of progressive deformations of a set of facial features appearing 
at different times and without any defined appearance order (asynchronously) [46].  
Spontaneous facial expression is characterized by a beginning, one or more apexes and an end 
[7].   
In each expression sequence, the beginning is detected as the first frame where at least one of 
the permanent facial features (and then the corresponding characteristic distances) is no more 
in the stable state S (Neutral); the end is detected as the first frame where all the permanent 
facial features (and then the corresponding characteristic distance states) have come back to 
the stable state S. However there is no way to detect the apexes of one expression sequence. 
The proposed method deals with this consideration. The recognition of Sequence of Pain 
expression is done taking into account all the available information (previously facial features 
deformation) between each pair of beginning and end frames. Then the BBAs of the 
characteristic distance states at each frame in this interval are computed as described in section 
4.1 and combined based on the rules table (see Table 1) to define the expression 
corresponding to all these deformations. 

Processing  
Once the beginning of the expression has been detected, the analysis of the distance states is 
made inside an increasing temporal window Δt. The size of the window Δt increases 
progressively at each time from the beginning until the end of the expression. Then, at each 
time t, the whole set of the previous information (the past states of the characteristic distances 
and then the corresponding facial features behavior) is taken into account to classify the current 
expression sequence. 
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This allows to explicitly deal with the dynamic of the facial expression and more importantly with 
asynchronous facial features deformations. Once the beginning is detected, the classification 
consists in defining at each time t the basic belief assignment BBA of the characteristic distance 
states defined on 

! 

C
+
,C

"
,S#C

+
,S#C

"{ } according to their past basic belief assignments from 
the beginning until the current frame. To do this, at each time t, inside the current window Δt 
and for each characteristic distance, a criterion has to be used to select its corresponding state 
according to its previous behavior. The selection is made according to the number of 
appearance of each symbolic state in 

! 

C
+
,C

"
,S#C

+
,S#C

"{ } noted 

! 

Nb
"t
(state)  (see Equations 9 

for example) and their integral (sum) of plausibility noted

! 

Pl
"t
(state)  computed inside the temporal 

window 

! 

"t  (see Equation 10 for example). These rules have been already validated for the 3 
expressions Joy, Disgust and Surprise in [46] and are generalized for the Pain expression in 
this paper. 
For instance, for a characteristic distance 

! 

Dj  and for the state = 

! 

C
+: 
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Kt (C
+
) =

1 if mD j (C
+
) " 0

0 otherwise
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& % 
1' t ' (t  ;  (8)        
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Nb
"t
(C

+
) = Kt (C
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)

t=1

"t

#  ;            (9)                       

! 

Pl
"t
(C

+
) = (mDj (C

+
) +

t=1

"t

# mDj (S$C
+
))          (10) 

 
where 

! 

Kt  indicates the occurring or not of a symbolic state at time t. 
From these two parameters 

! 

Nb
"t
(state)  and 

! 

Pl
"t
(state) , some rules are used to choose the 

distance states at each time t inside the temporal window Δt [46] as: 
    • If only one singleton state appears inside the increasing window, this one is chosen to be the state 
of the   
      studied characteristic distance. 
    • If two singleton states appear, the most plausible state between them is chosen. 
    • If only doubt states appear, the most plausible one between them is chosen 

At the beginning, all the distances are in the stable state S and change only if one of the other 
states appear in the increasing window. In this case the corresponding state is chosen 
according to the rules defined above. 
 
The piece of evidence associated to each chosen state corresponds to its maximum peace of 
evidence inside the current temporal increasing window. Finally at time t between the beginning 
and the end of the expression sequence, once the basic belief assignments of all the 
characteristic distances are defined, the corresponding expression is selected according to the 
rules table (see Table 1). Then it is fused to the information produced by the nasal root wrinkles 
and the context variable to give the best possible decision. 
 
The salient character of this classification is that a decision can be made at each time t taking 
into account all the past basic belief assignment of the characteristic distance states (and then 
the whole dynamic of the corresponding facial features) from the beginning until the current 
frame [46]. At the beginning of the sequence all the expressions are in the set of possible 
expressions and, during the sequence, this set is progressively reduced. When reaching the 
end (the current frame is then the last frame of the sequence), the decision depends explicitly 
on all the past basic belief assignments of the characteristic distance states and gives the 
classification on the entire expression sequence. 

6. FUSION PROCESS 

The main feature of the TBM is the powerful combination operator [33, 48] that integrates 
information from different sensors. In the current case the sensors are the characteristic 
distance states, the nasal root wrinkles and the contextual variable. However it requires the 
definition of the fused information on the same frame of discernment.  
The fusion process is done in three successive steps at each time (frame) of the sequence: first 
the fusion of all the characteristic distance states; then combination of the obtained results to 
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the nasal root wrinkles and finally combination to the context of the application to refine the 
classification results. 

6.1 Fusion of the characteristic distances information 
Based on the facial feature deformations associated with Pain expression, this latter is 
characterized by a set of characteristic distance states according to the rule displayed in Table 
1 (see [2] for the rules of the six basic facial expressions). This mapping has been obtained 
from the Pain expression sequences validated by human observers on the STOIC database 
[36]. From these rules and in order to take into account all the available information, the facial 
expression classification is first based on the TBM fusion process of all the

! 

Di states.  
The BBAs 

! 

m
Di

"Di of the states of the characteristic distances are defined on different frames of 
discernment. For the fusion process, it is necessary to redefine the BBAs on the same frame of 
discernment 

! 

2
" , where 

! 

" = { Happiness( E1 ), Surprise ( E 2 ), Disgust ( E 3 ), Fear ( E 4 ), Anger ( E 5 ), Sadness( E 6 ), Pain ( E 7 ), Neutral( E 8 )}
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Neutral 
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S  
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S  
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S  

! 

S  

! 

S  
 

TABLE 2: Rules table for Pain recognition  
 
From the rules table and the BBAs of the states of the characteristic distances 

! 

m
Di

"Di , a set of 
BBAs on facial expressions 

! 

m
Di

"Di  is derived for each characteristic distance 

! 

Di. In order to 
combine all this information, a fusion process of the BBAs 

! 

m
Di

" of all the states of the 
characteristic distances is performed using the conjunctive combination rule [33, 34] (see 
equation 11) and results in 

! 

m
" the BBA of the corresponding expressions:  

                                                     

! 

m
"

= #m
Di

"                                           (11) 

For example, if we consider two characteristic distances 

! 

Di and 

! 

Dj  with two BBAs 

! 

m
Di

" and 

! 

mDj

" derived on the same frame of discernment, the joint BBA 

! 

mDi , j
 is given using the 

conjunctive combination (orthogonal sum) as: 
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"
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where 

! 

A , 

! 

E  and 

! 

F  denote propositions and 

! 

E" F  denotes the conjunction (intersection) 
between the propositions 

! 

E  and 

! 

F . This leads to propositions with a lower number of elements 
and with more accurate pieces of evidence.  
The results of the characteristic distances combination are then refined by their combination 
with the nasal root wrinkles and the context information. 

6.2 Fusion of the characteristic distances results with nasal root wrinkles and the 
contextual information 
From the BBAs of the nasal root wrinkles states 

! 

m
TF

"TF and the context variable 

! 

m
CT

"CT a set of 
BBAs on facial expression is also derived

! 

m
TF

" ,

! 

m
CT

"  respectively. The results of the combination 
of the characteristic distances are then combined by the conjunctive combination with those of 
the nasal root wrinkles as reported by the following equation: 
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where 

! 

G , 

! 

A  and 

! 

B denote propositions and 

! 

A" B denotes the conjunction (intersection) 
between the propositions 

! 

A  and 

! 

B. 
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Finally the combination of the characteristic distances and the nasal root wrinkles are combined 
by the conjunctive combination with those of the context variable as reported by the following 
equation: 
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"
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D,TF
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"
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D,TF

"
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"
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where 

! 

H , 

! 

G  and 

! 

C  denote propositions and 

! 

G"C  denotes the conjunction (intersection) 
between the propositions 

! 

G  and 

! 

C . 

7. DECISION PROCESS 

The decision is the ultimate step of the classification process. It consists in making a choice 
between various hypotheses 

! 

Ee  and their possible combinations. Making a decision is 
associated with a risk except if the result is sure (

! 

m(Ee ) =1). Several decision criteria can be 
used [33, 34]. 
In this paper the decision was made using the pignistic probability BetP [49] as: 

    

! 

BetP :"# [0, 1]

! 

I" BetP(I) =
m

#
(H)

(1$m#
(%))&Card(H)

,
H'#,I (H

) * I ( #           (15) 

where 

! 

"  corresponds to the conflict between the sensors. 

8. CLASSIFICATION OF SPONTANEOUS VERSUS ACTED PAIN 

The simulation results were obtained on the 20 spontaneous pain sequences obtained on the 
experimental condition described in section 2.1 and the 15 videos sequences of the STOIC 
database (validated by human expert). 
Our simulations aimed at, first, proving the generalization of the proposed model for all the facial 
expressions and its robustness to identify Pain expression, discriminating it from the six basic 
facial expressions plus Neutral and second, proving the refinement role of the contextual 
information. Three simulations were carried out: first, the system performed a 2-alternatives 
choice between Pain and Neutral without the use of the context variable; second, it performed 
an 8-alternatives choice between Pain and the six basic facial expressions plus Neutral without 
the use of the context variable and finally it performed the same 8-alternatives choice using the 
context variable. 
Figure 5 presents an example of the information displayed during the analysis of the Pain 
expression sequences. The interface is divided into five different regions: on top left, the current 
frame to be analyzed; on top middle the result of the static classification (based only on the 
information at the current frame, here this is a Pain expression with a Pignistic probability equal 
to 1); on top right, the result of the dynamic classification which corresponds to the classification 
of the sequence since the beginning until the current frame 94 (here Pain sequence with a 
Pignistic probability equal to 1, see section 5); on bottom left, the current states of the 
characteristic distances and their pieces of evidence; on bottom right, the corresponding facial 
features deformations.  
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FRAME 6: User interface displaying the classification information extracted during a sequence. Top left: 
current frame; top middle, BBAs of the expressions; Top right, classification results (MaxPigni :maximum 
pignistic probability); bottom left, estimation of the distance states and the corresponding facial features 

deformations with their pieces of evidence 

8.2 Spontaneous pain results 
In this section we investigate how the proposed model performed on “spontaneous” Pain 
sequences. Our investigation includes the generalization to a new database, as well as head 
movement with both in-plane and out-of-plane rotations. The results are presented on 20 
subjects. 
In the first simulation the system performed a 2-alternatives choice between Neutral and Pain 
facial expressions. The classification rates compare favorably (70%) with the already reported 
classification rates on spontaneous facial expressions. However, this comparison remains 
difficult to do as their approach differ in several characteristics (the systems were applied on 
different expressions, they either classify expressions or Action Units and they are tested on 
different databases). Based on a 2-alternatives choice, the Ignorance state corresponds to the 
cases where the Pignistic probabilities of Pain and Neutral are equal (0.5). Having only two 
expressions this state corresponds to total ignorance of the system (30%) (see Table 3). 
 

 Pain Ignorance 
Pain 70 30 

   
TABLE 3: Classification results (%) of spontaneous Pain sequences in the case of two-alternatives choice 
 
In order to know if the system was able to recognize Pain expression and discriminate it from 
the six basic facial expressions as well as Neutral, a second simulation was carried out where 
the system performed an 8-alternatives choice between the six basic facial expressions as well 
as Neutral and Pain. It has to be noted that such an 8-alternatives classification has never been 
done on spontaneous Pain expressions. The classifications rates are reported in Table 4.  
The row (Sadness, Pain + Anger, Pain) corresponds to the cases where the system recognizes 
at the same time Pain expression with one of the two expressions Sadness or Anger. In these 
cases the two couple of expressions Pain/Sadness or Pain/Anger are recognized with the same 
Pignistic probability (Pain=0.5 and Sadness=0.5 or Pain=0.5 and Anger=0.5). Pain is then 
recognized equiprobably with Sadness or with Anger. Similarly the row (Sadness, Anger, Pain) 
corresponds to the cases where the three expressions are recognized equiprobably (Pignistic 
probability equal to 0.33).  
To summarize, the system recognizes spontaneous Pain expression but mix (or doubt) with 
Sadness or Anger at the same time. In these cases the system is sure that the current 
expression is one of these 2 and never one of the 6 other expressions. Considering hospital 
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context application (waiting room, older people under camera monitoring), such as information 
is more than sufficient to alert somebody in charge that the patient is suffering Pain. A human 
observer (medical doctor or nurse) can then confirm or not this information. 
Moreover, the obtained results reflect the ability of the proposed model to deal with the 
perception of mixture of facial expressions (people usually do not display “pure” facial 
expressions [50]). The obtained results are comforted by the results of Roy and collaborators 
where human observers where asked to classify Pain expression in the 8-alternatives choice. 
Interestingly, the model shows a striking similarity with humans who also misclassify Pain with 
Sadness or with Anger expressions [25, 26].   
In the third simulation, the context variable is added to the 8-alternatives choice to refine the 
classification results. Results show that the doubt (between Pain, Sadness and Anger) is solved 
(Table 4). This result proves the usability of the context variable in our application. We obtain a 
classification rate of 77%  which compares favorably to the previous results on automatic 
recognition of spontaneous expressions.  
The ignorance state corresponds to the case where the system recognizes at the same time the 
8 facial expressions with the same Pignitic probability (.0125). This case corresponds to the 
total ignorance of the system. 

 
 Happy Disgust Surprise Fear Sadness Anger Pain Neutral Sadness, 

Pain 
+Anger, 
Pain 

Sadness, 
Anger, 
Pain 

Sadness, 
Anger 

Ignorance 

Pain 
(without 
context 
variable) 

0 0 0 0 0 0 0 0 62 15 15 8 

Pain (with 
context 
variable) 

0 0 0 0 0 0 77 0 0 0 15 8 

 
TABLE 4: Classification results (%) of spontaneous Pain sequences in the case of an 8-alternative choice 

without context variable (first row) and with context variable (second row) 
 

As a conclusion, all these results show the ability of the proposed model to deal with 
spontaneous Pain sequences and to take advantage of the context information. It also shows its 
robustness when applied to new sets of data (not used for training). 

8.1 Acted pain results 
The classification results are also reported on the acted database (the Stoic database validated 
by human observer). In the first simulation the system performed a 2-alternatives choice 
between Neutral and Painful. The classification rates are higher than spontaneous Pain 
expressions (92.3%) while the Ignorance rates decrease significantly (7.7%) (see Table 5). 
 

 Pain Ignorance 
Pain 92.3 7.7 

 
TABLE 5: Classification results (%) of acted Pain sequences in the case of two-alternatives choice 

  
 Happy Disgust Surprise Fear Sadness Anger Pain Neutral Sadness, 

Pain  
Smile, Disgust, 
Pain 

Pain (without context 
variable) 

8 0 0 0 0 0 0 0 15 77 
Pain (with context 

variable) 
8 0 0 0 0 0 92 0 0 0 

 
TABLE 6: Classification results (%) of spontaneous Pain sequences in the case of  an 8-alternative choice 

without context variable (first row) and with context variable (second row) 
 

Similarly to the spontaneous Pain simulation, the system was tested on an 8-alternatives choice 
with and without context variable. The classification rates are reported in Table 6. In this 
database, the doubt is no longer between the expected expressions (Sadness and Anger) but 
between Smile and Disgust expressions. These results emphasize the difference between the 
acted and the spontaneous expressions especially for Pain expression.  
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As for the spontaneous results, the combination with the context variable leads to solve this 
doubt leading to a good classification results (92%). 
 
The classification results for acted and spontaneous Pain sequences and especially the 
difference between the mixed expressions in each case opens promising perspectives for future 
development of the model aiming at discriminating between acted and real Pain expressions.    

CONCLUSION 

Here we presented results for the classification of spontaneous Pain expression. The system 
proves its suitability to deal with spontaneous sequences and gives good classification results, 
encouraging our future work on other spontaneous facial expressions. Moreover, it allows 
modeling the doubt between expected expressions revealing the same confusion as the ones 
obtained by a human observer. The good classification rates in the two databases and the 
difference between the misclassified expressions gives us indications for our current 
development of the model and its ability to dissociate between acted and real Pain expressions.  
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Outlier detection has recently become an important problem in many industrial and 
financial applications. Often, outliers have to be detected from data streams that 
continuously arrive from data sources. Incremental outlier detection algorithms, 
aimed at detecting outliers as soon as they appear in a database, have recently 
become emerging research field. In this paper, we develop an incremental version of 
connectivity-based outlier factor (COF) algorithm and discuss its computational 
complexity. The proposed incremental COF algorithm has equivalent detection 
performance as the iterated static COF algorithm (applied after insertion of each 
data record), with significant reduction in computational time. The paper provides 
theoretical and experimental evidence that the number of updates per such 
insertion/deletion does not depend on the total number of points in the data set, 
which makes algorithm viable for very large dynamic datasets. Finally, we also 
illustrate an application of the proposed algorithm on motion detection in video 
surveillance applications.  

Keywords Data mining, Data streams, Outlier detection, Incremental algorithm 

1. INTRODUCTION 

Despite the enormous amount of data being collected in many scientific and commercial 
applications, particular events of interests are still quite rare. These rare events, very often 
called outliers or anomalies, are defined as events that occur very infrequently (their frequency 
ranges from 5% to less than 0.01% depending on the application). Detection of outliers (rare 
events) has recently gained a lot of attention in many domains, ranging from video surveillance 
and intrusion detection to fraudulent transactions and direct marketing. For example, in video 
surveillance applications, video trajectories that represent suspicious and/or unlawful activities 
(e.g. identification of traffic violators on the road, detection of suspicious activities in the vicinity 
of objects) represent only a small portion of all video trajectories. Similarly, in the network 
intrusion detection domain, the number of cyber attacks on the network is typically a very small 
fraction of the total network traffic. Although outliers (rare events) are by definition infrequent, in 
each of these examples, their importance is quite high compared to other events, making their 
detection extremely important. 

Data mining techniques developed for this problem are based on both supervised and 
unsupervised learning. Supervised learning methods typically build a prediction model for rare 
events based on labeled data (the training set), and use it to classify each event [1]. The major 
drawbacks of supervised data mining techniques include: (1) necessity to have labeled data, 
which can be extremely time consuming for real life applications, and (2) inability to detect new 
types of rare events. In contrast, unsupervised learning methods typically do not require labeled 
data and detect outliers as data points that are very different from the normal (majority) data 
based on some measure [2]. These methods are typically called outlier/anomaly detection 
techniques, and their success depends on the choice of similarity measures, feature selection 
and weighting, etc. They have the advantage of detecting new types of rare events as 
deviations from normal behavior, but on the other hand they suffer from a possible high rate of 
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false positives, primarily since previously unseen (yet normal) data can be also recognized as 
outliers/anomalies.  

Very often, data in many rare events applications (e.g. network traffic monitoring, video 
surveillance, flight record data) arrives continuously at an enormous pace thus posing a 
significant challenge to analyze it. In such cases, it is important to make decisions quickly and 
accurately. If there is a sudden or unexpected change in the existing behavior, it is essential to 
detect this change as soon as possible. Assume, for example, there is a computer in the local 
area network that uses only limited number of services (e.g., Web traffic, telnet, ftp) through 
corresponding ports. All these services correspond to certain types of behavior in network traffic 
data. If the computer suddenly starts to utilize a new service (e.g., ssh), this will certainly look 
like a new type of behavior in network traffic data. Hence, it will be desirable to detect such 
behavior as soon as it appears especially since it may very often correspond to illegal or 
intrusive events. Even in the case when this specific change in behavior is not necessary 
intrusive or suspicious, it is very important for a security analyst to understand the network traffic 
and to update the notion of the normal behavior. Further, on-line detection of unusual behavior 
and events also plays a significant role in video and image analysis [3-5]. Automated 
identification of suspicious behavior and objects (e.g., people crossing the perimeter around 
protected areas, leaving unattended luggage at the airport, cars driving unusually slow or 
unusually fast or with unusual trajectories) based on information extracted from video streams is 
currently very active research area. In addition, there are many aviation systems that have 
incorporated Health and Usage Management systems as standard equipment on the aircraft to 
collect data during the flight. Other potential applications include traffic control and surveillance 
of commercial and residential buildings. These tasks are characterized by the need for real-time 
processing (such that any suspicious activity can be identified prior to making harm to people, 
facilities and installations) and by dynamic, non-stationary and often noisy environment. Hence, 
there is necessity for incremental outlier detection that can adapt to novel behavior and provide 
timely identification of unusual events. 

Recently, there have been several density-based anomaly detection algorithms (LOF-Local 
Outlier Factor) algorithm [6], COF (Connectivity Outlier Factor) [7], LOCI (Local Correlation 
Integral) [8] that have been successfully applied in many domains for outlier detection in a batch 
mode. In this paper, we propose a novel incremental COF algorithm that is appropriate for 
detecting anomalies from data streams. There has only been a limited research in incremental 
(on-line) anomaly detection algorithms, and to the best of our knowledge, there is only 
incremental LOF algorithm [15] proposed so far. The proposed incremental COF algorithm 
provides equivalent detection performance as the static COF algorithm. The paper proves that 
insertion of new data points as well as deletion of obsolete points influence only limited number 
of their nearest neighbors and thus insertion/deletion time complexity per data point does not 
depend on the total number of points N. Our experiments performed on both simulated and real 
life data sets have demonstrated that the proposed incremental COF algorithm can be very 
successful in detecting anomalies in various data streaming applications. 

2. BACKGROUND 

Outlier detection techniques [9] can be categorized into several groups: statistical, distance 
based, profiling and model-based approaches. In statistical techniques [e.g., 2], the data points 
are typically modelled by means of a stochastic distribution, and points are subsequently 
labelled as outliers with regards to their relationship with the model. Distance based approaches 
[e.g., 6, 8] detect outliers by using computed distances among points. Clustering-based 
techniques have been used to detect outliers either as side products of the clustering algorithms 
(e.g., points that do not belong to clusters or clusters that are significantly smaller than others) 
[e.g., 10]. In profiling methods, profiles of normal behaviour are built using different data mining 
techniques or heuristic-based approaches, and deviations from them are considered as outliers 
(approach used, e.g., in network intrusions). Model-based approaches first characterize the 
normal behaviour using some predictive models [e.g., 11], and then detect outliers as deviations 
from the learned model. 
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Initially proposed outlier detection algorithms determine outliers once all the data records 
(samples) are present in the dataset. We refer to these algorithms as static outlier detection 
algorithms. In contrast, incremental outlier detection techniques [12, 13, 14] identify outliers as 
soon as new data record appears in the dataset. Incremental outlier detection was also used 
within more general framework of activity monitoring [12]. In addition, Domingos and Hulten [13] 
proposed broad requirements that incremental algorithms need to meet, while Yamanishi and 
Takeuchi [14] used on-line discounting distributional learning of Gaussian mixture model and 
scoring based on the estimated probability density function. Pokrajac et al [15] proposed an 
incremental variant of local outlier factor algorithm, with asymptotic time complexity equal to the 
time complexity of static LOF algorithm. 

In this study, we propose an incremental connectivity outlier factor (COF). The main idea of the 
static COF algorithm [7, 9] is to assign to each data record a degree of being outlier. This 
degree is called the connectivity-based outlier factor (COF) of a data record. Data records 
(points) with a high COF have average local connectivity smaller than their neighbourhood and 
typically represent strong outliers, unlike data records belonging to uniform clusters that usually 
tend to have lower COF values. The algorithm for computing the COFs for all data records has 
the following steps: 

1. For each data record p find set Nk (p) of its k nearest neighbours (k-NN); 

2. Find set based nearest (SBN) path s and corresponding set based nearest trail (SBN trail) 
e={e1,… ek} from p on Nk(p)∪{p}. Here, the set based nearest (SBN) path from data record p1 
on set Nk(p) is a sequence of records s={p1,p2,…,pr} such that for all 1 1i r≤ ≤ − , pi+1 is the 
nearest neighbour of set {p1,…,pi} in {pi+1,…,pr} [7]. SBN trail is the sequence of edges e = {e1,… 
ek}, where each edge connects two consecutive nearest neighbours from the SBN path. 

3. Compute the average chaining distance from p1 to Nk - {p1}, denoted by ac-distNk(p)∪p(p1) and 
defined as:   
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where dist(ei) denotes distance between nodes comprising an edge. The average chaining 
distance from p1 to Nk-{p1} is the weighted sum of the cost description of the SBN trail for some 
SBN path from p1, and can also be viewed as the average of the weighted distances in the cost 
description of the SBN-trail. Larger weights are assigned to the earlier terms [7]. 

4. Compute connectivity-based outlier factor (COF) at data record p with respect to its k-
neighbourhood using the following formula: 
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COF is computed as ratio of the average chaining distance from data record p to Nk(p) and the 
averaged average chaining distances at the record’s neighbourhood. 

In order to fully realize the need for incremental outlier detection techniques, it is important to 
understand that applying static COF outlier detection algorithms to data streams would be 
extremely computationally inefficient. Namely, static COF algorithm may be applied to data 
streams in the following “iterated” fashion: re-apply the static COF algorithm every time a new 
data record pc is inserted into the data set. However, since every time a new record is inserted, 
the algorithm recomputes COF values for all the data records from the data set. With time 
complexity of COF algorithm of O(n·log n) (for moderate dimension of the data records) [7], 
where n is the current number of data records in the data set, total time complexity for this 
“iterated” approach, after insertion of N records, is: 
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An alternative approach would be to perform static COF periodically after inserting particular 
data blocks. However, such “periodic” scheme cannot identify exact time when an outlier 
appears in the database and cannot detect outliers that would later be classified as normal 
records, due to non-stationarity in the dataset [15].  

Our proposed incremental COF algorithm is designed to provably provide the same results in 
detecting outliers as the “iterated” COF. It is achieved by consistently maintaining for all existing 
records in the database the same COF values as the “iterated” COF algorithm. The incremental 
COF algorithm that we propose has time complexity O(N⋅logN) thus clearly outperforming the 
static “iterated” COF approach. After all N data records are inserted into the data set, the final 
result of the incremental COF algorithm on N data records is independent of the order of 
insertion and equivalent to the static COF executed after all the data records are inserted.  

3. METHODOLOGY 

When designing incremental COF algorithm, we have been motivated by two aims. First, the 
result of the incremental algorithm must be equivalent to the result of the “iterated” static 
algorithm every time when a new record is inserted into a data set. Also, there should not be a 
difference between applying incremental COF and the static COF when all data records up to a 
considered time instant are available. Second, asymptotic time complexity of incremental COF 
algorithm has to be comparable to the static COF algorithm. In order to have feasible 
incremental algorithm, it is essential that, at any time moment, insertion/deletion of the data 
record results in small (preferably limited) number of updates of algorithm parameters. 
Specifically, the number of updates per insertion/deletion must be independent of the current 
number of records in the dataset. Otherwise, the time complexity of the incremental COF 
algorithm would be Ω(N2) (N is the size of the final dataset). In this section, we provide efficient 
schemes for insertion and deletion of records for the incremental COF algorithm and discuss 
their time complexities. 

3.1 Incremental COF algorithm 

The proposed incremental COF algorithm computes COF value for each data record inserted 
into the data set and instantly determines whether inserted data record is an outlier. In addition, 
COF values for existing data records are updated if needed. 

3.1.1. Insertion  

In the insertion part of the incremental COF (incCOF) algorithm, the following two tasks are 
performed: a) insertion of new record in the database and computation of ac-dist and COF for 
the new record; b) maintenance, when ac-dist and COF values need to be updated for the 
records already existing in the database. 

Consider an insertion of new record p into a database of two-dimensional records, see Fig. 1. 
According to Eq. (1), ac-dist may change for a certain record q if the set of its k-nearest 
neighbours Nk(q) changes due to insertion of p.   In other words, ac-dist(q) may change if a data 
record q is among reverse k-nearest neighbours of p. Since p is among k-nearest neighbours of 
q (see. Fig. 1a), ac-dist(q) should be updated. Set of records where ac-dist needs to be updated 
after insertion of p is denoted by Supdate_ac_dist(p) in the remaining part of the paper. Denote the 
set of records where COF should be updated as Supdate_COF(p). According to Eq. (2), COF(o) for 
an existing record o needs to be updated if: a) ac-dist(o) is updated; b) the insertion of p 
changes the neighbourhood of o (in other words p is among k-nearest neighbours of o); c) ac-
dist is updated for some of k-nearest neighbours of o. 
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Since ac-dist(o) is updated only if o is among reverse nearest neighbours of p, conditions a) and 
b) above would imply that Supdate_ac_dist(p) ⊂ Supdate_COF(p). Condition c) indicates that COF also 
needs to be updated for all reverse nearest neighbours of points from the set Supdate_ac_dist(p). 
For example, in Fig. 1a, COF will be updated on data record r, since its k-nearest 
neighbourhood contains a record from Supdate_ac_dist(p). The general framework for the insertion 
of new data record for the COF algorithm is given in Fig. 2a. 

Similarly to the LOF approach [6], we define k-th nearest neighbour of a record p as a record q 
from the dataset S such that for at least k records o’∈S - {p}, it holds that d(p,o’) ≤ d(p,q), and 
for at most k-1 records o’∈S - {p}, it holds that d(p,o’) < d(p,q). Here, d(p,q) denotes Euclidean 
distance between data records p and q. k nearest neighbours (Nk(p))  include all data records  
r∈S - {p}  such that d(p,r) ≤ d(p,q). We also define k reverse nearest neighbours of p (referred to 
as kRNN (p)) as all data records q for which p is among their k nearest neighbours. For a given 
data record p, Nk(p) and kRNN(p) can be respectively retrieved by executing nearest-neighbour 
and reverse (a.k.a. inverse) nearest neighbour queries [16, 19] on a dataset S. 

3.1.2. Deletion  

In data stream applications, very often it may be necessary to delete irrelevant data records, 
due to their obsoleteness or change of regime. The general framework for deleting the block of 
data records Sd from the dataset S is given in Fig. 2b, and it is very similar to the insertion 
scheme. At the beginning, the record that needs to be deleted from the set is marked for 
deletion. Naturally, this removal of a record p may affect the kRNN of the other records.  In 
addition, as in the insertion procedure, ac-dist of the kRNN of p is updated using Eq. (1). Due to 
update of ac-dist, the update of COF value also needs to be performed. This update, in addition 
to data records where ac-dist values change, also includes their reverse nearest neighbours. At 
the end, the data record can be deleted from the database.  

We would like to discuss several technical aspects of the algorithm here. In the algorithms 
above, Supdate_ac_dist (p) is the set where ac-dist should be recomputed, not where the ac-dist 
would actually change. However, our experimental evidence suggests that ac-dist would always 
change for all points from Supdate_ac_dist (p). The second technical aspect is related to the question 
whether the reverse k-nn of points from Supdate_ac_dist should be computed with or without 
considering record p that is deleted. Here, we justify that during the deletion the data record p 
can be deleted from a database before Supdate_COF is computed. Let r be an existing data record 
such that r∉ Supdate_ac_dist(p). Then, p ∉Nk(r).  Assume that r∈ Supdate_COF(p). Then, there exists 
o∈Supdate_ac_dist(p) such that o∈ Nk(r). Since p ∉Nk(r), the deletion of p would not affect the 
neighbourhood of r and hence Supdate_COF can safely be determined after p is deleted. 

FIGURE 1: a) Illustration of updates for COF insertion; b) Degenerate case of incremental COF algorithm 
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FIGURE 2: The pseudo code for a) insertion and b) deletion of incremental COF algorithm 

 

 (a)                                                                                                  (b) 

 

The static COF algorithm [7,9] did not discuss a degenerate case when denominator in Eq. (2) 
is equal to zero. Such a scenario is possible since a database of dynamic data may contain 
identical records (corresponding to different time instants). Consider k identical records p1,…,pk 
and record q such that  records p1,…, pk+1 are k nearest neighbours of q and that q is among k 
nearest neighbours of each of records p1,…,pk+1 (see Fig. 1b). In this case, it is easy to see that 

( ) ( ) 1,...,1,0 +==− ∪ kipdistac ippN iik
 and that ( ) ( ) .0>− ∪ qdistac qqNk

 Hence, COF(pi) will 
involve division by 0, and therefore will be undefined. Recall, however, that COF is defined as 
the ratio of ac-dist at the data record and the average ac-dist at its neighbourhood. Hence, if the 
ac-dist at the record is equal to the average ac-dist, COF should be equal to 1. Therefore, for 
data records where both numerator and denominator of Eq. (2) are zeros, such as data records 
pi, we define COF(pi)≡1. In contrast, when only denominator of Eq. (2) is equal to zero, such as 
for record q, the neighbourhood of the record will have infinitely larger density than the record 
itself. Hence, for such data records, we define COF(q) ≡ ∞ (in practice, we assign COF(q) a very 
large number). 

3.2 Computational efficiency of the incremental COF algorithm 

In this section we provide a semi-formal overview of the computational complexity of the 
proposed algorithm. To efficiently implement incremental COF algorithm (incCOF), similarly as 
in static COF algorithm [7], we may use an intermediate database M in which for every data 
record there is a list of its k-nearest neighbours along with their distances to that record, SBN 
trail and its cost description.  

During the insertion step of incCOF, after a new record pc is inserted into a database, its ac-dist 
needs to be computed. This requires execution of nearest neighbour (k-nn) query and insertion 
of a new record into the intermediate database M. Afterwards, we execute kRNN query and 
update |Supdate_ac_dist| data records in database M corresponding to reverse nearest neighbours pj 
of record pc (during this step, we can “on-fly” compute updated values of ac-dist). Then, for each 
record pj we need to execute another kRNN query to determine Supdate_COF, which includes 
|Supdate_COF| updates of the intermediate database. Finally, we compute COF for all records in 
Supdate_COF and for the inserted record pc. Hence, when inserting a new record, there is a need to 
perform one kNN query, 1+|Supdate_ac_dist| kRNN queries, O(|Supdate_COF|+ |Supdate_ac_dist|) updates of 
the database M (including computation of ac-dist), and 1+Supdate_COF computations of COF. The 
computational complexity for deletion is similar to complexity of insertion procedure. When 
deleting a data record, kRNN query needs to be executed to determine records for which ac-dist 
will be updated. For each such record, another kRNN is executed to determine set of records 

IncCOF_insertion(Dataset S) 
Given: Set S {p1, … ,pN}pi∈R

D to be inserted 
into the database 
For ∀pc∈S 

insert(pc); 
compute Nk(pc)=kNN(pc) 
compute ac-distNk(pc)∪pc(pc) using Eq. 

(1)  
Supdate_ac_dist =reverse k-NN(pc);  
//candidates for update of ac_dist; 
(∀pj ∈ Supdate_ac_dist)  

  update ac-distNk(pi)∪pi (pj); 
//Eq. (1)  

Supdate_COF = Supdate_ac_dist;  
(∀pm ∈ Supdate_ac-dist) 

  Supdate_COF = Supdate_COF∪reverse k-
NN(pm); 
       (∀pl ∈ Supdate_COF) 
  update COF(pl) using Eq. 

IncCOF_deletion(Database S, Dataset SD) 
Given: Set SD={p1,…,pN} pi∈RD to be 
deleted from the Database S 
For ∀pc∈SD 

compute reverse-kNN(pc); 
compute ac-distNk(pc)∪pc (pc) using 

Eq.(1);  
Supdate_ac_dist =reverse k-NN(pc);  
(∀pj ∈ Supdate_ac_dist) 
update ac-distNk(pj)∪pj (pj); 
Supdate_COF = Supdate_ac_dist; 
(∀pm ∈ Supdate_ac-dist)  

Supdate_COF = Supdate_COF ∪ reverse k-
NN(pm); 

(∀pl ∈ Supdate_COF)  
update COF(pl) Eq.(2);  

delete (pc);  
End //for
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where COF need be recomputed. During each calculation of kRNN, data records in database M 
corresponding to discovered reverse nearest neighbours pj need to be updated. Hence, for 
deletion phase of incCOF, there is a need to perform 1+|Supdate_ac_dist| kRNN queries, 
O(|Supdate_COF|+ |Supdate_ac_dist|) updates of the database M (including computation of ac-dist), and 
Supdate_COF computations of COF.   

When efficient algorithms for kNN [e.g. 20], kRNN [e.g., 16-18], as well as efficient indexing 
structures for inserting / deleting data records [21,22] are employed, the time complexity of kNN 
and kRNN search algorithms is logarithmic in the current size N of the database. Time needed 
to perform operations involving a record of intermediate database M does not depend on the 
total number of records N [7].  Hence, to determine asymptotic time complexity and feasibility of 
the proposed incremental COF algorithm, it is essential to demonstrate that the number of 
affected data records (updates of ac-dist and COF values) does not depend on the current 
number N of records in the dataset.  

Let f(pc) be the number of reverse nearest neighbours pj of the record pc. Then, the number of 
ac-dist updates is equal to |Supdate_ac_dist|= f(pc) while the total number of COF updates is equal to 

|Supdate_COF|= ( ) ( )
( )

∑
∈

+
cj pkRNNp

jc pfpf . It has been shown [23] that ( ) ( )DkFf D2.sup Θ=≡  

where D is the dimensionality of the dataset. In addition it is explicitly demonstrated that F does 
not asymptotically change with respect to the number of records currently in the database. 
Therefore, |Supdate_ac_dist| = ( )DkO D2 , |Supdate_COF|= ( )DDkO 22 2 . As a consequence, the 
computational complexity of one insertion/deletion step of the proposed algorithm is 

( )( )NDkDkO DD log2222 + . For a sequence of N insertions/deletions on an empty 

database, the computational complexity then becomes ( )( )NNO log .  

Aforementioned discussion considers worst-case theoretical performance of the algorithm. 
Practical computational time per insertion/deletion depends on the position of the 
inserted/deleted record with respect to other records in the database (here referred to as 
“boundary effect”) as well as on the actual number of records (for small enough N).  

FIGURE 3: a) Insertion of a point on the boundary of the cluster: 1 ac-dist updated, 2 COF values updated 
(k=3); b) Insertion of a point inside the cluster: 3 ac-dist updated, 10 COF values updated (k=3) 
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(a)                                                           (b) 

Fig. 3 illustrates previously mentioned “boundary effect”. The experiments from Fig. 3 are 
performed on data uniformly distributed within a unit circle.  During the COF insertion (or 
deletion), the number of updates may depend on the position of the inserted/deleted data record 
with respect to to the existing data clusters. If a record is on the boundary of a cluster, or far 
from any cluster, it is possible that the record will not have any reverse nearest neighbours. In 
that case, the number of records where ac-dist (and hence COF) is updated will be zero. Fig. 3a 
shows a case of incCOF insertion (k=3), where a data record that will be inserted lies on the 
boundary of a cluster. The record has only one reverse k-nearest neighbour, so ac-dist will be 
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updated for only one data record. Consequently, COF is updated at only two records. In 
contrast, when a record is inserted inside the existing cluster, the number of reverse neighbours 
increases. Fig. 3b contains an example where ac-dist and COF are updated at 3 and 10 points, 
respectively. 

Fig. 4 further illustrates the boundary effect and the influence of the number of records N in the 
database on the number of updates for N that is not sufficiently large. When the database 
contains N=200 records, insertion of the new record causes the updates that for k=20 occur 
approximately within a circle with a radius of 0.6. This circle cannot spread across the boundary 
of the cluster, which ultimately limits the number of data records where COF is updated. 
Scenario when N=5000 is much different. The updated records are confined in much smaller 
area which is far from the boundary of the cluster. Hence, when N is large enough, the 
boundary effect will have less influence on the selection of records where the updates occur, 
and the number of COF and ac-dist updates would stabilize. For deletion of the data record, the 
results would be the same (e.g., if we decide the record denoted by a pentagram on Fig. 4, the 
same records would be affected as when we inserted the record). 

FIGURE 4:  Points where COF is updated when a point is inserted into a cluster with N points  ((a) N=200, 
b) N=5000) uniformly distributed within a random circle, for different values of k 
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(a)                                                                                                                     (b) 

4. EXPERIMENTAL RESULTS 

4.1 Time complexity analysis 

Our time complexity analysis was performed on synthetic data sets, since we could better 
control the total number of data records N in the data set as well as the number of dimensions 
D. Reported experimental results provide evidence about: (i) relation between the number of 
updates for COF values and the total number of data points N; (ii) the dependence of the 
number of updates for COF and ac-dist values on COF parameter k; and (iii) the dependence of 
the number of updates for COF values on the dimension D. The synthetic data sets had 
different number of data records (N∈{100,200,…,5000}), as well as different number of 
dimensions (D∈{2,3,4,5,6,7,8,9,10}). For each pair (D, N), we have created 10 data sets with N 
random records generated from D-variate distribution. We experimented with uniform and 
standard (zero mean, unit covariance matrix) Gaussian distribution, and with distribution uniform 
within a unit hypersphere. For each of 10 data sets generated for the pair (D, N), we varied the 
values of the parameter k (5, 10, 15, 20) of the algorithm and then measured the number of 
updates for ac-dist, COF values in the incremental COF algorithm for insertion of a new data 
record into the dataset. In this study we report results when the database consisted of records 
uniformly distributed with a unit hypersphere, where new data record is inserted randomly (with 
a uniform distribution) within a hypersphere with center at origin and radius 0.5. This way, we 
tried to reduce boundary effect discussed in the previous session. Results obtained for the data 
sets generated using other considered distributions are analogue and not reported here due to 
lack of space.  
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First, we wanted to demonstrate theoretical result that asymptotically the number of COF 
updates does not depend on the number of points in the database. We performed three-way 
ANOVA analysis (factors N,D and k), and then followed-up with Tukey multiple comparison. The 
following Fig. 5 shows estimated means and confidence intervals for the number of COF 
updates, for each pair of N and k. Analyzing this figure, it can be clearly observed that for 
sufficiently large N, the number of updates ceases to be significantly dependent on k. The 
explanation is easy: for sufficiently large N, the boundary effect becomes negligible (see Fig. 
4b) and hence the number of updates stabilizes. From this figure, it is also clear that N for which 
the number of updates stabilizes increases with larger k. 

FIGURE 5: Multiple comparison analysis for the number of COF insertions into simulated dataset 
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FIGURE 6: a) Average number of COF updates for different dimensionalities D, as a function of k2; b) 
Average number of ac-dist updates for different dimensionalities D, as a function of k; c) Dependence of 
average number of COF updates on dimensionality 
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In section 3, we have shown that theoretically the number of COF and ac-dist updates grows 
proportionally to k2 and to k, respectively. To check this, we plotted average number of COF and 
ac-dist updates for various values of dimensionality D, and for N=5000 (where the number of 
updates stabilize). Fig. 6a shows number of COF updates as function of k2. We can see that in 
fact, the number of updates grows slightly less than k2. This could be partly attributed to the 
boundary effect. Fig. 6b shows number of ac-dist updates as function of k. This figure agrees 
with a theoretical postulate that the worst-case number of ac-dist updates is proportional to k.  

Fig. 6c shows the dependency of the average number of COF updates on data dimension, for 
three practically relevant values of k. Since the figure is semilog, it verifies theoretical finding 
that the number of COF updates is exponentially dependent on dimension. Observe that there 
is some “saturation” for larger dimensionalities and k=20, that can be attributed to boundary 
effect that is more prevalent for large dimensionality, and larger k. Similar behaviour can be 
observed for ac-dist (figures omitted due to space limitations). 

4.2 Experiments on real life data sets  

To demonstrate effectiveness of the proposed incremental COF algorithm on a real-life dataset, 
we employed incCOF for motion detection in surveillance videos. Here we present results on a 
video sequence from the Performance Evaluation of Tracking and Surveillance (PETS) 
repository1. To construct features for outlier detection, we split each frame from a video 
sequence into disjoint blocks containing 8×8 pixels and obtained spatiotemporal (3D) blocks by 
combining spatial blocks from the three consecutive frames at the same video plane location. 
The dimensionality of obtained 3D blocks (which are initially represented as 192 dimensional 
vectors of gray level pixel values) is reduced into three using linear principal component 
analysis (PCA). The resulting dataset contained 36×48×2482 three-dimensional vectors, each 
representing one spatial-temporal block at one of 2482 time instants. More details about data 
preprocessing can be found in [24]. 

We used vectors from each of 36×48 block locations as input of incCOF algorithm. Similar as in 
[18], we define a motion orbit as path traversed in time by the vector of the PCA components 
representing a block at a specific location. As demonstrated in [18], vectors corresponding to 
background frames at the observed block location tend to group in dense clusters. In contrast, 
vectors corresponding to motion correspond to the elongated 1-dimensional orbits. IncCOF 
algorithm is demonstrated useful in performing motion detection in this setting. Fig. 7a shows 
motion orbit corresponding to block location (24,28). In the first 490 frames, there was no 
motion at the block location, corresponding to the “black” cluster in the Fig. 7a. Significant 
motion occurs, e.g., between frames 820 and 870, which corresponds to red-labeled elongated 
orbit. Fig. 7b shows results of applying incCOF on the vectors corresponding to the same block. 
We varied parameter k of the algorithm. For each vector, we plot the value of COF computed 
after the insertion of the vector into the database. Regions of low COF factor correspond to 
frames where there was no motion at the observed spatial block (e.g., frames 1-490). In regions 
where there is motion at the observed block, COF had high values (e.g., frames 820-870, see 
inset of Fig. 7b). The crisp identification of motion regions can be obtained by thresholding of 
computed COF, and is subject of a forthcoming manuscript. The best results were obtained 
using k=20. For small values of k, computed COF factor tends to fluctuate, and has steep and 
narrow peeks. Hence, the motion identified by using low k would typically be shaky and zig-zag. 
The results of motion detection by thresholding the COF factor can be seen at 
http://tesla.cis.desu.edu/COF (the choice of threshold is out of scope of this paper). 

 

                                                            

1 ftp://pets.rdg.ac.uk/PETS2001/DATASET1/TESTING/CAMERA1_JPEGS/ 
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FIGURE 7:  a) “Motion orbit“ of vectors representing spatial-temporal blocks at location (24,28); b) 
Instantaneous values of COF computed for block (24,28) for three different values of k (5,10,20) 

a)                                                                                                        b) 

 

5. CONCLUSIONS AND FUTURE WORK 

A framework for incremental outlier detection scheme is presented. The proposed algorithm has 
the same detection performance as the static “iterated” COF algorithm that is applied after 
insertion of each data record, but it is significantly more computationally efficient. Experimental 
results on synthetic and real life data sets from video surveillance domain indicate that the 
proposed incremental COF algorithm can provide additional functionality that is difficult to 
achieve using static variants of COF algorithm, including detection of new behaviour.  

The fact that the number of updates in the incremental COF algorithm per insertion/deletion of a 
single data record ultimately does not depend on the total number of data records is rather 
appealing for its use in real-time data stream applications. However, the performance of the 
proposed algorithm vitally depends on efficient indexing structures to support k-nearest 
neighbour and reverse k-nearest neighbour queries. Due to limitations of existing indexing 
structures with high data dimensionality, the proposed incremental COF (similar as static COF) 
is not efficient when the data have large number of dimensions. The approximate k-NN and 
reverse k-NN algorithms might improve the applicability of incremental COF on multidimensional 
data. 

Future work on deleting data records from database is needed. E.g., it would be interesting to 
design an algorithm with exponential decay of weights, where the most recent data records will 
have the highest influence on the local density estimation. Additional real-life data sets will be 
used to evaluate the proposed algorithm and ROC curves [12] will be applied to quantify the 
algorithm performance. Specifically, we plan to apply incremental COF algorithm in network 
intrusion detection, detection of anomalous trajectories in video surveillance, etc. Performance 
comparison of incremental COF and LOF is also needed. Also, we currently work on 
development of parallel/distributed version of the incremental COF algorithm. 
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Abstract

In this work, a new algorithm is proposed for fast estimation of nonparametric multivariate
kernel density, based on principal direction divisive partitioning (PDDP) of the data
space.The goal of the proposed algorithm is to use the finite support property of kernels
for fast estimation of density. Compared to earlier approaches, this work explains the
need of using boundaries (for partitioning the space) instead of centroids (used in earlier
approaches), for better unsupervised nature (less user incorporation), and lesser (or atleast
same) computational complexity. In earlier approaches, the finite support of a fixed kernel
varies within the space due to the use of cluster centroids. It has been argued that if one
uses boundaries (for partitioning) rather than centroids, the finite support of a fixed kernel
does not change for a constant precision error. This fact introduces better unsupervision
within the estimation framework. The main contribution of this work is the insight gained
in the kernel density estimation with the incorporation of clustering algortihm and its
application in texture synthesis.
Texture synthesis through nonparametric, noncausal, Markov random field (MRF), has
been implemented earlier through estimation of and sampling from nonparametric
conditional density. The incorporation of the proposed kernel density estimation
algorithm within the earlier texture synthesis algorithm reduces the computational
complexity with perceptually same results. These results provide the efficacy of the
proposed algorithm within the context of natural texture synthesis.

density estimation, density estimation, Principal Component Analysis, Vector

1. INTRODUCTION

Multivariate density estimation is an important tool in computer vision for statistical decision
making and pattern recognition tasks (Elgammel et al. [2003], Liu et al. [2007], Zhang et al. [2005]
etc.). In density estimation, there are broadly three parallel worlds, parametric, semi-parametric
and nonparametric, with their own advantages and disadvantages. In parametric approaches,
one has to have a priori knowledge of underlying distribution. In semi-parametric approaches,
finite mixture models can be found, where, the knowledge of the mixture distribution is assumed
to be known a priori, and also the number of mixture components. A popular model is the
Gaussian mixture model (GMM). These finite mixture models offer more flexibility than the
parametric density estimation methods. Nonparametric density estimation methodologies assume
less structure about the underlying distribution, which makes them a good choice for robust and
more accurate analysis. There is another advantage of using nonprametric density estimation
methodologies over semi-parametric ones, the estimation of the parameters for semi-parametric
models is troublesome. A popular method for the parameter estimation of finite mixture models
(e.g., GMM), is Expectation Maximization (EM) algorithm (Dempster et al. [1977]). In, Wu [1983],
it has been shown that EM algorithm is not guranteed to converge to a global optimum, and if the
likelihood function is unimodal and a certain differentiability condition is satisfied, then any EM sequence

Keywords: Nonparametric Kernel

quantization, Texture synthesis, Markov random field
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converges to the unique maximum likelihood estimate. There are also other problems associated with
the finite mixture models, such as, what should be the number of mixture components (Pernkopf
and Bouchaffra [2005]) or what should be the component density model, or the slow convergence
property of EM algorithm (Huang et al. [2005], Thiesson et al. [1999, Revised 2001]).

Among all nonparametric approaches, kernel-based density estimation (KDE) approach offer more
flexibility. However, huge storage (required to store all available data vectors), and expensive
computational (and time) complexity for the calculation of probability at each target data vector,
makes nonparametric kernel density estimation (KDE) less popular than the semi-parametric
approaches (such as GMM). Recently, a number of algorithms have been proposed for fast
estimation of Kernel density, (Greengard and Strain [1991], Yang et al. [2003], Zhang et al. [2005]
etc.). Moreover, the computational efficiency of modern day systems has also increased. As a result,
the nonparametric KDE is gaining popularity in different image and video processing applications
(Elgammel et al. [2003], Liu et al. [2007], Zhang et al. [2005]).

Natural texture synthesis is an important problem in terms of understanding the mathematical
modeling structure of texture, which not only used for artificial textured object surface synthesis
in computer graphics, but also in understanding the textures for further processing of images
and videos (such as, classification, segmentation, retrieval, compression etc.). Nonparametric,
noncausal, Markov Random Field (MRF) model (Paget and Longstaff [1998]), provides a theoretical
background for synthesizing textures from a broad range of natural textures. The sampling process
for synthesizing texture depends upon repeatitive estimation of Markovian conditional density.
This process has a huge computational complexity (Sinha and Gupta [2007]), which does not
favor real-time application. In this work, we compare the computational complexity of the original
algorithm (Paget and Longstaff [1998]), with the fast sampling algorithm implemented through the
proposed fast KDE (FKDE) algorithm. The resulting texture synthesis algorithm is tested visually
with respect to a number of natural textures, taken from a standard database (Brodatz [1966]).

In section 2, the mathematical background of KDE is described and the problem is defined. A brief
discussion of the earlier algorithms for fast KDE (FKDE) with their limitations are described
in section 3. Section 4 present the proposed algorithm for FKDE, with its error bound and
computational complexity. The mathematical model for texture synthesis is described briefly
with the description of the practical problem in section 5. Section 6 describes the application of
the proposed algorithm in natural texture synthesis. The paper is concluded in section 7.

2. KDE PROBLEM INTRODUCTION

Let ts ∈ ℜd be a set of source data points, and tn ∈ ℜd a target data point. In nonparametric
Gaussian kernel density estimation, the probability of the target data point tn is calculated as
follows.

P(tn) =
1

N

N
∑

s=1

KH(ts − tn) (1)

where, KH(x) = 1
(2π)d/2(|H|) exp{−(

∑d
i=1 x2/2h2

i
)} is the multivariate Gaussian product kernel. Here, N

is the number of source data points, H = {h1 . . .hd}T, |H| = h1h2 . . . hd, KH(x) is the Gaussian kernel,
and hi = σiN

−1/(d+4), Scott [1992]. The computational complexity of equation 1 is O(Nd) for each
target data point. In general, kernels (multivariate or univariate) have numerically finite support,
e.g., in case of Gaussian kernel , if the absolute value of the kernel argument becomes ≥ 700, the
value of the kernel term becomes quite negligible, i.e., 9.86×10−305. One can use this knowledge in
kernel density estimation to minimize the required number of source data points, i.e., considering
the source data points within a radius from the target data point, expressed as shown in equation
2.

P(tn) =
1

N

∑

s∈Rn

KH(ts − tn) (2)

Here, Rn ⊂ ℜd is the subspace within a constant area corresponding to a constant radius (say R)
around the data point tn. Let hi = h, ∀i; now, one can define R for Gaussian multivariate kernel as,
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R =
∑d

i=1 x2
i
= 700h2. And the precision error would be

Perr(tn) =
1

N

∑

s<Rn

KH(ts − tn)

≤ NnKH(R) ; where Nn = |{s < Rn}|
≤ NKH(R) (3)

In the equation 3, we have described a least upper error bound (LUEB) for the FKDE algorithms.
In the rest of this paper, we will analyze the proposed FKDE algorithm with respect to the earlier
algorithms in terms of computational complexity and unsupervisedness for attaining the least
upper error bound described in equation 3 for a given value of R.

3. EARLIER APPROACHES AND MOTIVATION FOR FURTHER INVESTIGATION

In the following subsections 3.1 and 3.2, we will briefly describe two algorithms for FKDE with
their limitations. Afterwards in sub-section 3.3, we will try to provide the seed of a possible
solution to the limitations of the earlier algorithms.

3.1. Reconstructionhistogram

Zhang et al. [2005] has described an algorithm named as reconstructionhistogram for reducing the
computational complexity of the KDE. The source data set {ts} is first clustered within a number of
clusters (user defined), {Clusti; i = 1 . . .M}. Here Clusti describes the mean vector of the ith cluster.
Define ni as the number of source data vectors within ith cluster. Thereafter the probability of target
data vector tn is calculated as follows,

P(tn) =
1

N

M
∑

i=1

KH(tn − Clusti)ni (4)

Equation 4 can be thought of as KDE of tn given the source data points at cluster centroids with
a weight factor ni/N. It can be also thought as GMM. Therefore, it does not have the flexibility of
original KDE. Moreover, the error bound is not mentioned by Zhang et al. [2005].

3.2. Improved Fast Gauss Transform

Fast Gauss transform (FGT) (Greengard and Strain [1991]), is a more general form of the Gaussian
KDE, where the kernels have a Gaussian form. In FGT, the weights of the Gaussians (centered at
each data point) can differ, whereas in case of (Gaussian) KDE the weights are equal. The speed is
due to the grid structure assumed upon the total space. In the calculation of Gauss transform (or
KDE), the effect of source data points within each multidimensional box of a grid structure, can
be approximated with a finite series expansion around a modal vector (may be a centroid).

Yang et al. [2003] proposed an improved version of FGT (IFGT) algorithm for reducing the
unnecessary computational complexity in multidimensional case through a prior clustering of
the source data points. For the calculation of KDE, the distances between the target data point tn

and the cluster centroids are calculated. If the distance (between tn and any cluster centroid) is
more than a user-defined threshold, the source data points within the corresponding cluster are
not considered for the calculation of KDE. Let us define the clusters as described in sub-section
3.1. Then the following equation describes the FKDE according to IFGT,

P(tn) =
∑

||tn−Clusti||≤RIFGT

KH(tn − Clusti) f (tn,Clusti) (5)

In equation 5, f (tn,Clusti) is the approximation comes from truncated multivariate Taylor
expansion (only possible for Gaussian kernel Yang et al. [2003]). If one wants to implement
original KDE (for any kernel function) then the modified equation could be,

P(tn) =
1

N

∑

||tn−Clusti ||≤RIFGT

∑

s∈Clusti

KH(tn − ts) (6)
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(a) The RIFGT varies with target data vector tn and cluster shape

(b) Computational complexity may increase in IFGT

FIGURE 1: Limitations of IFGT Yang et al. [2003] and possible direction of solution

Here, RIFGT is different from R (required for error bound described in equation 3). Again, RIFGT

varies depending upon the target data tn and the cluster under consideration Clusti. This can be
best understood from figure 1a.

If one wants to fix the RIFGT to a maximum value as RIFGT = R + max(RClust), where, RClust is the
maximum of maximum distances between any cluster to its source data points, the computational
complexity of the algorithm may increase, as explained in figure 1b. Region I in figure 1b describes
the area of radius R, fixed by the corresponding kernel. This region overlaps with the cluster A
data set. Therefore, one needs to include the cluster A for the calculation of the density at target
point T. But the cluster center An is far from the target data point. Therefore, a different radius
threshold is needed, RIFGT > R, and this defines the region II. Region II includes the sencond
cluster centroid Bn, and therefore, the final calculation of the KDE will consider both cluster A
and B. The inclusion of the redundant data points increases the computational complexity. The
same problem will be encountered if one considers other target points marked as × in the figure
1b. Therefore, there are two main limitations (additionally with the truncation error) of IFGT, as
follows,

1. optimal RIFGT varies with both tn (target data point) and cluster shape, figure 1a.
2. maximum possible RIFGT can increase computational complexity of the FKDE algorithm,

figure 1b.

3.3. Boundary Effect : A possible solution

Instead of cluster centroids, if one considers a boundary (d-dimensional hyperplane), partitioning
the total space into two subspaces (as shown in figure 1b), the above mentioned problems will not
arise for most of the target points. One can easily make decision based upon the distance between
the target data point and the boundary. This distance is not required to change with respect to the
target data point and therefore it will remain R. Therefore, for the fast kernel density estimation,
collection of boundaries has the following advantages compared to a collection of centroids,
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• The distance threshold (required for error bound equation 3) does not depend upon the
cluster size or shape.

• The computational complexity could be lesser in boundary-based clustering, compared to
centroid-based methodologies; because from figures 1a and 1b, it is clear that, RIFGT ≫ R.

4. FAST KERNEL DENSITY ESTIMATION (FKDE) THROUGH PDDP

We will first describe the basic clustering algorithm in subsection 4.1. Thereafter, we will use this
clustering algorithm for fast kernel density estimation (FKDE), described in subsection 4.2. Finally,
in subsection 4.3, the computational complexity is analysed.

4.1. Principal Directive Divisive Partitioning (PDDP)

In this section the basic clustering algorithm PDDP (Boley [1998]), is described. Here, the
information extracted from the Principal Component Analysis (PCA) of a set of source data
points, is used for defining the cluster boundary. The partitioning involves two basic steps as
descrbed below;

• project each source data point within the present space onto the first principal direction
(eigen vector corresponding to the largest eigen value).

• partition the present space into two sub-spaces with respect to the mean (or median) of the
projected values.

One can build up a tree structure by recursively partitioning each sub-spaces. From this algorithm
we construct source data index vectors for each leaf node, {Ji; i = 1, . . . ,M}, where M = 2q and q is
the depth of the tree structure.

The above mentioned clustering algorithm, partitions the space into two sub-spaces along its first
principal direction and with respect to its mean (or median). This implies that, a d-dimensional
hyperplane is acting as a boundary to divide the space into two sub-spaces. This hyperplane is the
matrix of (d−1) number of eigen vectors (replacing the first eigen vector with all zeros). Therefore,
at each node (except the leaf nodes) of the tree, one such boundary is created for partitioning the
space constructed by the source data points of the present node.

4.2. FKDE

The formal pseudo-code for kernel density estimation is described in algorithm 1. The steps can
be summarized as follows,

1. at current node, the target data point tn is projected onto the first principal direction of the
corresponding set of source data points,

2. the distance between projected tn and the mean (or median) of the corresponding set is
calculated,

3. if this distance is less than the pre-defined threshold R, consider both the children of the
current set of source data points.

4. otherwise, consider left child if tn belongs to left side of the boundary,
5. or else, consider the right child.

In short, first one finds the neighborhood leaf nodes corresponding to a target data point with a
fixed distance threshold R. The source data points within these leaf nodes (J =

⋃

i∈ℵ(tn) Ji) are then
used for final calculation of the kernel density of the target data point, as,

P(tn) =
1

N

∑

s∈J

KH(ts − tn) (7)

Here, ℵ(tn) is the neighborhood area (subspace) around target data point tn, defined as ℵ(tn) =
{ts; ||ts − tn|| ≤ R}.
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Input:
ts ∈ ℜd, s ∈ Iin = {1 . . .N}: The source data points
tn ∈ ℜd: The target data point
k: Depth of the tree
R: radius required for kernel computation
Output:
P(tn): Probability of tn

begin1

Generate the required data structure through PDDP with ts2

Initialize an index vector J as empty3

Define Ji as the source data indices of node i4

Initialize a temporary vector temp node =root node5

for i = 1 . . . |temp node| do6

r = depth of the current node7

if temp node(i) is not a leaf node then8

vn = ET
r,i

tn9

if abs(vn −mr,i) ≤ R then10

remove ith node from temp node11

insert children nodes of the ith node in temp node12

end13

else14

remove the ith node from temp node15

if vn > mr,i then16

insert right child node of ith node within temp node17

end18

else19

insert left child node of ith node within temp node20

end21

end22

end23

else24

J = J
⋃

Ji25

remove ith node from temp node vector26

end27

end28

P(tn) = 1
N

∑

s∈J KH(ts − tn)29

end30

Algorithm 1: Fast kernel density estimation (FKDE) through PDDP

4.3. Computational Complexity

The computational complexity for KDE is O(Nd), equation 1. The ideal computational complexity
for FKDE is O(|Rn|d), equation 2, where |.| denotes cardinality of the set. The problem is to know
the source data points such that s ∈ Rn. As described in subsection 4.2, the search for leaf nodes
Ji involve a path through the tree structure. At each node (steps described in subsection 4.2), one
has to decide whether to search in the left child or in the right child or within both the children.
This decision making process has a computational complexity of the order of d. Now, we have to
consider the worst, best and average computational complexities of the FKDE algorithm.

In the worst case, one has to consider all the data points, i.e., all the leaf nodes. In this case the
computational complexity becomes O((2q+1 − 1)d + Nd) ≅ O(Nd), since N ≫ 2q+1. This is very
unlikely in practice. In the best case, only one leaf node has to be considered, and therefore, the
minimum computational complexity becomes O((q − 1)d + |{s ∈ Ji}|d) ≪ O(Nd) ,since |{s ∈ Ji}| ≅
N
2q =

N
M . This can happen when tn is well within a sub-space. In most cases, tn will lie close to

one or more boundaries, and in those cases, one has to consider more than one leaf nodes, say
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this number is m (≪ 2q = M). Since, the searching complexity is additive and m(≪ 2q) number
of nodes will have approximately mN

M (M = 2q) number of source data points, on average the

computational complexity would be approximately O( mNd
M )≪ O(Nd).

5. NONPARAMETRIC MRF AND TEXTURE SYNTHESIS

MRF models have been used for different applications in different branches of science and
engineering. In the present case, description of MRF is taken from the view point of lattice models.
The lattice, Y, is a collection of random variables (r.v. henceforth) at the sites, s =

{

i, j
} ∈ S, where,

i, j = 0, 1, . . . ,M − 1. The random variables are described as Ys ∈ Λ, i.e., they belong to the same
state space. The MRF assumption implies,

p
(

Ys = ys|Y(s)

)

= p
(

Ys = ys|Ys =
{

yr; r ∈ ℵs
})

(8)

, which describes the fact that given a neighbor set, ℵs, the r.v. at s is independent of all other
sites, (s) = S − s and this conditional probability is termed as local conditional pdf (LCPDF). The
neighborhood system is defined with the help of following two axioms,

• s < ℵs, and,
• s ∈ ℵr ⇔ r ∈ ℵs.

Let us now consider the nonparametric MRF model as described in Paget and Longstaff [1998] in
the context of texture synthesis. Assume, Sin and Sout signify the input and output texture lattices
respectively, and for simplicity we also assume that Xs = {yr; r ∈ ℵs} denote the neighborhood set
of the pixel r.v. Ys. For each pixel in the output lattice, s ∈ Sout, we estimate the LCPDF P(Ys|Xs),

for Ys = 1, 2, . . . , L (grey values) from the data
{

Xp,Yp

}

where, p ∈ Sin. This is generated from the

input texture through Parzen window estimator using the product kernels as,

P(ys|Xs) =

∑

p∈Sin
κhy

(ys − yp)
∏d

j=1 κh j
(Xs j
− Xp j

)
∑

p∈Sin

∏d
j=1 κh j

(Xs j
− Xp j

)
(9)

Here, κh(.) is the Gaussian kernel function. In the following a brief description of the sampling
process from the nonparametric conditional density, as described in Paget and Longstaff [1998], is
given. Choose a new ys, by sampling the estimated LCPDF, through either Gibbs sampler or ICM
algorithm.

5.1. Local Simulated Annealing: Texture Synthesis Algorithm

For synthesizing textures from a random initialization we need local simulated annealing Paget
and Longstaff [1998]. In this method the LCPDF (eq. 9) evolves with time. It starts from a marginal
pdf and approaches to the actual nonparametric estimation of conditional density. In this sub-
section, we briefly discuss the algorithm of texture synthesis through the local simulated annealing.

Let the two random fields defined on the two lattices Sin and Sout be denoted as, Yin = {Ys; s ∈ Sin}
for the input texture, and Yout = {Yk; k ∈ Sout} for output texture respectively. For local simulated
annealing we require another random field defined on the output lattice structure. We define
this random field as, Tout = {ck; k ∈ Sout}. Paget and Longstaff [1998] has described Tout as the
temperature field. In this paper, we use the term confidence field, to describe the behaviour and
the requirement of the field in the process of texture synthesis. The random variables ck reflect
the confidence of synthesis of the corresponding random field Yk at site k ∈ Sout. The range of the
confidence random variables ck varies from 0 to 1, where 1 represents complete confidence, and 0
none at all. The rule for updation of the confidence at site k ∈ Sout is defined as,

ck = min{1, (η +
∑

r∈ℵk

cr)/d} (10)

, where η ∈ [0, 1] is a random variable generated from uniform distribution. This equation
describes the fact that the confidence of any pixel site will depend upon the confidence values of its
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neighborhood sites. In the estimation of LCPDF, the argument within the kernel for neighborhood
vector will change depending upon the confidence values at the corresponding neighborhood
sites of the output lattice. Let us define a neighborhood vector of confidence random variables as,
Wk = {cr; r ∈ ℵk}, ∀k ∈ Sout. Similarly we define a confidence matrix at site k as,Φk, whose diagonal
elements contain the random variables cr; r ∈ ℵk, and the off diagonal elements are all zero. The
estimation of LCPDF according to the confidence field is defined as,

p(Yk|Xk,Wk) =

∑

s∈Sin
Kh(Yk − Ys)Kh(Xk − Xs|Wk)
∑

s∈Sin
Kh(Xk − Xs|Wk)

(11)

where, Xk, and Xs correspond to the neighborhood vectors of output and input textures,
respectively. The kernel for neighborhood vector can be written as,

Kh(Xk − Xs|Wk) =
1

n
√

2πh2
exp[

1

2h2

d
∑

i=1

Wk,i(Xk,i − Xs,i)
2] (12)

or alternatively as,

Kh(Xk − Xs|Wk) =
1

n
√

2πh2
exp[

1

2h2
(Xk − Xs)

t
Φk(Xk − Xs)] (13)

where, n = |Sin|, |.| is the cardinality, (.)t represents transpose, Wk,i,Xk,i and Xs,i are the ith random
variable of the random vectors Wk, Xk, and Xs, respectively.

From the equations 10, 12 and 13, it is clear that as we progress in time the LCPDF (equation 11)
will approach the actual form starting from the marginal density p(Ys), as the values of confidence
random variables approach one starting from zero. Since, we are approaching the true LCPDF
through local simulated annealing, we can sample LCPDF according to independent conditional
mode (ICM) algorithm as described by Besag [1986]. In ICM, we look for Yk = v, v ∈ {0, 1, . . . , L}
(where L is the number of gray levels), which has got maximum probability according to the given
neighborhood Xk, i.e., maximum LCPDF. The advantage of ICM is fast convergence, whereas other
sampling algorithms (such as, Gibbs sampler, Metropolis sampler) has a very slow convergence
rate with almost sure convergence to the global optimum Paget and Longstaff [1998]. In this paper,
we have worked with ICM algorithm.

5.2. Computational complexity of earlier texture synthesis algorithm

The computational complexity for the calculation of LCPDF is of the order of O(N(d+1)) (equation
11), where N = |Sin| is the number of pixels within input texture sample and (d + 1) is the
dimensionality of the {Xp,Yp}. Sinha and Gupta [2007] have tried to reduce this computational
complexity by reducing the dimension of the neighborhood set Xp. In this work, the computational
complexity is reduced by reducing N, which is equal to 128× 128 in the current work. In the next
section, the proposed algorithm for fast KDE (FKDE) is described, along with the reduction in
computational complexity.

5.3. Texture synthesis with FKDE

The computational complexity is mainly due to the evaluation of equation 11 at each output pixel
k ∈ Sout. Incorporation of proposed FKDE algorithm within the LCPDF estimation (equation 11),
has two main problems,

1. how to include the effect of Wk (the temperature field) within the PDDP-based tree structure
for the implementation of FKDE, and

2. there are two joint densities corresponding to {Yk,Xk} and Xk; therefore, it requires two FKDE
structure, which is not computationally efficient.

Wk is required in equation 11 for modeling the local simulated annealing. When all the values
of Wk are zero (Wk,i = 0; i = 1 . . . d), then from equation 12 one can observe that KH(Xk − Xs|Wk)
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becomes constant irrespective of the value Xs and Xk, i.e., P(Xk|Wk) becomes uniform. At other
extreme, when all values of Wk are one (Wk,i = 1; i = 1 . . .d), then KH(Xk − Xs|Wk) = KH(Xk − Xs),
i.e., P(Xk|Wk) = P(Xk). To achieve these limiting effects within FKDE algorithm one has to change
the radius threshold R, since R is responsible for the searching the leaf nodes required to calculate
the final KDE. This new value of R (say Rnew) can be explained as follows,

Local simulated annealing:

Starting :{Wk,i = 0; i = 1 . . .d; k ∈ Sout} ⇒ P(Xk|Wk) = constant

⇒ P(Xk) is uniform

⇒ Each Xs has equal effect upon Xk

⇒ Every Xs should be considered in the KDE

⇒ Rnew is very large

Ending :{Wk,i = 1; i = 1 . . .d; k ∈ Sout} ⇒ P(Xk|Wk) = P(Xk)

⇒ Rnew = R

Therefore, Rnew should vary from a large value to R, as annealing process proceeds. We can achieve
this effect by considering ck (confidence value at site k) as shown in equation 14. This new radius
threshold can be introduced within FKDE, at line number 10 of algorithm 1, as shown in equation
in equations 15 and 16.

Rnew =
R

ck
(14)

abs(vn −mr,i) ≤ Rnew (15)

⇒ abs(vn −mr,i) ≤ R

ck

⇒ abs(vn −mr,i)ck ≤ R (16)

Now we will study the second problem mentioned above. If the KDE of the neighborhood vector
(the denominator term of equation 11)

∑

s∈Sin
Kh(Xk − Xs|Wk) is not equal to zero, then one would

be interested in the numerator term, otherwise LCPDF is equal to zero. Therefore, only when
Kh(Xk − Xs|Wk) , 0, the calculation for Kh(Yk − Ys) is required. In this work, the tree structure
(sub-section 4.1) is built for the neighborhood vectors {Xs; s ∈ Sin}, i.e., collected from the input
texture. The FKDE is applied to each element from the set {Xk; k ∈ Sout}, i.e., neighborhood vectors
from the output texture. Therefore, the LCPDF described in equation 11 becomes,

P(Yk|Xk,Wk) ≅

∑

s∈Sin,k
Kh(Yk − Ys)Kh(Xk − Xs|Wk)
∑

s∈Sin,k
Kh(Xk − Xs|Wk)

(17)

where, Sin,k ⊂ Sin describes the collection of pixels from input texture where Kh(Xk − Xs|Wk) , 0.

Therefore, with equations 17 and 16, one can evaluate the LCPDF (equation 11) with only one FKDE

structure and with same computational complexity (O(
mN(d+1)

M )) of FKDE. This computational
complexity is lesser than the earlier texture synthesis algorithm (O(N(d+ 1))), since m

M ≪ 1. In the
following section, we will test the proposed texture synthesis algorithm with a number of natural
textures.

6. RESULTS

Natural textures range from near-regular to stochastic. We have tested the computationally efficient
texture synthesis algorithm (sub-section 5.3) for these two extreme classes. The texture samples
are taken from a standard database Brodatz [1966]. Three textures corresponding to near-regular
textures are D103, D20, and D22. In case of stochastic textures we have taken two such cases D12
and D15. The texture D15 is not only stochastic in nature, it has also got a structural component.
The order (required to define the neighborhood system of NNMRF) is kept fixed at 20 for all cases.
The texture synthesis has been done at single resolution, since if the computationally efficient
texture synthesis algorithm is working in single resolution it will also work in multi-resolution.
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The results for near-regular and stochastic texture classes are shown respectively in figures 2 and
3.

From figure 3 it can be observed that the computationally efficient texture synthesis algorithm (with
FKDE) produces better result than the earlier algorithm in cases of near-regular textures. Whereas,
in case of stochastic texture class (figure 2) the results match closely. The results establish the
effectiveness of incoporation of the proposed FKDE algorithm within texture synthesis algorithm.

7. CONCLUSION

The main contribution of this work is to analyse the nonparametric FKDE from the viewpoint
of a strict upper error bound (equation 3), and to develop a new algorithm based upon this
error bound. It has been shown that in FKDE, the boundaries (hyperplanes) instead of the cluster
centroids for partitioning the space produce lesser computational complexity (section 3).

The computational complexity of earlier texture synthesis algorithm (Paget and Longstaff [1998]),
is huge due to large dimensionality of the neighborhood vector (Sinha and Gupta [2007]) and the
nonparametric kernel conditional density estimation. In this paper, the computational complexity
of this earlier algorithm has been reduced through the incorporation of proposed FKDE. The
proposed algorithm in texture synthesis has been tested with a number of textures taken from a
standard database Brodatz [1966].

We are thankful to the invaluable comments of the reviewers. It is true that, the analysis is much
similar to the kd-tree structure and in higher dimension kd-tree structure is not optimum. But,
with the normal cluster techniques (as used in IFGT or ball-tree), the texture synthesis results
are nowhere close to the original, as evidenced by us. Again, eigenvalue decomposition is a
computationally expensive module, but it is the reason for faster texture synthesis compared
to the kd-tree structure. A total analysis of the proposed algorithm in terms of kernel density
estimation with error bound is in preparation.

References

Besag, J. E., 1986. On the statistical analysis of dirty pictures. Journal of Royal Statistical Society
B-48, 259–302.

Boley, D. L., 1998. Principal direction divisive partitioning. Data Mining and Knowledge Discovery
2 (4), 325–344.

Brodatz, P., 1966. Textures:a photographic album for artists and designers. Toronto, Ont.,
Canada:Dover.

Dempster, A., Laird, N., Rubin, D., 1977. Maximum likelihood estimation from incomplete data
via the em algorithm. Journal of Royal Statistic Society 30 (B), 1–38.

Elgammel, A., Duraiswami, R., Davis, L. S., 2003. Efficient kernel density estimation using the fast
gauss transform with applications to color modeling and tracking. IEEE Transactions on Pattern
Analysis and Machine Intelligence 25 (11), 1499–1504.

Greengard, L., Strain, J., 1991. The fast gauss transform. SIAM Journal on Scientific Statistical
Computing 12 (1), 79–94.

Huang, H., Bi, L.-P., Song, H.-T., Lu, Y.-C., August 2005. A variational em algorithm for
large databases. In: Proc. of the Fourth International Conference on Machine Learning and
Cybernatics. IEEE.

Liu, Z., Shen, L., Han, Z., Zhang, Z., 2007. A novel video object tracking approach based on kernel
density estimation and markov random field. In: IEEE International Conference on Image
Processing, ICIP.

Paget, R., Longstaff, I. D., Jun. 1998. Texture synthesis via a noncausal nonparametric multiscale
markov random field. IEEE Transactions on Image Processing 7 (6), 925–931.

 Fast Estimation of Nonparametric Kernel Density Through PDDP, and its Application in Texture Synthesis 

  BCS International Academic Conference 2008 – Visions of Computer Science234



(a) D12

(b) D15

FIGURE 2: Structural and Stochastic texture synthesis result; Left column: original texture
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(a) D103

(b) D20

(c) D22

FIGURE 3: Near-regular texture synthesis result; Left column: original texture sample, middle
column: synthesis result with earlier algorithm Paget and Longstaff [1998], last column: synthesis
result with proposed algorithm
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Abstract

Parity games underlie the model checking problem for the modal µ-calculus, the
complexity of which remains unresolved after more than two decades of intensive
research. The community is split into those who believe this problem – which is
known to be both in NP and coNP – has a polynomial-time solution (without the
assumption that P = NP) and those who believe that it does not. (A third, pessimistic,
faction believes that the answer to this question will remain unknown in their lifetime.)

In this paper we explore the possibility of employing Bounded Arithmetic to resolve
this question, motivated by the fact that problems which are both NP and coNP, and
where the equivalence between their NP and coNP description can be formulated
and proved within a certain fragment of Bounded Arithmetic, necessarily admit a
polynomial-time solution. While the problem remains unresolved by this paper, we do
proposed another approach, and at the very least provide a modest refinement to the
complexity of parity games (and in turn the µ-calculus model checking problem): that
they lie in the class PLS of Polynomial Local Search problems. This result is based
on a new proof of memoryless determinacy which can be formalised in Bounded
Arithmetic.

The approach we propose may offer a route to a polynomial-time solution.
Alternatively, there may be scope in devising a reduction between the problem and
some other problem which is hard with respect to PLS, thus making the discovery of
a polynomial-time solution unlikely according to current wisdom.

1. INTRODUCTION

Infinite two-player games played on finite directed graphs play an important role in various
problems within the field of verification of systems, specifically with regard to automata theory,
modal and temporal logics, and monadic second-order logics [1]. Of particular interest are so-
called parity games, in which each node of the graph is owned by one of the two players and
labelled by some nonnegative integer. There is at least one outgoing edge from every node, and
a play consists of moving a token from some initial node along an infinite path through this graph,
with the token moved from each node by the player owning that node along an outgoing edge of
their choosing. One of the two players tries to ensure that the minimal label encountered infinitely
often in the path is even, and is declared to be the winner in such a play; otherwise the other
player is declared to be the winner.

Following Stirling [2], we will assume (without loss of generality) that:

• no two nodes have the same label; that is, we can associate the set of nodes with a finite
subset of the natural numbers; and

• the nodes owned by the player seeking to ensure that the minimal label encountered
infinitely often is even are precisely those nodes with even labels.

In this way, the winner of a play is the owner of the smallest node which is encountered infinitely
often. With little thought it can be realised that any parity game can be transformed into an

Keywords: Parity games, Total NP search problems, Polynomial Local Search, PLS
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equivalent such simple graph game without substantially increasing the size of the underlying
graph (in fact, by no more than a linear factor).

The determinacy of parity games – ie, the fact that one of the two players has a winning strategy
in any parity game – follows from the determinacy of the far more general Borel Games as
established by Martin [3]. Furthermore, the problem of deciding which of the two players has
a winning strategy in any parity game is polynomial-time equivalent to the emptiness problem for
alternating tree automata as well as the model checking problem for the µ-calculus [4]. For this
reason, there has been much interest in devising efficient algorithms for determining who has the
winning strategy in parity games.

This task is made simpler by the realisation that parity games satisfy memoryless determinacy ,
which is to say that a winning strategy exists for one of the two players which is strictly positional :
the fortunate player in possession of the winning strategy can decide in advance what move to
make from each node which they own. They need not consider the history of the play at the
time of the move, and they can even reveal this strategy to their opponent at the start of play.
This realisation is easily – if somewhat inaccurately – motivated: since the winning condition
is concerned solely with which nodes appear infinitely often in a play, the nodes which have
appeared in the finite history of a play are of no consequence, and there is no reason to choose
different outgoing edges from a given node each time it is encountered. This intuition suffices
for an undergraduate Computer Science lecture, particularly in light of the complexity of the
formal proofs that have been devised, but apart from its informality, it is generally unsound (when
considering more complicated winning conditions).

Emerson [5] outlined the first formal proof of memoryless determinacy for parity games, with
further proofs given by Emerson and Jutla [4], McNaughton [6] and Zielonka [7]. Somewhat
earlier, Ehrenfeucht and Mycielski [8] demonstrated memoryless determinacy for the related mean
payoff games. More recently, Björklund et al. [9] have devised an elegant and elementary proof
of memoryless determinacy of parity, and mean payoff, games based on induction over the size
of such games. In actual fact, they prove memoryless determinacy for a finite variant of parity
games, and relate this directly to the same property of the standard infinite version.

Once memoryless determinacy of parity games is established, it becomes immediately apparent
that the problem of determining if one of the players has a winning strategy for a given parity game
is in NP: guess a positional winning strategy for this player, and verify that this strategy is indeed
a winning strategy. This verification relies on simply confirming that – assuming the player uses
this supposed winning strategy – the other player cannot force a loop through the graph in which
this other player owns the smallest node in the loop: such a loop would allow this other player to
win the game; and such a loop would have to exist in order for this other player to win.

The next equally clear observation is that the problem is also in coNP, due to the symmetric roles
of the two players. Being in NP ∩ coNP then naturally leads to the question as to whether this
problem can in fact be solved in polynomial time. However, all efforts to find such an efficient
algorithm have proved futile; the tightest known bound, a slight improvement to the above due to
Jurdziński [10], is that the problem lies in UP∩ coUP. Jurdziński et al. [11] have, however, devised
a subexponential algorithm for the problem.

One further observation can be usefully made at this point: the decision problem of determining
who has the winning strategy in a parity game is equivalent with respect to polynomial-time
reducibility to the search problem of determining a memoryless winning strategy. The reduction
in one direction is obvious: if we can compute a winning strategy in polynomial time, then we
can immediately determine to whom it belongs. For the other direction, we assume that we have
an algorithm for determining who has a winning strategy in a parity game, and show how to use
this to compute such a strategy. Specifically, for each node from which its owner has a winning
strategy, we repeatedly remove outgoing edges until we find one whose removal results in that
player no longer having a winning strategy (which may well be the last outgoing edge available).
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This edge represents an appropriate move for this player to make as part of the winning strategy.
This equivalence with respect to polynomial-time reducibility allows us to make a statement about
the decision problem by studying the search problem, which we will do in the following.

Bounded Arithmetic is a logical framework suitable for reasoning about polynomial-sized objects
based on various restrictions on the use of induction. As we will employ it, Bounded Arithmetic
has been introduced by Buss [12] who established the first elegant connections between Bounded
Arithmetic theories and computational complexity classes. Where other logical frameworks like
descriptive complexity are naturally related to decision problems, Bounded Arithmetic directly
connects to search problems and (multi-)functions. It is well-known that one can always reduce
a search problem to a related decision problem which often produces a polynomially-equivalent
decision problem. But in general, this may not be the case [13]. An important class of search
problems are total NP search problem in the sense of Beame et al. [13]. They are given by a
binary, polynomial time computable relation R which is polynomially balanced, ie. any pair (x, y)

satisfying R has the property that |y| ≤ |x|O(1), and total, ie. for any x there is a y with R(x, y). The
search task is for a given input x to find y with R(x, y). The combinatorial principles guaranteeing
totality allow NP search problems to be grouped into complexity classes for search problems
(see [13] for a discussion of this). Johnson et al. [14] introduced, amongst others, one such class
called Polynomial Local Search (PLS). PLS consists essentially of optimisation problems for which
polynomial-time local-search heuristics exist.

We have already pointed out that the problem of determining who has the winning strategy from
a node in a parity game is equivalent with respect to polynomial-time reducibility to the problem
of determining a memoryless winning strategy which stores for each node the winning move (for
the player who wins from that node). The latter is a typical example of a total NP search problem
in the above sense, which we denote by

MEMDET: Given a graph G, find a positional winning strategy for G.

In Bounded Arithmetic, the combinatorial principle to prove totality of search problems, which is
directly at hand, is induction. The meta-theory of Bounded Arithmetic then puts the search problem
into a related complexity class. In particular, we will utilise the following well-known theorems for
Bounded Arithmetic: Buss [12] has shown that the NP search problems whose totality can be
shown using induction of polynomial length on NP properties (a theory denoted S1

2) can already
be solved in polynomial time. This means that if memoryless determinacy would be provable in
this theory, then determining who has the winning strategy in a parity game would necessarily
be a polynomial-time problem. Buss and Krajı́ček [15] have (implicitly) shown that the NP search
problems whose totality can be shown using induction of polynomial length on NP

NP properties
(a theory denoted S2

2) are in PLS. We will utilise the latter theorem, together with a new proof of
memoryless determinacy which can be formalised in S2

2, to show that the problem of computing
a positional winning strategy in a simple graph game is in PLS.

The reminder of this paper is structured as follows. In the next three sections we formalise the
above discussion. Specifically, in section 2 we formally define simple graph games, the variant
of parity games that we study; in section 3 we formally define strategies and related notions as
well as formally state the memoryless determinacy theorem; and in section 4 we provide a brief
introduction to the bounded arithmetic which we employ. In section 5 we carefully present a proof
of memoryless determinacy within bounded arithmetic, ending with the corollary which is the main
result of the paper, placing the problem in PLS. Finally in the concluding section 6 we reflect on
our achievements.

2. SIMPLE GRAPH GAMES

In this section we provide the formal definitions of the simple graph games which we shall study,
which are played between two players P0 and P1. As noted above, these are equivalent to parity
games as typically defined in the literature.
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Definition 2.1 (Graph Games). G = (V0, V1, E) is a graph game of size n if

1. Vi are the positions of player Pi, for i = 0, 1. They have to satisfy V0 ∩ V1 = ∅, and
V0 ∪ V1 ⊆ {1, . . . , n}. V := V0 ∪ V1 is the set of all positions.

2. E ⊆ V × V is the set of possible moves.

3. In graph-theoretic terms, V is the set of nodes, and E the set of edges of graph G. They
have to satisfy in addition that at least one edge is leaving each node.

We let Gn be the collection of all graph games of size n, and use G = (V0, V1, E) to range over
Gn. Finally, for v ∈ Vi we say that player Pi owns v.

Definition 2.2 (Playing and Winning). A play from a node v ∈ V is an infinite path v = v1 → v2 →
v3 → . . . in G with each edge vi → vi+1 ∈ E chosen by the player owning vi. The winner of a
play is the player owning the least node which is visited infinitely often in the play.

3. MEMORYLESS DETERMINACY

Instead of defining strategies for a particular player, we will consider general strategies and ignore
the moves of the opposite player.

Definition 3.1. A partial map σ : V
p→ V is a pre-strategy for G if (∀v ∈ dom(σ)) (v, σ(v)) ∈ E. It

is a strategy if it is total.

For a strategy σ we let σi := σ�Vi
denote the restriction of σ to the moves of player Pi.

Definition 3.2. If σ is a pre-strategy for G, then Gσ denotes the subgraph of G in which the moves
from the nodes of dom(σ) are fixed by σ.

Lemma 3.3. Pi wins from v in G using strategy σ iff the least node in any cycle reachable from v

in Gσi is owned by Pi.

Proof. If a cycle is reachable from v in Gσi in which the least node is owned by P1−i, then P1−i

can use this cycle to win the game. Conversely, if P1−i has a winning play from v in G when Pi

uses strategy σ, then the least node which appears infinitely often in this play is owned by P1−i

and must eventually be the least node which appears on a cycle from that node to itself in the
play.

Definition 3.4. Let wini(σ, G, v) denote that σ is a strategy in G, v ∈ V , and every cycle reachable
from v in Gσi is won by Pi (ie, the least node on the cycle is owned by Pi).

Definition 3.5 (Winning Positions). Let

Wi(G, σ) :=

{
v ∈ V : win

i
(σ, G, v)

}
be the set of nodes from which player Pi can force a win using σ, and

Wi(G) :=

{
v ∈ V : (∃σ)win

i
(σ, G, v)

}
be the set of nodes from which Pi can force a win using some strategy.

Observe that although wini(σ, G, v) and Wi(G, σ) are defined for arbitrary strategies σ, ie. for
total maps σ : V → V , the behaviour of σ on V1−i is totally irrelevant by definition of wini and Wi.
Thus, we could have defined them equally well for partial strategies σ with dom(σ) = Vi.

Definition 3.6 (Winning Strategy). Let det(G, σ) denote that σ determines the game G, ie., that
σ is a strategy for G and that

(∀v ∈ V)
(
win

0
(σ, G, v) ∨ win

1
(σ, G, v)

)

Thus, (∃σ)det(G, σ) expresses memoryless determinacy for G.
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Again we point out that, due to our definition of wini(σ, G, v), (∃σ)det(G, σ) describes classical
memoryless determinacy: from any given node, one of the two players has a positional winning
strategy regardless of the strategy (memoryless or not) of the other player .

Theorem 3.7 (Memoryless Determinacy). (∀G)(∃σ)det(G, σ)

Corollary 3.8. The predicate v ∈ Wi(G) is in NP ∩ coNP

Proof. By Memoryless Determinacy we know W0(G) ∪ W1(G) = V ; and by definition of games
we have W0(G) ∩ W1(G) = ∅. Hence:

v ∈ W0(G) ↔ (∃σ)win
0

(σ, G, v)

v /∈ W0(G) ↔ (∃σ)win
1

(σ, G, v)

The problem of determining wini(σ, G, v), relying only on checking cycles, is clearly in P.

4. BOUNDED ARITHMETIC

In this section we briefly review basic definitions and results of Bounded Arithmetic which are
necessary for the understanding of our paper. For a full introduction we refer the interested reader
to Buss [12].

Bounded Arithmetic as defined in [12] is a collection of theories formulated in a language of
arithmetic over first-order logic with equality. The language LBA of Bounded Arithmetic is given by
the following set of non-logical symbols:

0, s, +, ·, |.|, 
1
2
.�, #, ≤

The first four symbols denote, in their standard interpretation over the natural numbers N,
the constant zero, the unary successor function, addition and multiplication; |x| computes the
length of the binary representation of x; the binary “shift right” function x#y, which computes
2|x|·|y|. produces polynomial growth rate; and the final symbol denotes the “less than or equal”
relation. To smoothen our presentation we allow some further non-logical symbols denoting
further polynomial-time computable functions. This is unproblematic as our base theory can define
all polynomial-time computable function—Buss [12] has shown that such an extension of the
language is conservative. The additional function symbols we will use are

·−, (x)y, 〈〉 , ∗, ∗∗, lh

These denote the arithmetical minus function x ·− y = max(0, x − y) and functions to manipulate
sequences. We assume some feasible sequence coding as defined, e.g., in [12] which assigns
a single number to a sequence of numbers. Then (x)y denotes the yth element in sequence x,
〈〉 denotes the code of the empty sequence, x ∗y denotes the function which appends number x

to sequence y, x ∗∗y denotes concatenation of two sequences x and y, and lh(x) denotes the
length of the sequence x.

Terms and formulae over LBA are defined as usual for first-order logic, using the logical symbol
“=” for equality and logical connectives ¬, ∧, ∨, →, ∀, ∃ for negation, conjunction, disjunction,
implication, and first-order universal and existential quantification.

Among the first-order formulae built over LBA, so called bounded formulae play an important role.
Bounded quantifiers can be introduced as abbreviations as follows:

(∀x ≤ t)A abbreviates (∀x)(x ≤ t → A) and

(∃x ≤ t)A abbreviates (∃x)(x ≤ t ∧ A)
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where t is a term of the language not containing x. Bounded formulae are then formulae in which
all quantifiers are bounded, while sharply bounded formulae are bounded formulae in which all
bounded quantifiers are of the form (∀x ≤ |t|) or (∃x ≤ |t|).

Buss [12] has introduced classes of bounded formulae Σb
i and Πb

i which correspond to the
complexity classes Σ

p
i and Π

p
i in the polynomial-time hierarchy. For an exact definition we refer

the reader to Buss [12, p.20]; we will only use the following observations:

• Formulae of the form (∃x1 ≤ s1)ϕ(x1) for sharply bounded ϕ are in Σb
1 .

• Formulae of the form (∀x1 ≤ s1)(∃x2 ≤ s2)ϕ(x1, x2) for sharply bounded ϕ are in Πb
2 .

Bounded Arithmetic theories are defined by stating axioms defining the non-logical symbols plus
some axiom scheme – the latter being responsible for the strength of the theory. Buss [12] has
defined a set BASIC of open formulae defining non-logical symbols which can be extended to
define also our additional non-logical symbols. The induction used in Bounded Arithmetic is given
as a restriction of the usual induction given by

ϕ(0) ∧ (∀x)
(
ϕ(x) → ϕ(x + 1)

) → (∀x)ϕ(x)

For a set of formulae Φ, we use Φ-LIND to denote the set of formulae of the form

ϕ(0) ∧ (∀x)
(
ϕ(x) → ϕ(x + 1)

) → (∀x)ϕ(|x|)

where ϕ ∈ Φ. The theories of Bounded Arithmetic are then built by picking a set of formulae and
an induction scheme, and forming the theory BASIC + all instances of induction for formulae from
the chosen set. From all possible choices, we will use the following:

S1
2 = BASIC + Σb

1 -LIND

S2
2 = BASIC + Σb

2 -LIND

In essence, theory S1
2 expresses reasoning with polynomial-sized objects using induction on

NP properties of polynomial length, while theory S2
2 expresses reasoning with polynomial-sized

objects using induction on NP
NP properties of polynomial length.

Buss [12] has also shown that certain different induction schemes are equivalent. In particular, we
have the following:

Theorem 4.1 (Buss [12]). S2
2 and BASIC + Πb

2 -LIND prove the same formulae.

4.1. Definable functions and search problems

Definable functions and search problems form an important notion for Bounded Arithmetic as they
provide the link between theories and complexity classes. A function is said to be Σb

1 -definable in
theory T if there is a Σb

1 -formula ϕ defining the graph of the function such that the unique existence
of the value depending on its arguments can be proven in T . A predicate or formula is said to be
∆b

1 -definable in T if there is a Σb
1 -formula and a Πb

1 -formula which both define the predicate and
whose equivalence can be shown in T .

Theorem 4.2 (Buss [12]). The Σb
1 -definable functions in S1

2 coincide with FP, the class of functions
computable in polynomial time. The ∆b

1 -definable predicates in S1
2 are exactly those in P, the class

of predicates decidable in polynomial time.

Let R be a total NP search problem. We say that R is ∆b
1 -definable in a theory T iff there

exists a formula ϕ which is ∆b
1 -definable in T such that T proves the totality of R via ϕ, i.e.

T � (∀x)(∃y)ϕ(x, y).

A multi-function is said to be Σb
1 -definable in theory T if there is a Σb

1 -formula ϕ defining the graph
of the multi-function, such that the existence of the value depending on its arguments can be
proven in T .
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Theorem 4.3 (Buss, Krajı́ček [15]). The Σb
1 -definable multi-functions in S2

2 are exactly the
projection of problems in PLS.

In terms of search problems, one can extract from the proof of this theorem that the ∆b
1 -definable

total search problems in S2
2 are exactly the problems in PLS.

5. PROVING MEMORYLESS DETERMINACY IN BOUNDED ARITHMETIC

In this section, we prove the main results of our paper. Our goal is to formalise a proof of
Memoryless Determinacy in Bounded Arithmetic in order to obtain some new information about
the complexity of the NP search problem MEMDET. For this, we first discuss how simple graph
games and the definitions surrounding them can be formalised in Bounded Arithmetic. As we
have sequence coding and decoding at hand as function symbols in Bounded Arithmetic, we can
literally translate Definitions 2.1 and 3.1 to obtain the following formulae in LBA: GraphGame(G)

is the sharply bounded formula expressing that lh(G) = 4 and that ((G)0, (G)1, (G)2) is a graph
game of size |(G)3| according to Definition 2.1, where sets of vertices and edges are stored in
some canonical way as sequences. We can also define the set of nodes and the size of a graph as
terms in LBA by defining the nodes of G to be (G)0 ∗∗(G)1, and the size of G, size(G), to be |(G)3|.
We define last(x) as the term (x)lh(x) ·−1, and member(x, y) as the formula (∃z < |y|) x = (y)z.
Here, |y| is sufficient as lh(y) ≤ |y| follows immediately from the axioms of Bounded Arithmetic.

“Partial maps from V to V” can be formalised as sequences of pairs, and we immediately have
the following sharply bounded formulae:

• PreStrategy(G, σ) denotes that σ is a pre-strategy for G;

• Strategy(G, σ) denotes that σ is a strategy for G;

• StrategyRestriction(G, σ, i, µ) denotes that µ = σ�Vi
; and

• GraphRestriction(G, σ, G ′) denotes that if PreStrategy(G, σ) then G ′=Gσ, otherwise
G ′=∅.

It is obvious that S1
2 can prove that formulae StrategyRestriction(G, σ, i, µ) and

GraphRestriction(G, σ, G ′) define graphs of functions, ie. that µ in the former and G ′ in
the latter can be shown to exist uniquely in S1

2.

A bit more interesting is the formalisation of wini(σ, G, v) according to Definition 3.4. As we know
that reachability in graphs is polynomial-time computable, it is easy to translate this Definition into
Bounded Arithmetic. But this time we cannot simply translate it as a sharply bounded formula, but
have to use the full polynomial-time expressivity available in S1

2. We proceed as follows:

• preReach(G, v, L) denotes that if GraphGame(G) then L is a sequence of length size(G)+1

with (L)0= 〈v〉 and (L)i+1 is (L)i plus all nodes in G which can be reached in one step from
(L)i, and L=∅ otherwise; and

• Reach(G, v, w) denotes (∃L)(preReach(G, v, L) ∧ member(w, last(L))) .

We are omitting here and in the following bounds to quantifiers if it is obvious how they can be
defined. It is not hard to see that S1

2 can prove that preReach(G, v, L) defines the graph of a
function computing L on input G and v. Thus, Reach is ∆b

1 in S1
2 because

S1
2 � Reach(G, v, w) ↔ (∀L)(preReach(G, v, L) → member(w, last(L))) .

• preWini(G, σ, S) denotes that if GraphGame(G) and Strategy(G, σ) then S is a sequence
of length size(G) and (S)j is Gσi with all nodes < j eliminated, and S=∅ otherwise; and

• wini(σ, G, v) denotes

(∃S)(preWini(G, σ, S) ∧ (∀x < |G|)(member(x, (G)1−i)

∧ (Reach((S)0, v, x) ∨ v = x) → ¬ Reach((S)x, x, x)) .
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As before, S1
2 can prove that preWini(G, σ, S) defines the graph of a function computing S, and

thus wini is ∆b
1 in S1

2.

Using these formalisations we can try to carry out in Bounded Arithmetic the proof of Memoryless
Determinacy as given by Björklund et al. [9]. But we immediately run into troubles, as this proof
builds on general (memory-dependent) strategies which are exponential-sized objects in the size
of the input graph. Therefore, this proof cannot be formalised in Bounded Arithmetic, and we have
to give a new proof which avoids general strategies. We start by stating without proof two basic
lemmas.

Lemma 5.1. Playing according to a winning strategy never leaves the winning set. In other words,
if σ is a winning strategy for Pi, then there are no edges leaving Wi(G, σ) in Gσi .

Lemma 5.2. Let σ and σ ′ be strategies in G. For v ∈ V and i = 0, 1 define

(σ �i σ ′)(v) :=

{
σ(v) if v ∈ Wi(G, σ) ∩ Vi

σ ′(v) otherwise

Then
Wi(G, σ) ∪ Wi(G, σ ′) ⊆ Wi(G, σ �i σ ′)

That is, the strategy σ �i σ ′ derived from σ and σ ′ is at least as successful for Pi as either of σ

and σ ′.

With this we are ready to present our new proof of memoryless determinacy.

Theorem 5.3 (Memoryless Determinacy). (∀G)(∃σ)det(G, σ)

Proof. We prove the theorem by induction on k ≤ n2 over the formula

(∀G ∈ Gn)
(

lh(E) ≤ k → (∃σ)det(G, σ)
)

.

Here, lh(E) is a canonical way to express the number of edges in G. Let G ∈ Gn with lh(E) = k.
By the induction hypothesis we know

(∀G ′ ∈ Gn)
(

lh(E ′) < k → (∃σ ′)det(G ′, σ ′)
)

.

Let Wi := Wi(G). Using Lemma 5.2 (repeatedly) we can find one strategy σ such that W0 =

W0(G, σ) and W1 = W1(G, σ), in the following way: By definition, for each v ∈ Wi there is
some strategy σv such that wini(σv, G, v). By repeatedly applying Lemma 5.2 we can combine
these to obtain one strategy σ0 such that W0 ⊆ W0(G, σ0). By definition of W0(G) we obviously
have W0(G, σ0) ⊆ W0(G). Hence W0 = W0(G, σ0). Similar, we obtain some σ1 such that
W1 = W1(G, σ1). We now define σ as σ0 on V0 and σ1 otherwise:

σ(v) :=

{
σ0(v) if v ∈ V0

σ1(v) otherwise

Then we obviously have that W0 = W0(G, σ) and W1 = W1(G, σ), as by definition Wi(G, σ) only
depends on σ�Vi

.

Letting
U := V \ (W0 ∪ W1)

what we have to show is that, in fact, U = ∅.

Assume for the sake of contradiction that U �= ∅. We observe that by Lemma 5.1, there are no
edges from U∩Vi to Wi. We also obverve that there are no self-loops in U, that is, u → u /∈ E for
all u ∈ U.
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G:

u w

drop u G ′:

w

FIGURE 1: Case (I).

(I) Suppose there are u, w ∈ U, u > w such that u → w is the only edge in G leaving u, as
shown in Figure 1. In this case let us drop the edge u → w, identify u with w and rename this
identified node w. By the induction hypothesis there exists σ ′ with det(G ′, σ ′); we extend σ ′ to σ̄

on G in the obvious way.

W.l.o.g., we assume that w ∈ W0(G ′, σ ′). As w /∈ W0(G, σ̄), there must be a cycle reachable from
w in Gσ̄0 won by P1. But essentially the same cycle is reachable from w in G ′σ ′

0 and also won by
P1 – giving us our desired contradiction.

(II) Suppose now that for all u, w ∈ U with u > w, if u → w is in G, then there is another edge
u → w ′ in G with w �= w ′.

Let
U ′ := {w ∈ U : (∃u ∈ U)(u > w ∧ u → w ∈ E)} .

u := max U is not a winning position. Thus u → w ∈ E for some w ∈ U, hence w ∈ U ′, and hence
U ′ �= ∅. Let x := min U ′. W.l.o.g., we assume that x ∈ V0. Fix y ∈ U with y > x and y → x ∈ E, and
some z ∈ V different from x with y → z ∈ E. That is, we are in the situation displayed in Figure 2.

G:

y

x

z : P0

: P1

FIGURE 2: Case (II) general case.

(II.a) Assume y ∈ V1. Consider, then, the graph G ′ where we remove the edge y → x from G,
cf. Figure 3. By the induction hypothesis there exists some σ ′ such that det(G ′, σ ′). W.l.o.g. (by

G:

y

x

z

G ′:

y

x

z

FIGURE 3: Case (II.a)

Lemma 5.2) σ ′

i�Wi
= σi�Wi

.

If P1 wins in G ′ from x using σ ′, then P1 also wins in G from x using σ ′, as y → x does not affect
the choices of P0 – contradiction.

Thus, P0 wins in G ′ from x using σ ′. As x ∈ U, P0 does not win from x in G using σ ′. Thus, there
is a cycle reachable from x in Gσ ′

0 won by P1. As this situation does not exists in G ′, the cycle has
to include y → x. Also, it has to leave U, as otherwise the least node would be x and the cycle
won by P0. It cannot reach W0, so it has to reach W1. But then W1 is reachable from x in G ′σ ′

0 –
contradiction.

(II.b) Assume y ∈ V0. Let G ′ be obtained from G by dropping the edge y → z, cf. Figure 4.
By the induction hypothesis there exists some σ ′ such that det(G ′, σ ′). W.l.o.g. (by Lemma 5.2)
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G:

y

x

z

G ′:

y

x

z

FIGURE 4: Case (II.b)

σ ′

i�Wi
= σi�Wi

.

If P0 wins in G ′ from x using σ ′, then P0 also wins in G from x using σ ′, as y → z does not affect
the choices of P1 – contradiction.

Thus, P1 wins in G ′ from x using σ ′. As x ∈ U, P1 does not win from x in G using σ ′. Thus, there
is a cycle reachable from x in Gσ ′

1 won by P0. Again, this cycle has to include y → z. If the path
from x to y would stay in U, adding y → x would give a win for P0 in G ′σ ′

1 . It cannot reach W1, so
it has to reach W0. But then W0 is reachable from x in G ′σ ′

1 – contradiction.

Theorem 5.4. S2
2 � (∀G)(∃σ)det(G, σ).

Proof. We argue informally in S2
2. Let G be a graph of size n. Let ϕ(n, k) be the formula

(∀G ′ ∈ Gn)
(

lh(E ′) ≤ k → (∃σ)det(G ′, σ)
)

from the previous proof. Inspection of ϕ shows that it describes a coNP
NP property which can be

equivalently expressed as a Πb
2 formula (provably in S1

2). As n2 ≤ |G#G| (where “#” is one of the
basic function symbols of Bounded Arithmetic), we obtain that

ϕ(n, 0) ∧ (∀k < n2)(ϕ(n, k) → ϕ(n, k + 1)) → ϕ(n, n2)

is provable in S2
2 by Theorem 4.1.

The main part in the proof of Theorem 5.3 is to show that ϕ(n, k) implies ϕ(n, k + 1). We
observe that this only involves reasoning with polynomial-sized objects which can be formalised
in weak theories of bounded arithmetic like S1

2—essentially we have to be able to construct from
polynomial-sized objects (game graphs) other polynomial-sized objects which differ only in some
very easy to describe properties. Thus we have, using that S1

2 is a sub-theory of S2
2, that

(∀k < n2)(ϕ(n, k) → ϕ(n, k + 1))

holds. It is easy to see that the base case ϕ(n, 0) also holds, as there are no game graphs which
satisfy V ′ �= ∅ and E ′ = ∅. Putting things together we obtain ϕ(n, n2). Now, by assumption G ∈ Gn

and lh(E) ≤ n2. Hence, (∃σ)det(G, σ).

Applying Theorem 4.3 to the previous theorem shows the following corollary:

Corollary 5.5. MEMDET is in PLS.

6. CONCLUSION

We have studied the problem of determining who has the winning strategy in a parity game in
terms of the corresponding problem of determining a memoryless winning strategy; we denoted
this NP search problem by MEMDET. We have shown that MEMDET is in PLS, by giving a new
proof of Memoryless Determinacy which can be formalised in Bounded Arithmetic S2

2 – the theory
which allows polynomially reasoning with NP

NP-induction of polynomial length.

Examining the proof of Theorem 4.3, one could describe a PLS algorithm solving MEMDET
without mentioning Bounded Arithmetic. However, it is unclear to us whether this would be
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beneficial, as the obtained algorithm would not directly deal with game graphs, but with
proof-theoretic notions like witnessing formulas for sequents of Bounded Arithmetic formulas.
Furthermore, this would hide any further observations that might be made about the complexity
of parity games based on results from Bounded Arithmetic.

To the best of our knowledge, this is the first result which classifies the search problem MEMDET
by relating it to PLS. Vöge and Jurdziński [16] present a discrete strategy improvement algorithm
which is closest in spirit to a PLS algorithm for the problem. However, their algorithm is based on
a non-deterministic operator Improve, which poses the most obvious of many challenges faced in
considering whether or not this algorithm can be turned into a PLS-description.

The previous paragraph notwithstanding, one of the anonymous referees brought to our attention
an unpublished report from 2004 [17] which, in a way not advertised by its title, announces the
result that parity games lies inside PLS. Indeed, the further claim that parity games are not PLS-
complete is made. We have not had the opportunity to verify the validity of the argument presented
in this 78-page technical report (though we do not lack confidence in its authors). However, the
techniques used there are vastly different to ours; even in light of this earlier yet unpublished
announcement, there is still the merit in the present manuscript in introducing Bounded Arithmetic
as a tool against the problem of establishing the complexity of parity games.
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INTRODUCTION

The role of Classical Logic in computer science is changing drastically over the last few years.
Given the direct relation between the Lambda Calculus (Barendregt 1984) and intuitionistic logic,
for many years it was believed that only the constructive logics had any real computational
content, and only after Griffi n’s discovery of the relation between double-negation elimination
(Griffi n 1990) and Felleisen’s control operators (Felleisen, Friedman, Kohlbecker, and Duba 1987)
did the research community become aware of the computational advantages of Classical Logic.
Since then, many researchers have focussed on different calculi, trying to exploit the Curry-
Howard isomorphism for various classical logics, both in sequent style and in natural deduction, for
computer science: amongst many, we mention (Parigot 1992; Ong and Stewart 1997; Curien and
Herbelin 2000; Urban 2000; Wadler 2003). In this paper we contribute to that line of research by
studying the λµµ̃-calculus (Curien and Herbelin 2000), which enjoys a Curry-Howard isomorphism
for implicative G3 (Kleene 1952), an variant of Gentzen’s system LK (Gentzen 1935).

One of the great advantages of using classical logic is the capture of not only parameter passing,
but also context management: for programs based on full classical logic, a parameter call is truly
dual to a context call. This gives rise to far richer programming paradigms, which need to be fully
investigated and exploited. This paper tries to prepare the ground for semantics, by defi ning a
notion of intersection-union typing for λµµ̃, and to study its properties.

One of the main contributions of intersection types (Barendregt, Coppo, and Dezani-Ciancaglini
1983) for the λ-calculus (Barendregt 1984) is the characterisation of strong normalisation, which
states that, in a system without the type constant ⊤1 the typeable terms are exactly the strongly
normalisable ones (van Bakel 1992). This result has since then been achieved in many ways
for different calculi, and in order to come to a similar characterisation for the (untyped) sequent
calculus λµµ̃ (Curien and Herbelin 2000), (Dougherty, Ghilezan, and Lescanne 2004) presented
a notion of intersection and union typing for that calculus. Another main contribution is that of the
construction of fi lter semantics, i.e. to build a λ-model using assignable types. With this goal in
mind, in this paper we revisit the system of (Dougherty, Ghilezan, and Lescanne 2004), adding ⊤
as the maximal and ⊥ as the minimal type, and the derivation rules (⊤), (⊥), that are added for
the purpose of subject expansion (also called completeness).

The notion of typing (i.e. context assignment) we present here will be shown to be the natural
system, in that intersection, ⊤, union, and ⊥ play their expected roles for subject expansion, our
fi rst step towards the construction of a fi lter model. However, we show that subject reduction no
longer holds, and will argue that this is caused by the non-logical foundation (i.e. typeable terms
no longer correspond to proofs (Hindley 1984)) of both intersection and union. We will show that
we can partially recover from these failures by restricting to either call-by-name or call-by-value
reduction, but that we also need to restrict the applicability of either union or intersection. This
then, unfortunately, demolishes the subject-expansion result, making the system not suitable to
defi ne semantics.

In this paper we will show that the –at the time– surprising loss of soundness for the system with
intersection and union types in (Barbanera, Dezani-Ciancaglini, and de’ Liguoro 1995) is, in fact,
1Normally, ω is used; here we reserve Greek characters for context variables.
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natural and inevitable. Also, working with intersection and union in the context of these highly
symmetric sequent calculi makes clear that these are truly dual; we will show that it is not union
alone that causes problems, but they also arise when dealing with intersection. Although the idea
behind both intersection and union might be (the logical) and and or, the fact that they are both not
logical destroys the soundness, both for a system based on intersection, as for a system based on
union. This also explains why, for ML with side-effects (Harper and Lillibridge 1991; Wright 1995;
Milner, Tofte, Harper, and MacQueen 1990), quantifi cation is no longer sound: also the (∀I) and
(∀E) rules of ML are not logical. This problem also appears when using intersection and union
types in an operational setting (Davies and Pfenning 2000; Dunfi eld and Pfenning 2000).

The system presented here is also a natural extension of the system considered for λµµ̃ in
(Curien and Herbelin 2000), i.e. the basic implicative system for Classical Logic, but extended
with intersection and union types and the type constants ⊤ and ⊥. That system is based on the
sequent calculus, introduced by Gentzen in (Gentzen 1935), is a logical system in which the rules
only introduce connectives (but on both sides of a sequent), in contrast to natural deduction which
uses introduction and elimination rules. The only way to eliminate a connective is to eliminate the
whole formula in which it appears, via an application of the (cut)-rule.

In this paper we will treat λµµ̃ as a pure, untyped calculus, and defi ne a notion of sequent-style
intersection-union typing for λµµ̃. The system is set up to be a conservative extension of Krivine’s
Système D intersection type assignment system for the λ-calculus (Krivine 1993) (⊢D), in that
lambda terms typeable in that system translate to λµµ̃-terms, while preserving the type. There
are many different notions of intersection type assignment in existence (see also (Barendregt,
Coppo, and Dezani-Ciancaglini 1983; van Bakel 1992; van Bakel 1995)), that, in the context of
the λ-calculus more or less coincide; the most important difference is normally the language of
types (full BCD (Barendregt, Coppo, and Dezani-Ciancaglini 1983; Krivine 1993), or strict types
(van Bakel 1992; van Bakel 1995)), and the availability of a contra-variant ≤-relation (Barendregt,
Coppo, and Dezani-Ciancaglini 1983; van Bakel 1995) or not (Krivine 1993; van Bakel 1992).
Surprisingly, this is no longer true when bringing intersection types (and union) to the context of
sequent calculi; BCD-types are needed, as will be shown in this paper. The main results of this
paper are that this notion is closed for expansion and that it needs to be restricted to become
closed for reduction; characterisation of strong normalisation is still an open issue.

We will show in this paper that there are two causes for the loss of subject reduction:

(a) Performing a µ-reduction towards an introduced intersection (i.e. via rule (∩R)), and
(b) Performing a µ̃-reduction towards an introduced union (via rule (∪L)).

Any solution for subject reduction for a system with intersection and union types for λµµ̃ will need
to solve both problems.

To address the problem of subject-reduction, in this paper we will revisit the system of (Dougherty,
Ghilezan, and Lescanne 2004), and discuss the problem of subject reduction and expansion in
the context of that system in detail. We will then defi ne a notion of typing that is an extension of
(Dougherty, Ghilezan, and Lescanne 2004) by adding ⊤ and ⊥, and show that subject reduction
is problematic. After that we will focus on two sub-sytems, ⊢V and ⊢N, that will successfully tackle
that problem; for CBV we limit (∩R) to values, and for CBN limit (∪L) to slots. These solutions are
crucially different from any other published in the past, in that we do not limit the syntax of types at
all (as in (Dougherty, Ghilezan, and Lescanne 2005; Dougherty, Ghilezan, and Lescanne 2008)),
and pose completely different side-conditions on rules (wrt (Herbelin 2005)), in fact generalising
the there claimed result. As far as we know, these are the fi rst correct presentations of sound
restrictions of a fully expressive system with intersection and union types for λµµ̃.

As intersection is not problematic for CBN-reduction, we can still embed the ⊢D-system for the
λ-calculus whilst preserving the types, so our system ⊢N is as least as expressive; also, union
types are still useful for µ-reductions. On the other hand, union types are not problematic for CBV-
reduction, and intersection can then be used for µ̃-reductions. However, limiting the applicability
of either rule (∩R) or (∪L) disrupts the proof of subject-expansion: this implies that it is impossible
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to defi ne a notion of typing that is closed for conversion, even when restricting to CBV of CBN. So
we cannot construct a fi lter model using types for λµµ̃ using this system.

1. THE CALCULUS λµµ̃

In its typed version, λµµ̃ is a proof-term syntax for a classical sequent calculus. As in λµ (Parigot
1992), for the λµµ̃-calculus there are two sets of variables: x, y, z, etc., label the types of the
hypotheses and α, β, γ, etc., label the types of the conclusions. Moreover, the syntax of λµµ̃
has three different categories: commands, terms, and contexts (or co-terms). Correspondingly,
they are typed by three kinds of sequents: the usual sequents Γ ⊢ ∆ type commands, while the
sequents typing terms (resp. contexts) are of the form Γ ⊢ A | ∆ (resp. Γ | A ⊢ ∆), marking the
conclusion (resp. hypothesis) A as active.

Defi nition 1.1 (COMMANDS, TERMS, AND CONTEXTS (CURIEN AND HERBELIN 2000))

c ::= 〈v | e〉 v ::= x | λx.v | µβ.c e ::= α | v·e | µ̃x.c
commands terms contexts

Here µα.c, µ̃x.c′ and λy.v respectively bind α in c, x in c′ and y in v; as usual, we will consider terms,
contexts and commands up to α-conversion, and consider substitution to be capture avoiding.

Typing for λµµ̃ is defi ned by:

Defi nition 1.2 (TYPING FOR λµµ̃ (CURIEN AND HERBELIN 2000))

(cut) :
Γ ⊢M v : A | ∆ Γ | e : A ⊢M ∆

〈v | e〉 : Γ ⊢M ∆

(Ax-t) :
Γ, x:A ⊢M x : A | ∆

(Ax-c) :
Γ | α : A ⊢M α:A, ∆

(RI) :
Γ, x:A ⊢M v : B | ∆

Γ ⊢M λx.v : A→B | ∆

(LI) :
Γ ⊢M v : A | ∆ Γ | e : B ⊢M ∆

Γ | v · e : A→B ⊢M ∆

(µ) :
c : Γ ⊢M α:A, ∆

Γ ⊢M µα.c : A | ∆
(µ̃) :

c : Γ, x:A ⊢M ∆

Γ | µ̃x.c : A ⊢M ∆

Commands can be computed (thus eliminating the cut in the corresponding proof):

Defi nition 1.3 (REDUCTION IN λµµ̃ (CURIEN AND HERBELIN 2000; HERBELIN 2005)) The reduction
rules are defi ned by:

logical rules
(→) : 〈λx.v1 |v2·e〉 → 〈v2 | µ̃x.〈v1 | e〉〉
(µ) : 〈µβ.c | e〉 → c[e/β]
(µ̃) : 〈v | µ̃x.c〉 → c[v/x]

extensional rules
(η) : λxµβ.〈v |x·β〉 → v x, β 6∈ fv(v)

(ηµ) : µα.〈v |α〉 → v α 6∈ fv(v)
(ηµ̃) : µ̃x.〈x | e〉 → e x 6∈ fv(e)

We have a critical pair in the command 〈µα.c1 | µ̃x.c2〉; since cut-elimination of the classical
sequent calculus is not confl uent, neither is reduction in λµµ̃.

Notice that λµµ̃ has both explicit and implicit variables: the implicit variables are for example
in v·e, where the hole (·, which acts as input) does not have an identity, and in λx.v where the
context (output) is anonymous. We can make these variables explicit by, respectively, µ̃y〈y |v·e〉
and µα.〈λx.v |α〉; in case the variable y (α) does not occur in v·e (λx.v), these terms are η redexes,
but, in general, the implicit variable can be made to correspond to one that already occurs. The
type assignment system below (Defi nition 2.3) is designed to be indifferent to these steps.

Herbelin’s λµµ̃-calculus expresses the duality of LK’s left and right introduction in a very
symmetrical syntax. But the duality goes beyond that: for instance, the symmetry of the reduction
rules display syntactically the duality between the call-by-value (CBV) and call-by-name (CBN)
evaluations (see also (Wadler 2003)). Indeed, the CBV reduction →V is obtained by forbidding
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a µ̃-reduction when the redex is also a µ-redex, whereas the CBN reduction →N forbids a µ-
reduction when the redex is also a µ̃-redex.

Defi nition 1.4 (CBV AND CBN (CURIEN AND HERBELIN 2000; HERBELIN 2005)) Values V are defi ned
by V ::= x | λx.v, and slots2 E are defi ned by E ::= α | v · e.

• CBV-reduction is defi ned by replacing rule (µ̃) by: (µ̃V) : 〈V | µ̃x.c〉 → c[V/x] ;
• CBN-reduction is defi ned by replacing rule (µ) by: (µN) : 〈µβ.c |E〉 → c[E/β] .

The remainder of this paper will be dedicated to the defi nition of a notion of intersection typing
on λµµ̃. This will be defi ned as a natural extension of a system with intersection types for the
λ-calculus; we will start by briefl y summarising the latter. We assume the reader to be familiar
with the λ-calculus (Barendregt 1984). As done in (Curien and Herbelin 2000), we defi ne an
encoding of the λ-calculus into λµµ̃:

Defi nition 1.5 x =
∆

x (λx.M) =
∆

λx. M (MN) =
∆

µα.〈 M | N · α〉

Correctness of this encoding is easy to prove; ηµ-reduction is needed here:

Lemma 1.6 (λx.M)N → M [ N /x] .

Using this lemma, we can prove the following relation between the λ-calculus and λµµ̃:

Theorem 1.7 1. If M →β N, then M → N .
2. If M→V N, then M →V N .

The notion of intersection type assignment for λµµ̃ as defi ned in the next section is a conservative
extension of Système D (Krivine 1993) – which is a restricted version of the BCD-system
presented in (Barendregt, Coppo, and Dezani-Ciancaglini 1983), not closed for η-reduction – in
that we can translate lambda terms typeable in that system to λµµ̃ terms whilst preserving types.
The BCD-system treats the two type constructors ‘→’ and ‘∩ ’ the same, allowing, in particular,
intersection to occur at the right of arrow types; this general treatment is not necessary within the
context of the λ-calculus (see (van Bakel 1995)), but for λµµ̃, as we will see in Example 4.1, to
type all normal forms it is natural to have an intersection type occur on the right-hand side of an
arrow type. We will not consider a relation on types that is contra-variant on the arrow, since we
are not interested in modelling extensionality.

Defi nition 1.8 1. Let V be a countable (infi nite) set of type-variables, ranged over by ϕ. The
set T of intersection types, ranged over by A, B . . ., is defi ned through:

A, B ::= ϕ | ⊤ | (A→B) | (A∩B)

2. A statement is an expression of the form M : A, with M∈ Λ, and A ∈ T . M is the subject and
A the predicate of M : A.

3. A context Γ is a partial mapping from term variables to intersection types, and we write
x:A ∈ Γ if Γ x = A. We will write x 6∈ Γ if Γ is not defi ned on x, and Γ\x when we remove x
from the domain of Γ.

We will consider a pre-order on types which takes into account the idem-potence, commutativity
and associativity of the intersection type constructor, and defi nes ⊤ to be the maximal element.
We write n for the set {1, . . . , n}. It is easy to show that the type constructor ∩ is associative and
commutative, and we will write ∩n Ai for A1∩· · ·∩An, and consider ⊤ to be the empty intersection:
⊤ = ∩m Aj.

2In (Herbelin 2005), slots are called linear evaluation contexts.
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Defi nition 1.9 Intersection type assignment and derivations are defi ned by the following
(sequent style) natural deduction system.

(Ax) :
Γ, x:A ⊢D x : A

(→I) :
Γ, x:A ⊢D M : B

Γ ⊢D λx.M : A→B
(∩E) :

Γ ⊢D M : ∩n Ai
(j∈ n, n ≥ 1)

Γ ⊢D M : Aj

(→E) :
Γ ⊢D M : A→B Γ ⊢D N : A

Γ ⊢D MN : B
(∩I) :

Γ ⊢D M : Aj (∀j∈ n)
(n ≥ 0)

Γ ⊢D M : ∩n Ai

2. THE SYSTEM M∩∪ OF INTERSECTION AND UNION TYPING FOR λµµ̃

The fi rst notion of intersection and union typing for λµµ̃ was presented in (Dougherty, Ghilezan,
and Lescanne 2004). In this paper, we will revisit this system, albeit in a presentation that is
adapted to our approach, and discuss its results and shortcomings.

We start with the defi nition of intersection/union types.

Defi nition 2.1 (INTERSECTION AND UNION TYPES, CONTEXTS) 1. The set T∩∪ of intersection-un-
ion types (we will write T for short), ranged over by A, B, . . . is inductively defi ned by:

A, B ::= ϕ | (A→B) | (A∩B) | (A∪B)

2. A context Γ of term-variables (∆ of context-variables) is a partial mapping from term-variables
(context-variables) to types, represented as a set of statements with only distinct variables
as subjects.

We will omit unnecessary brackets in types; the type constructors ‘∩ ’ and ‘∪ ’ will bind
more strongly than ‘→’, so A∩B→C∩D is used for ((A∩B)→(C∩D)), A→B∩C→D for
(A→((B∩C)→D)), and (A→B)∩C→D for (((A→B)∩C)→D). We will sometimes write the
omitable brackets to enhance readability.

We will consider a pre-order on types which takes into account the idem-potence, commutativity
and associativity of the intersection and union type constructors.

Defi nition 2.2 (RELATIONS ON TYPES) 1. The relation ≤ is defi ned as the least pre-order on T
such that:

A ≤⊤ A∩B ≤ A, B A ≤ C & A ≤ B ⇒ A ≤ B∩C
⊥ ≤ A A, B ≤ A∪B A ≤ C & B ≤ C ⇒ A∪B ≤ C

We will write A≤∩B for the relation on types defi ned by the fi rst line, and A≤∪B for the one
defi ned by the second.

2. The equivalence relation ∼ on types is defi ned by:

A ≤ B ≤ A ⇒ A ∼ B
A ∼ C & B ∼ D ⇒ A→B ∼ C→D

Since we want the structure of types and derivations to correspond as much as possible, the set T
will not be considered modulo ∼. Since intersection and union are associative and commutative,
we will write ∩n Ai for A1∩· · ·∩An, as well as ∪n Ai for A1∪· · ·∪An, and will only allow permutations
of types within an intersection or within a union.

We will now present a notion of intersection-union typing for λµµ̃, system M∩∪, as defi ned in
(Dougherty, Ghilezan, and Lescanne 2004), adapted to our purposes.

Defi nition 2.3 (∩-∪ TYPING FOR λµµ̃)
(cut) :

Γ1 ⊢M v : A | ∆1 Γ2 | e : A ⊢M ∆2

〈v | e〉 : Γ1∩Γ2 ⊢M ∆1∪∆2

(Ax-t) :
Γ∩x:A ⊢M x : A | ∆

(Ax-c) :
Γ | α : A ⊢M α:A∪∆
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(→R) :
Γ, x:A ⊢M v : B | ∆

Γ ⊢M λx.v : A→B | ∆

(→L) :
Γ1 ⊢M v : A | ∆1 Γ2 | e : B ⊢M ∆2

Γ1∩Γ2 | v·e : A→B ⊢M ∆1∪∆2

(µ) :
c : Γ ⊢M α:A, ∆

Γ ⊢M µα.c : A | ∆
(µ̃) :

c : Γ, x:A ⊢M ∆

Γ | µ̃x.c : A ⊢M ∆

(∩R) :
Γi ⊢M v : Ai | ∆i (∀i ∈ n)

(n ≥ 0)
∩nΓi ⊢M v :∩n Ai | ∪n∆i

(∪L) :
Γi | e : Ai ⊢M ∆i (∀i ∈ n)

(n ≥ 0)
∩nΓi | e :∪n Ai ⊢M ∪n∆i

(∪R) :
Γi, x:Bi ⊢M v : Aj | ∆i

(j∈ n)
∩nΓi, x:∪nBi ⊢M v :∪n Ai | ∪n∆i

(∩L) :
Γi | e : Aj ⊢M α:Bi, ∆i

(j∈ n)
∩nΓi | e :∩n Ai ⊢M α:∩nBi,∪n∆i

This system is a multiplicative variant of system M∩∪ of (Dougherty, Ghilezan, and Lescanne
2004), but for the fact that we deal with (⊤) and (⊥), and generalise rules (∪R) and (∩L). Notice
that the rules (⊤) and (⊥) are special cases of (∩R) and (∪L) by taking n = 0 as well and
conveniently ignoring the fact that an intersection (or union) of an empty collection of sets is the
empty set.

Notice that, in rule (Ax-t) (and (Ax-c)), a type is selected from within an intersection (a union) for
a term (context) variable. To obtain the same functionality for the implicit variables, the system
adds rules (∪R) (and (∩L)).

Also, their notion of typing is defi ned without any relation on types, it is just stated that types are
considered to be defi ned modulo commutativity and associativity for ∩ and ∪; this corresponds to
the type inclusion relation we use here. Notice we do not have a contra-variant type inclusion
relation (which would state that C ≤ A & B ≤ D ⇒ A→B ≤ C→D); this combined with the
full BCD-intersection types gives a notion of typing that is closest to Krivine’s system D (see
Theorem 3.2).

3. PROPERTIES FOR SYSTEM ⊢M

In this section we study some of the properties of ⊢M in detail.

As for the strict system, we can easily show the following.

Lemma 3.1 The following rules are admissible.

(∩E) :
Γ ⊢M v :∩n Ai | ∆

(j∈ n)
Γ ⊢M v : Aj | ∆

(∪E) :
Γ | e :∪n Ai ⊢M ∆

(j∈ n)
Γ | e : Aj ⊢M ∆

We can now show that typing is preserved by the interpretation of the λ-calculus:

Theorem 3.2 If Γ ⊢D M : A then Γ ⊢M M : A | .

Notice that typing is not preserved for the rule (η): for example, we can derive
y:A→B ⊢M λx.µβ.〈y |x·β〉 : (A∩C)→B | , but cannot show y:A→B ⊢M y : (A∩C)→B | ; we would
need a ≤-relation on types that is contra-variant over arrow types.

It is easy to show the following completeness result.

Theorem 3.3 (SUBJECT EXPANSION) Let c1 → c2: if c2 : Γ ⊢M ∆ then c1 : Γ ⊢M ∆.

As for the system suggested in (Herbelin 2005) (there only the intersection and union rules for a
CBN and CBV restriction are given), the added rules are:

(∩L) :
Γ | e : Ai ⊢M ∆

(i = 1, 2)
Γ | e : A1∩A2 ⊢M ∆

(∩R) :
Γ ⊢M v : A1 | ∆ Γ ⊢M v : A2 | ∆

Γ ⊢M v : A1∩A2 | ∆

(∪L) :
Γ | e : A1 ⊢M ∆ Γ | e : A2 ⊢M ∆

Γ | e : A1∪A2 ⊢M ∆
(∩L) :

Γ ⊢M v : Ai | ∆

(i = 1, 2)
Γ ⊢M v : A1∪A2 | ∆
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With these rules, none of the above result can be achieved; for example, there we cannot derive
⊢M λx.xx : ((A→B)∩A)→B | , so cannot type all normal forms. Notice the role of intersection on

term variables and union on context variables in Theorem 3.3; we cannot prove such a property
for the system of (Herbelin 2005).

As we will show in the next section, we cannot prove a general subject reduction result. However,
we can show that µ̃-reduction towards an intersection and µ-reduction towards a union are safe,
as well as rule (→); we will start with the latter:

Theorem 3.4 (SOUNDNESS FOR RULE (→)) If 〈λx.v1 |v2·e〉 : Γ ⊢M ∆ then 〈v2 | µ̃x.〈v1 | e〉〉 : Γ ⊢M ∆.

The following lemmas show that µ-contraction to any type A, even a union, such that c : Γ ⊢M α:A, ∆

is sound, as is a µ̃-contraction to any type A, even an intersection, such that c : Γ, x:A ⊢M ∆.

Lemma 3.5 (SAFE TERM SUBSTITUTION LEMMA) Let B ∈T .

1. If c : Γ, x:B ⊢M ∆ and Γ ⊢M v : B | ∆, then c[v/x] : Γ ⊢M ∆.
2. If Γ, x:B ⊢M v′ : A | ∆ and Γ ⊢M v : B | ∆, then Γ ⊢M v′[v/x] : A | ∆.
3. If Γ, x:B | e : A ⊢M ∆ and Γ ⊢M v : B | ∆, then Γ | e[v/x] : A ⊢M ∆.

Lemma 3.6 (SAFE CONTEXT SUBSTITUTION LEMMA) Let B∈ T .

1. If c : Γ ⊢M α:B, ∆ and Γ | e : B ⊢M ∆, then c[e/α] : Γ ⊢M ∆.
2. If Γ ⊢M v : A | α:B, ∆ and Γ | e : B ⊢M ∆, then Γ ⊢M v[e/α] : A | ∆.
3. If Γ | e′ : A ⊢M α:B, ∆ and Γ | e : B ⊢M ∆, then Γ | e′[e/α] : A ⊢M ∆.

The promised reduction results for both µ̃ and µ reduction are in the fi rst parts, respectively, of
these lemmas.

4. THE PROBLEM WITH SUBJECT REDUCTION

In this section we will focus on soundness, i.e. investigate when assignable types (and contexts)
are preserved by reduction.

Example 4.1 Take the commands c1 = 〈µα.〈x |x·α〉 | µ̃y.〈y |y·β〉〉, c2 = 〈x | x·(µα.〈x |x·α〉·β)〉,
and c3 = 〈x | x · µ̃y.〈y |y·β〉〉, and notice that c1 →V c2, and c1 →N c3. We can easily derive
c2 : x:A∩(A→((C→D)∩C)) ⊢M β:D and c3 : x:A∩(A→C)∩(A→C→D) ⊢M β:D, and (by subject
expansion) can derive both typings also for c1, but subject reduction fails: we cannot derive c3’s
typing for c2, but can only derive c2’s typing for c3.

Notice that the typing for c2 shows the usefulness of allowing intersection types on the right of an
arrow.

The example above shows a counterexample for CBV reduction, but we can also give one for CBN:

Example 4.2 The the commands c1 = 〈µδ.〈λx.µβ.〈x |δ〉 |δ〉 | µ̃z.〈λvµα.〈z |α〉 |γ〉〉, c2 =
〈λv.µα.〈µδ.〈λx.µβ.〈x |δ〉 |δ〉 |α〉 |γ〉, and c3 = 〈λv.µα.〈λxµβ.〈x | µ̃z.〈λw.µα.〈z |α〉 |γ〉〉 |α〉 |γ〉
then c1 →N c2 and c1 →V c3 . We can derive c2 : ⊢M γ:C→A∪(A→B) and
c3 : ⊢M γ:(C→A)∪(C→A→B) and both these typings also for c1, as well as c2’s for c3, but
not c3’s for c2.

So we cannot achieve soundness (or subject reduction) in this system for λµµ̃.

Performing a µ-reduction towards an intersection type, or performing a µ̃-reduction towards a
union type, is problematic. Let’s fi rst of all analyse the situation. If an intersection has been used
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to type a command, we fi nd ourselves in either one of the following two situations:

Di

c : Γi ⊢M α:Ai, ∆i
(µ)

Γi ⊢M µα.c : Ai | ∆i (∀i ∈ n)
(∩R)

∩nΓi ⊢M µα.c :∩n Ai | ∪n∆i

D

Γ | e :∩n Ai ⊢M ∆

(cut)
〈µα.c | e〉 : ∩nΓi∩Γ ⊢M ∪n∆i∪∆

D′

c : Γ ⊢M α:∩n Ai, ∆

(µ)
Γ ⊢M µα.c :∩n Ai | ∆

D

Γ | e :∩n Ai ⊢M ∆

(cut)
〈µα.c | e〉 : ∩nΓi∩Γ ⊢M ∪n∆i∪∆

Only the fi rst case is problematic, since from the second we get c[e/α] : ∩nΓi∩Γ ⊢M ∪n∆i∪∆ by
Lemma 3.6. For the fi rst case, we normally cannot remove any of the types in ∩n Ai in the
derivation D, so we cannot safely propagate D into the various Di. So this is the problem case
that should be caught.

This problem also appears when dealing with quantifi cation, as in ML: assume we have a
derivation for (example essentially by Alexander J. Summers: see (Summers 2008) for a detailed
treatment of quantifi cation in sequent calculi).

.

.

.

x:φ, y:φ ⊢M x : φ |
(→R)

x:φ ⊢M λy.x : φ→φ |

| γ : φ→φ ⊢M β:φ, γ:φ→φ

.

.

.

.

(cut)
〈λy.x |γ〉 : x:φ ⊢M β:φ, γ:φ→φ

(µ)
x:φ ⊢M µβ.〈λy.x |γ〉 : φ | γ:φ→φ

(→R)
⊢M λx.µβ.〈λy.x |γ〉 : φ→φ | γ:φ→φ

| γ : φ→φ ⊢M γ:φ→φ
(cut)

〈λx.µβ.〈λy.x |γ〉 |γ〉 : Γ ⊢M γ:φ→φ
(µ)

Γ ⊢M µγ.〈λx.µβ.〈λy.x |γ〉 |γ〉 : φ→φ |
(∀R)

Γ ⊢M µγ.〈λx.µβ.〈λy.x |γ〉 |γ〉 : ∀φ.φ→φ |

y:∀φ.φ→φ ⊢M y : ∀φ.φ→φ |
(∀E)

y:∀φ.φ→φ ⊢M y : (φ′→φ′)′→φ′→φ′ |

y:∀φ.φ→φ ⊢M y : ∀φ.φ→φ |
(∀E)

y:∀φ.φ→φ ⊢M y : φ′→φ′ | | δ : φ′→φ′ ⊢M δ:φ′→φ′

(→L)
y:∀φ.φ→φ | y·δ : (φ′→φ′)′→φ′→φ′ ⊢M δ:φ′→φ′

.

.

.

.

.

.

(cut)
〈y | y·δ〉 : Γ, y:y:∀φ.φ→φ ⊢M δ:φ′→φ′

(µ̃)
y:∀φ.φ→φ | µ̃y.〈y | y·δ〉 : ∀φ.φ→φ ⊢M δ:φ′→φ′

(cut)
〈µγ.〈λx.µβ.〈λy.x |γ〉 |γ〉 | µ̃y.〈y | y·δ〉〉 : y:∀φ.φ→φ ⊢M δ:φ→φ

then the µ-reduction will cause problems. Notice that γ:φ→φ is contracted, so in fact occurs twice:
bringing the quantifi er inside, as would be required when µ-reducing, would force two independent
closures of the type φ→φ for γ; this is impossible, because the ‘other’ γ will have the φ free, which
violates the side-condition on rule ∀R.

Similarly, for union, we have the situations:

D

Γ ⊢M v :∪n Ai | ∆

D′

c : Γi, x:∪n Ai ⊢M ∆i
(µ̃)

Γi | µ̃x.c :∪n Ai ⊢M ∆i
(cut)

〈v | µ̃x.c〉 : ∩nΓi∩Γ ⊢M ∪n∆i∪∆

D

Γ ⊢M v :∪n Ai | ∆

Di

c : Γi, x:Ai ⊢M ∆i
(µ̃)

Γi | µ̃x.c : Ai ⊢M ∆i (∀i ∈ n)
(∪L)

∩nΓi | µ̃x.c :∪n Ai ⊢M ∪n∆i
(cut)

〈v | µ̃x.c〉 : ∩nΓi∩Γ ⊢M ∪n∆i∪∆

As above, only the second situation is possibly problematic, and propagating D into the Di should
be avoided.

In (Herbelin 2005), the subject reduction problem is recognised, and two systems are proposed
that solve the problem, one for CBV, and one for CBN reduction, as we will do in Section 5. There
the CBV restriction is defi ned by limiting rule (∪R) to values, and the CBN restriction by limiting rule
(∩L) to slots. How this will achieve subject-reduction is not made clear; it is remarkable that the
suggested solution is almost orthogonal to what we defi ne below. However, this does not seem
to affect the validity of the subject reduction claim in (Herbelin 2005); in fact, we conjecture that,
given the applicability of rule (∩L) only to contexts and rule (∪R) only to terms, subject reduction
even holds for the unrestricted system of that paper.
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5. SOUND RESTRICTIONS OF ⊢

In this section, we will study two restrictions for which we can show a subject reduction result.
First of all, we can show that the rule (→), µ̃-reduction towards an intersection, and µ-reduction
towards a union are safe.

Unfortunately, as suggested above (and noted in (Herbelin 2005), and observed by others),
we cannot show the above soundness result for the other two main reduction rules, →µ or
→µ̃. To show the crucial defects, we presented two counterexamples in Examples 4.1 and 4.2.
This is mainly due to the fact that Γ ⊢M µα.c : A | ∆ does not always imply c : Γ ⊢M α:A, ∆, and
Γ | µ̃x.c : A ⊢M ∆ does not always imply c : Γ, x:A ⊢M ∆.

Summarising, it is problematic to: (i) perform a µ-reduction towards an intersection type,
introduced via (∩R), or (ii) perform a µ̃-reduction towards a union type, introduced via (∪L).

It seems reasonable to allow full (∩R) for CBN; assuming we use the restriction mentioned above
on (∪L), how do we stop reducing into an intersection? Remember that this only happens in case
〈µα.c | e〉, with e a slot; in that case, the intersection type on the right is superfl uous, and only one
proper type inside it is needed.

Defi nition 5.1 The notion of typing ⊢N is defi ned as ⊢M, by changing rules (∪L) and (∪R):

(∪L) :
Γi | E : Ai ⊢N ∆i (∀i ∈ n)

(n ≥ 1)
∩nΓi | E :∪n Ai ⊢N ∪n∆i

(∪R) :
Γ ⊢M v : Aj | ∆

(j∈ n, n ≥ 1)
Γ ⊢M v :∪n Ai | ∆

That subject-expansion now fails is immediate, since the condition on rule (∪L) (the context is a
slot) is not preserved by expansion. We can now show:

Theorem 5.2 (SOUNDNESS FOR →N IN ⊢N) If c1 : Γ ⊢N ∆ and c1 →N c2, then c2 : Γ ⊢N ∆.

For CBV, we take the dual approach, and restrict the use of (∩R). To avoid a µ-reduction into an
intersection, we either do not allow intersections for cuts at all (which, by the example above, is
clearly to restrictive), or make sure that no intersection is introduced for µα.c via the restriction on
(∩R). The only thing to solve is then to avoid the contraction of 〈v | µ̃x.c〉 into a union, which is
solved by the fact that then v is a value.

Defi nition 5.3 The notion of typing ⊢V is defi ned as ⊢M, by changing rules (∩R) and (∩L):

(∩L) :
Γ | e : Aj ⊢M ∆

(j∈ n, n ≥ 1)
Γ | e :∩n Ai ⊢M ∆

(∩R) :
Γi ⊢V V : Ai | ∆i (∀i ∈ n)

(n ≥ 0)
∩nΓi ⊢V V :∩n Ai | ∪n∆i

That subject-expansion now fails is again immediate, since the condition on rule (∩R) (the term
is a value) is not preserved by expansion.

Theorem 5.4 (SOUNDNESS FOR →V IN ⊢V) If c : Γ ⊢V ∆ and c →V c′, then c′ : Γ ⊢V ∆.

6. CONCLUDING REMARKS

It is worthwhile to observe that the system presented above is just one of the possible ways of
dealing with intersection and union in the context of λµµ̃. In fact, allowing intersection and union
for activated formulae only, actually leans strongly on the similarity between those type constructs
and the logical & and ∨.

We have seen that it is straightforward to defi ne a natural notion of typing to the sequent calculus
λµµ̃ that uses intersection and union types. This system was shown natural in that we were able
to show that subject expansion - the main reason to use either intersection or union - follows
easily, and that both intersection and union play their natural and crucial role in that proof.
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However, this ease is not paired with soundness with respect to subject reduction. As in similar
notions for the λ-calculus, combining union and intersection types breaks the soundness of the
system; unlike the λ-calculus, however, also intersection is problematic. We have isolated the
problem cases, and seen that it is exactly the non-logical behaviour of both type constructors that
causes the problem. We have looked at restrictions for either CBN or CBV reduction that overcome
this defect, but all with the loss of the subject expansion result.
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Abstract

Facing a staggering diversity of software behaviours in modern and future computing, we argue
for the need of a unified theory of program logics for a wide variety of software behaviours as a
foundation of software engineering. We propose Hennessy-Milner logic for typed π-calculi as one
possible such foundation. The π-calculus enjoys a singular position among computational calculi
through its ability to embed sequential and concurrent programs as name passing processes
without losing semantic information, and through its connection to other basic theories such
as Linear Logic and Game Semantics. The embedding of programs in processes leads to the
embedding of logics for programs in the logic for processes, where the observational content
of a given program logic is made explicit, analysed and justified on a uniform basis. As a case
study, we show embeddings of Hoare logic for sequential programs and a rely-guarantee logic for
shared variable concurrency, suggesting that the proposed framework can offer a unifying basis
to capture fundamental notions in program logics such as partial/total correctness, sequentiality
and different kinds of concurrent computing.

Types, Hoare Hennessy-Milner

1. INTRODUCTION

Diversity of software behaviours in modern and future computing environments is staggering. In their
external behaviours, they can be stateless or stateful, first-order or higher-order, sequential or concurrent,
shared memory or message passing. In their internal structure, they often crucially depend on the use of
a variety of concurrent or even distributed components and services. Is there a unifying theory which
helps us harness this diversity, acting as a common foundation for building, validating and controlling
these complex software systems? Such a uniform foundation will become all the more essential when an
application consists of distributed components that are written in different programming languages.

This paper proposes the π-calculus [45] and its logic as a candidate for such a unifying foundation,
building on the well-cultivated use of compositional program logics as a scientific basis of programming
[20]. Compositional program logics offer a key underpinning of diverse engineering efforts in software
development, by its ability to describe and validate arbitrary semantic properties of programs – one can
pinpoint any specific property of interest as an assertion, in order to use the description as a basis of
engineering, be it specification, modelling, refinement, verification, testing or program analysis. By creating
the structural universe of properties, program logics also lead to a deep understanding of semantics of
programs. Compositional program logics as have been known so far are however inherently programming
language dependent and do not allow unifying treatment of a variety of features such as sequential and
concurrent, first-order and higher-order, functional and stateful computation.

The proposed theory aims to expand the key merits of program logics to a general class of software
behaviours, independently from specific programming languages and their logics, while elucidating,
analysing and justifying them on a common logical basis. The theory is built on the two kinds of
representability known in the literature. The first is the exact embeddability of behaviours of diverse
programming languages (sequential and concurrent, shared variables and message passing, first-order and
higher-order, stateless and stateful) into the π-calculus by means of types. The employed type structures
for precise representability find their origins in Milner’s sorting [44] and game semantics [3, 4, 12, 30, 34],

logics,π-calculus,Keywords: The logics, Relay-guarantee logic, Logical full
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the latter offering semantically complete representation (full abstraction) of a wide range of programming
languages in the universes of dialogue games, whose connection to the π-calculus was first pointed our in
[33]. The second representability is logical embedding of program logics in Hennessy-Milner logics [19],
a representative process logic. Such an embedding of a concurrent Hoare logic is first studied in [43]. A
recent work [11] introduces a Hennessy-Milner logic for typed π-calculi, based on those for CCS [48, 49]
and the untyped π-calculus [6, 14, 46], with an embedding of a program logic for higher-order functions in
a process logic [28]. These two kinds of representability offer a unifying foundation for diverse program
logics, in the following way: given a concrete program logic, they lead to logical full abstraction, a notion
studied by Longley and Plotkin [39], albeit in a different setting: a program satisfies an assertion in the
program logic if and only if the program’s representation as a process satisfies the assertion’s embedding
in the process logic.1 Thus validity is reflected and preserved through the embedding, making the process
logic a common ground in which each program logic finds its exact mirror image, with its observational
content made explicit, analysed and justified on a uniform basis, through the fine grain logical primitives of
Hennessy-Milner logic.

As a case study, we treat two well-known assertion methods for imperative computing in our framework:
Hoare logic for sequential programs and a rely-guarantee method for shared variable concurrency. After
introducing the typed π-calculus (Section 2) and its logic (Section 3), we first treat Hoare logic for
partial correctness [16, 20] (Section 4), showing how the “must” modality in Hennessy-Milner logic can
precisely embed the notion of partial correctness in Hoare logic, leading to logical full abstraction. The dual
embedding of total correctness in the “may” modality leads to another logical full abstraction. We then turn
to shared variable concurrency, embedding a version of Jones’ rely-guarantee logic [36], extending a recent
work by Coleman and Jones [13] to a logic for shared variable concurrency which can treat a general case
of interfering commands, obtaining the third logical full abstraction (Section 5).

Other Approaches to Unifying Theories. Abramsky [2] puts forward a general framework to extract
program logics from a class of algebraic CPOs. As far as semantics of programs is given in CPOs with a
class of operators and they satisfy certain conditions, this method induces program logics. In comparison,
both approaches use representation of programs’ semantics in typed mathematical universes. On the other
hand, the process-based framework is arguably more flexible and exact in capturing semantics of programs,
due to the fine-grain nature of name passing interactions [4, 21, 33, 34, 40, 45] as well as expressiveness of
the may-must modalities in Hennessy-Milner logic. Domain-theoretic structures are also essential in the
construction and analysis of process-based semantics [4, 8, 34].

Hoare and He [23] study different (observational, algebraic and operational) ways of presenting a theory
for imperative programming, and show they are equivalent in the sense that each is derivable from another
in a cyclic way. Different presentations serve different engineering purposes and clarify distinct forms
mathematical theories of computing can take. The present approach differs from theirs in that we focus
on embeddings of different languages and their logics into a specific mathematical structure, name passing
processes. The latter unification may be able to strengthen the unification in the former approach. More
recently Hoare and O’Hearn [24] introduced a logical method for concurrent processes based an idea of
separation and concurrency. The notion of concurrent composition in their logic has interesting features
such as demanding geometric separation and including not only process-theoretic parallel composition but
other forms of program compositions. These features, including its emphasis on graphical aspects, make
their approach close to a specification framework which uses programs and predicates interchangeably [22].
Common to these works [22–24] is a (relatively) synthetic view on program logics, whose interaction with
our (relatively) analytic approach would be an interesting topic for further study.

The semantically precise logical embeddings of existing program logics (also see [11] for further results) as
outlined in this paper, either using process logics or not, may not be known in the literature. These results
are based on the accumulated findings in theories of processes and programs, in particular process algebras
and game semantics. There are different approaches to program logics [15, 18, 47, 51]: the applicability of
the present framework to these and other forms of program logics would be an interesting subject of study.

1The study by Longley and Plotkin in [39] considers a single program logic and investigates the validity induced by two kinds of
program semantics, operational and denotational. If validity coincides, we say the denotational semantics is logically full abstract.
Apart from the difference in the ambient universes (processes vs. CPOs), their framework corresponds to ours by observing that the
embedding of a program logic in a process logic in our framework indeed induces an interpretation of the former.

 A Unified Theory of Program Logics: An Approach based on the    -Calculusπ
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2. PROCESSES AND TYPES

2.1. Processes

We use the asynchronous π-calculus [29] with branching and selection [8, 52, 54]. Its communication
primitive is asynchronous, whose fine-grain nature is useful for precise representation of various language
constructs. The constructs for branching and selection come from [17, 25, 52], and are essential for
tractable typing [27]. These notions are (albeit in different presentations) in correspondence with interaction
structures in game semantics [8, 27, 54] and the polarised version of Linear Logic [38].

The grammar of processes (ranged over by P,Q, . . .) is given by:

P ::= 0 | a(x̃).P | a〈ẽ〉 | a. [li(ỹi).Pi]i∈I | a/ l〈ẽ〉
| if e then P else Q | P|Q | (νa)P | (recX(x̃).P)〈ẽ〉 | X〈ẽ〉

Symbols a,b,c, ..,x,y,z, .. range over names or channels. Expressions (e,e′, ..) are numbers, booleans (tt,ff),
the standard arithmetic and boolean operators (such as e + e′) and names. 2 X is a process variable. l, li, ..
range over labels for branching/selection.

Among processes, an input a(x̃).P receives a value from a message a〈ẽ〉; and a branching a . [li(ỹi).Pi]i∈I
(where I is finite) waits with I-labelled branches from a selection a/ l〈ẽ〉, which is the dual of branching and
which selects the l-labelled branch. P | Q is a parallel composition and (νa)P is a hiding of a. The recursive
process (recX(x̃).P)〈ẽ〉 consists of two parts, a recursive definition (recX(x̃).P) and its parameter vector
ẽ. recX(x̃).P consists of a process variable X (a binder), its parameters x̃ (zero or more binders for values),
and its body P. fn(P) denotes the set of free channels appeared in P.

The use of the branching and selection enables not only a direct correspondence with type structures (as
in the use of sums and products in typed λ-calculi) but also tractable representation of diverse language
constructs. The use of the conditional (which can be encoded by branching) is also for tractable encodings
of languages and proof rules.

Convention. We use the following abbreviations.

1. !a(x̃).P for µX .a(x̃).(P|X).
2. a(c̃)P stands for (ν c̃)(a〈c̃〉|P). Further we write a〈(c̃)ẽ〉P for (ν c̃)(a〈ẽ〉|P). Similarly we write

a/ l(c̃)P and a/ l〈(c̃)ẽ〉P.
3. We often omit 0 and an argument or parameter if it is empty, e.g. k and recX .P.

The structural congruence ≡ is standard, in which we include the unfolding rule for recursion
(recX(x̃).P)〈ẽ〉 ≡ P[ṽ/x̃][recX(x̃).P/X ] with ei ↓ vi (e ↓ v means e evaluates to v). The reduction rules
are generated by (with ei ↓ vi):

a(x̃).P | a〈ẽ〉 −→ P[ṽ/x̃] a. [li(ỹi).Pi]i∈I | a/ l j〈ẽ〉 −→ Pj[ṽ/x̃] ( j ∈ I)

as well as the if-then-else rule, closing under the evaluation contexts and structure rules.

As an example, an encoding of an imperative variable Var(xv) based on [31, 43] follows:

Var(xv) = (recX(xv).x. [read(c).(X〈xv〉|c〈v〉) & write(v′k).(X〈xv′〉|k)])〈xv〉 (2.1)

In Var(xv), x is a name of the variable and v is a stored value. This process waits for invocation with two
branches at x, with its left branch for reading and its right branch for writing. The read branch receives
the request with a single name c as a continuation. This continuation is used to return its content v. In
the write branch, it receives two names, v′ and e, and uses v′ as its new value (thus changing its state)
and acknowledges the receipt of the new value via k. Then the assignment command x := y with the
acknowledgement k is encoded as:

[[x := y]]k
def= y/ read(c)c(y′).(νc′)(x/write〈y′c′〉 | c′.k) (2.2)

2Booleans, integers and operations on them, as well as branching and selection, can be dispensed with by translating them into
name passing, without changing semantic properties of the calculus. We use these data types and operations for tractable technical
presentation and analysis.
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2.2. Types

We use the type structures studied in [8], which is an instance of the family of linear type disciplines
[9, 26, 31, 35, 37, 44, 53, 54] and which can embed PCF fully abstractly. The common idea of the linear type
discipline is to constrain the direction of information flow (input or output), the kind of information that
flows on a channel, and how often a channel may be used: linear (at most once) or replicated (an unlimited
number of times, including not at all), originating in Linear Logic [17]. Concretely, a linear typing enforces
the following constraints:

1. For each linear name, there is a unique input, and a unique (or at most one) output
2. For each replicated name, there is a unique repeatedly available input and zero or more outputs

To separate deterministic and non-deterministic behaviours, we further introduce the following constraint
called sequentiality, coming from Game Semantics [4, 34].

3. Only one single thread (output) can be active at one time, at present and potentially.

The typing with the constraints (1,2,3) is called sequential typing, while one with (1,2) (without 3) is called
non-deterministic linear typing.3 The former is for embedding sequential programs (Section 4), whereas
the latter can embed concurrency (Section 5). For example, by (1), P1

def= b.a | b.c is untypable because b

is associated to two inputs. But P2
def= !b.a | b | !c.b is typable since, while an output at b occurs twice, a

replicated input at b appears only once. Finally by (3), P3
def= a | a and P4

def= !b.(a | c) are both untypable

since two threads (outputs) are/would be running in parallel. Finally P5
def= !a.b | !b.c | !e.c |a is typable, even

though c appears twice.

The three conditions informally specified above are formally guaranteed by a simple typing system [8]. We
only outline the definitions of types and explain the key ideas of type discipline. Type are given by:

p ::= ↓ | ↑ | ! | ? τ ::= nat | bool | (τ̃)p |&{li : τ̃i}p
i∈I | ⊕{li : τ̃i}p

i∈I | l
Action modes (p, p′, ...) [8] prescribe different kinds of interaction at each channel. ↓ denotes a linear input;
its dual ↑ a linear output; ! a (replicated) server; and its dual ? denotes client. nat and bool are atomic types.
Type (τ̃)p represents a channel carrying types τ̃ and to be used specified as p; for example, (τ̃)↓ receives
values once, while (τ̃)! receives them repeatedly. Type &{li : τ̃i}p

i∈I represents waiting with n options, and
inputting values of type τi with mode p; type ⊕{li : τ̃i}p

i∈I is selection. l indicates a channel is no longer
available for further composition with the outside: for example, if b.0 has a ↓-mode and b has a ↑-mode,
then b.0 | b has l-mode at b.

The dual type of τ, written as τ, is defined by exchanging ! and ?, ↑ and ↓, and & and ⊕. The atomic types
are self-dual. The key element of the type discipline is a partial commutative and associative operator [8]
which controls a parallel composition of two processes is defined as:

(a) (τ̃)↓� (τ̃)↑ = ⊥; (b) (τ̃)!� (τ̃)? = (τ̃)!; and (c) (τ̃)?� (τ̃)? = (τ̃)?.

Similarly for branching/selection. (a) says that once we compose two processes at a session channel, then
that channel becomes no longer composable. (b) says a server should be unique, to which an arbitrary
number of clients can request interactions.

Typing environments Γ,∆, . . . contain two kinds of type assignments, one of the form of a : τ, mapping a
name to a channel type; and the other of the form X : τ̃, mapping a process variable to a vector of channel
types. The typing judgement has the shape Γ ` P. The typing rules are identical with [8]. The key rule is for
parallel composition which uses�. Suppose Γi `Pi with i = 1,2. We first check Γ1(a)�Γ2(a) is defined for
each a, then we derive Γ1�Γ2 ` P1 | P2. For example, P1 and P2 are untypable by (a) and (b), respectively.
The sequentiality condition is guaranteed by prohibiting two active outputs from being parallel-composed.

As an example, x in the variable agent Var(xv) in (2.1) with v of type τ is typed as:

var(τ) def= {read : (τ)↑ & write : τ()↑}! (2.3)

On the other hand, typing x from the user’s viewpoint, x in the agent in (2.2) has its dual type {read :
(τ)↓ ⊕ write : τ()↓}? , which is composable by � with var(τ).
3The linear typing with recursive agents without sequentiality can express the non-determinism, see [31].
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3. LOGIC FOR TYPED PROCESSES

3.1. A Logical Language

Our logical language is Hennessy-Milner logic with equality, value/name passing modality and fixed point
formulae [6, 14], augmented with three new operators. The grammar of assertions (A,B,C, . . .) follows.

A ::= e1=e2 | A∧B | ¬A | ∀xτ.A | 〈〈〉〉A | 〈`〉A | (µX(x̃).A)〈ẽ〉 | X〈ẽ〉
| νxτ.A | A◦B | AB B

Above ` ranges over a (b̃)ẽ, a (b̃)ẽ, a. li(b̃)ẽ and a/ li(b̃)ẽ where b̃ gives new name binding on expressions
ẽ. We define A∨B, A⊃ B, ∃xτ.A, [`]A, [[ ]]A, and (νX(x̃).A)〈ẽ〉, by dualisation.

〈`〉A says that the process has a semantically immediate, or strong, ` action, satisfying A as the result
(technically it denotes the strong modality [14] taken up to the weak bisimilarity). 〈〈〉〉A says that after zero
or more silent actions, the process satisfies A (dually in [[ ]]A, after whatever zero or more silent actions the
process may have, the process still satisfies A). We write 〈〈`〉〉A for 〈〈〉〉〈`〉〈〈〉〉A, saying that a weak `-transition
leads to A (thus denoting the standard weak modality). Dually [[`]]A says that any weak `-transition leads
to A. The combination of strong and weak modalities is important for descriptive power, proof systems
and axioms. The minimal/maximal fixed points use parameters following [6, 14], which are essential for
describing, among others, state-changing loops, as found in the variable agent in (2.1). X〈ẽ〉 should never
occur negatively [14] in a formula.

We now illustrate three new operators. The roles of these operators are, on the one hand, to allow a precise
logical description of semantics of processes (◦,ν); and, on the other, to enable a flexible rely-guarantee-
based [36] logical description of process behaviour (B in combination with ◦,ν). First, A ◦ B (read as
“A par B”) is understood as A,B in [49]. Informally, a process P satisfies A ◦ B when P has the same
observable behaviour as Q|R, such that Q satisfies A and R satisfies B. Secondly, AB B (read as “rely A then
B”) is a typed version of the consequence relation studied in [48], and allows specifications and reasoning
under hypothetical composition of another process, enabling the rely-guarantee-based reasoning for general
process (hence program) behaviours [36]. Concretely a process P satisfies AB B if, for each appropriately
typed Q satisfying A, the composition P|Q satisfies B. Both constrain the typing of A and B: For example,
for Γ ` P with Γ(k) = ()↑ to satisfy B BC, k can be typed as ()↓ in B, and, if so, k is typed ⊥ in C (note
τ� τ = ⊥ for linear τ). Finally νxτ.A is the quantifier for name hiding. A process, say P, satisfies νxτ.A
if there is a fresh name a of type τ and P′ such that (νa)P′ ≈ P and P′ satisfies A, where ≈ is the weak
bisimilarity. Having this operator in the logic is important for calculation of ◦.

We often omit type annotations for quantifiers. T denotes 1 = 1, F its negation. The interpretation of
assertions follows [14], except the three new operators: for details see [11]. The mixture of the strong
and weak modalities gives us the following modality:

L`MA = [[ ]](〈`〉T ∧ [`]A) (3.1)

The modal formula L`MA (read: “surely ` then A”), which mixes two modalities, says that now or after any
silent actions of the process, it can do a strong `-action, and then satisfies A. We call this modality mixed
modality. Intuitively one may consider this modality as a logical description of the semantics of a prefixed
process (either a message or an input prefix).

We give a simple example of the assertion for the encoding of an imperative variable given in (2.1). Under
the typing in (2.3), we can assert for the process Var(xv) as:

VarSpec(x,v) def= (µX(y). ( ∀c.Lx. readcM(LcyM◦X〈y〉) ∧
∀wk.Lx.writewkM(LkM◦X〈w〉) ) )〈v〉

In VarSpec(x,v), x is the name of the variable and v is an initial value. The specification says that the
imperative variable can either be read, in which case it sends a natural number through a linear channel
it receives as well as regenerating itself with the same state as before: or be written, in which case it
receives a natural number and sends back an acknowledgement through a linear channel it receives as
well as regenerating itself with the newly received value as its state.
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FIGURE 1 Proof System (the May Modality)

E ` P I A
E ` a(x̃).P I ∀x̃.〈〈a x̃〉〉A

−
E ` a〈ẽ〉 I 〈〈a ẽ〉〉T

E ` Pi I Ai i = 1,2
E ` P1 |P2 I A1◦A2

E ` P I A x fresh
E ` (νa)P I νx.A[x/a]

Rcv,Send,Conc, Res
E ` Pi I Ai ∀i ∈ I

E ` a. [li(ỹi).Pi]i∈I I
V

i∈I∀ỹi.〈〈a. li ỹi〉〉Ai

−
E ` a/ l j〈ẽ〉 I 〈〈a/ l j ẽ〉〉T

−
E ` 0 I T

−
E, X : (x̃)A `X〈ẽ〉 I A[ẽ/x̃]

Bra,Sel,Inact,Var

E, X : (x̃)(∀ j � i.A( j)) ` P I A(i)
E ` (recX .(x̃).P)〈ẽ〉 I ∀i.A(i)[ẽ/x̃]

E `P1I e⊃A E `P2I ¬e⊃A
E ` if e then P1 else P2 I A

E `PI A A⊃B
E ` P I B

Rec-ind,If, Conseq

3.2. Proof Rules

We write Γ;E ` P I A for provability, where Γ types P and A (except auxiliary variables in A) and E
contains assignments of the form X : (x̃)A, mapping a process variable to a parametrised formula (x̃ are
binders). We often leave write Γ implicit writing E ` P I A. There are three proof systems, one for
May modality, one for Must, and one for their combination. They soundly and completely characterise
the May/Must preorders and bisimilarity, respectively [11].

In Figure 1 we list the proof rules of the May modality. There is a single rule for each typing rule except
Conseq. The typing is not mentioned, assuming it follows the typing rules. The prefix rules are standard.
Conc and Res hide complexity of process composition under ◦ and ν, to be unfolded by the axioms for
these operators [11]. Inact and Var are standard. In Rec-ind, we assume i, j are in some well-ordered set
[28]. The conditional and the consequence rules are standard. The rules for the must and mixed modalities
(sound under the same semantics) essentially replace the may modality in the prefix rules with must and
mixed modalities respectively, using the same rules for parallel composition and hiding as well as the same
consequence rule. The key to these prefix rules is the representation of the “lack of the remaining possible
actions” through the must modality. Because each process is equipped with a typing (which bounds possible
actions the process can have), this information is finitely representable (cf. [6]). For example the rule for
the inaction becomes:

−
Γ;E ` 0 I noact(Γ)

Inact-Must

where we emphasised the typing Γ for precision and the predicate noact(Γ) says the process has (and will

have) no action of types Γ. For example we have noact(u : ()?) def= [[u]]F. The prefixing rule for the Must
modality similarly uses the inaction predicate, saying that the all and only immediate action is the prefix
action itself. For example the must modality for the input prefix is inferred as:

Γ,x : nat;E ` P I A
Γ,x : nat;E ` u(x).P I [[u(x),Γ]]A

Rcv-Must

where [[u(x),Γ]]A is expanded into: ∀x : nat.[[ ]][ux]A ∧ noact(Γ): here the first conjunct says that if any
(well-typed) action at u takes place then A will hold; in this case the use of [[ ]][ux] cannot be replaced by
[[ux]] since we may not have A ⊃ [[ ]]A. The second conjunct describes the inaction. For recursion, we use
the following rule, which is useful when reasoning about partial correctness.

E, X : (x̃)A ` P I A A admissible
E ` (recX(x̃).P)〈ẽ〉 I A[ẽ/x̃]

Rec-adm

This rule allows cancellation of admissible formulae following [28], where admissibility is defined via
syntactic unfoldings (the bottom case is 0 or, depending on types, its divergent counterpart; and if a chain
of finite unfoldings satisfy it, the limit should also satisfy it). Finally the proof rules for mixed modality
replaces [[ ]][`]A in each prefix rule for the must modality with L`MA introduced in (3.1) in the previous page,
which semantically subsumes both the may and must modality prefix rules, as well as adding another rule
for recursion. All of these proof rules are sound under the same semantics: thus, for example, the induction-
based recursion rule Rec-ind is valid when reasoning with must modalities. For details, see [11].
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4. LOGIC FOR SEQUENTIAL IMPERATIVE PROGRAMS

4.1. Partial Correctness

Hoare Logic. Based on Floyd’s assertion method [16], Hoare puts forward the idea that programs should
be well-structured and that they may as well be given a logical basis by compositional proof rules [20]. We
consider the standard while programs:

C ::= x := e | C1;C2 | if b then C1 else C2 | while b do C | skip

where e,e′, . . . denote first-order expressions of type boolean bool or natural numbers nat, of which b,b′, . . .
denote boolean expressions, evaluating either to tt or ff. We only consider variables of type nat. We use a
simple typing from [43]: letting Γ be a finite map from program variables to nat, we write Γ `C if dom(Γ)
covers all variables in C and variables and expressions in C are well-typed.

Assertions (A,A′,B,B′, . . .) of Hoare logic are those of number theory:

A ::= e1 = e2 | A∧B | ∀x.A | ¬A | T

The Hoare triple for partial correctness is written {A} C {B}, where in A and B we may use program
variables (which may occur in C) in addition to auxiliary variables (which should not occur in C).
Semantically, the triple means that if we run C from a state satisfying A and if the computation terminates,
then the resulting state satisfies B. Here we are not concerned with programs which diverge, hence a
diverging program satisfies arbitrary assertions. For example let

diverge def= while tt do skip,

i.e. diverge is a diverging program. Then we have:

{T}diverge{F} (4.1)

hence {A}diverge{B} for any A and B. There is a sound and complete proof system for Hoare logic [20].
Our purpose is to have a simple and exact embedding of this logic in the logic of processes.

Embedding: Programs. The first step towards the logical full abstraction is embedding programs as
processes. Imperative programs work by reading from and writing to memory cells. This is made explicit
in process encoding: when evaluating an expression, a program interacts with memory cells to read their
values.

eval(e, y, P) def=

 e/ read(c)c(y).P (e variable)
P[e/y] (e constant)
eval(e1, y1, eval(e2, y2, P[y1 + y2/y])) (e = e1 + e2)

The process eval(e, y, P) “evaluates” e and uses it as y in P. The first line shows the case when e is a
variable, in which case the process does a read interaction; the second when e is a constant; and the third
an operator, taking the addition as an example. A program C is encoded as [[C]]k where k is a linear output
signal for termination (“done”in [43]).

[[x := e]]k
def= eval(e, y, (νc)(xwrite〈yc〉|c.k))

[[C1;C2]]k
def= (νh)([[C1]]h|h.[[C2]]k)

[[if b then C1 else C2]]k
def= eval(b, y, if y then [[C1]]k else [[C2]]k)

[[while b do C]]k
def= µX .eval(b, y, if y then (νh)([[C]]h|h.X) else k)

[[skip]]k
def= k

The encoding is well-typed in the following sense. Assume Γ ` C. Write Γ◦ which translates each type
assignment in Γ say x : nat to x : var(nat). Then we have Γ◦,k : ()↑ ` [[C]]k, which says the encoded
program may repeatedly read and write at Γ and, in addition, may output at k once.

As an example of the encoding, [[y := x + x]]k becomes:

x/ read(c)c(x1).x/ read(c)c(x2).(νc)(y/write〈x1 + x2c〉 | c.k) (4.2)
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This process faithfully captures the abstract behaviour of the assignment command. Note this behaviour
differs from the encoding of [[y := 2∗ x]]k which is given as:

x/ read(c)c(x′).(νc)(y/write〈2∗ x′c〉 | c.k) (4.3)

which interacts only once at x. When computing is sequential, this difference does not lead to different
effects. When computing involves interference, however, this difference becomes significant, as we shall
see in the next section.

Embedding: Validity. Under the process representation of imperative computing, the Hoare triple
{A}C {B} can now be given the following interactional reading:

If [[C]]k interacts with memory cells whose initial values satisfy A, and if it outputs through channel
k, then we shall find the memory cells with values satisfying B.

Write A(x̃) for A parametrised by the vector of variables x̃ = x1..xn. Then we set, letting ṽ = v1..vn to be the
vector of fresh and pairwise distinct variables:

[[A(x̃)]] def= ∃ṽ.(
V

1≤i≤nVarSpec(xi,vi) ∧ A(ṽ))

which gives a full specification of the behaviour of memory cells, with initial values satisfying A. The
encoding of a Hoare triple for partial correctness follows. Below Γ ` {A(x̃)}C{B(x̃)} indicates Γ `C and
dom(Γ) = {x̃}, in addition to {A(x̃)}C{B(x̃)}.

Definition 1 (Hoare Triple in Process Logic) We define the encoding of a Hoare triple as:

[[Γ ` {A(x̃)}C{B(x̃)}, k]]
def
= Γ◦,k : ()↑ ` [[C]]k I [[A(x̃)]]B [[k]][[B(x̃)]].

under the sequential typing system in Section 2.2.

Henceforth we often omit the typing of the encoding. The translation directly follows the interactional
reading of a Hoare triple discussed above. The use of the Must modality [[k]] is essential to capture partial
correctness. Recall the Hoare triple (4.1) for the diverging program diverge. Its encoding becomes, fixing
x̃ as program variables:

[[diverge]]k I (∃ṽ.VarSpec(x̃, ṽ)) B [[k]]F (4.4)

which asserts that whatever the initial values of the variables composed with the program may be, we shall
never observe the linear output k.

Another focal point of Definition 1 is that the encoding considers the properties of [[C]]k only under
hypothetical composition with the process encoding of imperative variables. In the presence of the
sequentiality constraint on typed processes (the third condition in Section 2.2), the first thing we can
ever observe from this composition, by way of its typed labelled transition, is a termination of the
process, signified by an output via k. Thus the pre/post conditions of the original Hoare triple are directly
transported into the encoded typed formula. Further, since we can only observe the resulting effect,
and never intermediate interactions between the process and the variables, intensional differences among
programs, such as the one between (4.2) and (4.3) discussed above, are absorbed by the environment and
hence are invisible, making the encoded judgements precisely mirror the original semantics. This mirroring
relationship can be distilled with the following formal result.

Theorem 1 (Logical Full Abstraction for Hoare Triples) {A}C{B} is valid in Hoare logic if and only if
[[{A}C{B}, k]] is valid under the sequential typing (cf. Section 2.2).

The proof depends on two properties: one is computational adequacy [41] of the encoding, showing (C,σ)
terminates with σ′ iff [[C]]k|[[σ]] reduces to k|[[σ′]], where [[σ]] is the process encoding of σ using Var(xv).
The other is logical full abstraction of [[A(x̃)]] in the sense that P satisfies this property if and only if it is
bisimilar to the encoding of an environment satisfying A(x̃).
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Embedding: Proof Rules. It is notable that all proof rules of Hoare Logic has a direct syntactic justification
by the Must modality fragment of the proof rules of the typed Hennessy-Milner logic discussed in Section
3. In each case, we use basic axioms for ◦ and B, which are essentially a logical version of the expansion
laws [42]. We only outline the case for the partial correctness of the proof rule for while.

{A∧b}C {A}
{A} while b do C {A∧¬b}

(4.5)

Assume by induction we have:
[[C]]h I [[A∧b]]B [[k]][[A]]. (4.6)

Now the encoding of while b do C has the form recX .P. Using (4.6), we can infer for this P, that:

X : [[A]]B [[k]][[A∧¬b]] ` P I [[A]]B [[k]][[A∧¬b]]. (4.7)

Noting [[A]]B [[k]][[A∧¬b]] is admissible (clearly the diverging process satisfies it; now suppose each point
in the chain of finite unfoldings satisfies the formula: first if all points diverge then surely the limit diverges;
second if some point converges with the result satisfying the post-state then the limit also does the same,
noting that by sequentiality the process is quiescent after outputting via k; hence done), we can then apply
Rec-adm discussed in Section 3 to cancel [[A]]B [[k]][[A∧¬b]] assigned to X in (4.7), obtaining:

[[while b do C]]k I [[A]]B [[k]][[A∧¬b]] (4.8)

as required. Other rules of Hoare Logic are similarly justified. We conclude:

Theorem 2 (Embedding of Hoare Rules) {A}C{B} is provable in Hoare logic if and only if
[[{A}C{B}, k]] is provable under the Must modality rules in the process logic, augmented with a finite
number of axioms on assertions in the logic.

4.2. Total Correctness

Hoare logic for total correctness asserts that, for the same imperative computation as its partial counterpart,
the computation terminates in addition to satisfying the stipulated pre and post conditions. Writing [A]C [B]
for Hoare triple for total correctness, the embedding in the process logic is identical except for having a
small, but basic, difference.

[[C]]k I [[A(x̃)]] B 〈〈k〉〉[[B(x̃)]]. (4.9)

The only difference of (4.9) from Definition 1 is that it uses the May modality rather than the Must modality
for an output at k, indicating, because of sequentiality, that an output is necessarily emitted. The same
logical full abstraction holds. The proof rules are justified through the May fragment of process logic: in
particular, the standard termination sensitive proof rule for while based on well-founded induction [16] is
validated using Rec-ind. Below let i be fresh and i and e be of the same type, which is an arbitrary well-
founded set with � denoting its order (for example it can be the pairs of natural numbers under the standard
lexicographic ordering).

[[C]]h I [[A ∧ b ∧ e= i]]B 〈〈k〉〉[[A ∧ e� i]] (4.10)

where we assume, following the standard proof rule for total correctness, that A∧ e=⊥ ⊃ ¬b holds, with
⊥ being the least element in � (e.g. zero in the natural numbers under the standard ordering). From (4.10),
we can infer, through compositional reasoning, for the same P as in (4.7):

X : ∀ j� i.([[A∧ e= j]]B〈〈k〉〉[[A∧ e=⊥]]) ` P I [[A∧ e= i]]B 〈〈k〉〉[[A∧ e=⊥]]. (4.11)

Now we can apply Rec-ind in Figure 1, and then use A∧e=⊥⊃¬b, and as a result cancel e = i, reaching
[[while b do C]]k I [[A]]B 〈〈k〉〉[[A∧¬b]], as required. Similarly we can justify the remaining rules.

Theorem 3 (Logical Full Abstraction for Total Correctness) [A]C [B] is valid iff [[[A]C [B], k]] is valid
under the sequential typing in Section 2.2. Moreover [A]C [B] is provable iff [[[A]C [B], k]] is provable using
the May modality proof rules in Figure 1.
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5. A LOGICAL ANALYSIS OF SHARED VARIABLE CONCURRENCY

The logic treated in the previous section captures behaviours of programs based on the relation between
initial and final states. When we introduce concurrency, this framework is no longer valid, due to
interference at shared variables. A well-known method which offers modular reasoning for shared variable
concurrency is the rely-guarantee framework introduced by Cliff Jones [36]. In the following we present
a fully abstract embedding of a rely-guarantee logic for shared variable concurrency in the typed process
logic. The rely-guarantee logic is built on a recent work by Coleman and Jones [13], combined with an
analysis through process representation.4

5.1. Fine-Grain Imperative Concurrency

Syntax. The grammar of concurrent programs extends that of the sequential imperative language in Section
4:

C ::= ... | C1||C2 | new x := e in C

The first command introduces the parallelism, while the second the local variable declaration. This local
variable declaration is not essential for the theory we shall develop, though it is convenient in many places.
From a practical viewpoint, it is a natural and recommended practice to use local variables as much as
possible when we write concurrent programs.

While we shall later discuss the π-calculus semantics of this extended language, it may be instructive to
note that there is no change in the encoding of read, write, loop, conditional, and all other commands
in processes: the only thing we do is we allow parallel composition of two (encoded) processes. This is
precisely what the operational semantics we discuss next.

Dynamics. In the extended language, we allow fine-grain concurrency following [13], where individual
reads, writes and evaluations can be interfered at each step, which is the standard dynamics in practical
systems, both hardware and software. As illustration of the meaning of “fine-grain”, suppose x and y are
originally 0 and we run the following simple command y := x + x. Now suppose the command x := x + 1
also runs in parallel in the present fine-grain operational semantics, i.e. we have a configuration

y := x + x | x := x + 1. (5.1)

Then the first and second reads of x in x + x may be different: more precisely, the results can be one of the
following tuples, (0,0), (0,1), (1,1), because the assignment in x := x + 1 can interfere at the beginning,
in the middle, or after both of the two reads are done. Thus we cannot guarantee, for example, y is an even
number in the post-condition of (5.1). The formal operational semantics is standard [13], starting from the
rule which infers (x := e, σ) −→ (x := e′, σ) from (e, σ) −→ (e′, σ), allowing interference during the
evaluation of e.

Challenge of Fine-Grain Concurrency. As this example suggests, fine-grain concurrency makes the
understanding and reasoning on programs hard: indeed, this is why we use various atomicity operations
such as lock and CAS. But, as indicated by the wide usage of spin lock, it is also a basis of building high-
level abstractions for atomicity: treating fine-grain interference is an essential part of a logical foundation
of practical shared variable concurrency.

To our knowledge, a recent work by Coleman and Jones [13] is the first to offer a rely-guarantee logic for
such fine-grain concurrency. Their method allows a program, in its guard of the while command, to read
from an interferable variable, enabling the treatment of non-trivial examples. On the other hand, they do
not allow interference in assignment: in x := e, the variables in e cannot be written by other threads (some
mutual exclusion algorithms need such an assignment [7, §3]). The following shows a simple example
which cannot be treated by the logic in [13].

4There are other recent works which use the rely-guarantee framework for fine-grain concurrency than the work by [13], cf. [50, 51].
They address different aspects of reasoning about fine-grain concurrency such as the use of locks. However [13] seems the only work
so far that presents a framework addressing the reasoning about read of variables with fine-grain interference, presenting a proof
method which can treat non-trivial examples.
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Example 1 (Assignment of Interferable Variable) Consider the following three programs:

C def= x := 2; z := 1

C1
def= c := z; if c  0 then (a := x; b := y; if a=0 ∧ b=0 then diverge)

C2
def= a := x; b := y; c := z; if c  0 then (if a=0 ∧ b=0 then diverge)

where “if b then C” stands for “if b then C else skip”. Above z is used as a flag to say x or y becomes
non-zero. Assuming x, y and z are initially all zero, we can operationally show

(∗) C||C1 always terminates, while C||C2 may diverge.

The only difference between C1 and C2 is the position of the phrase a := x;b := y. Thus the timing of
reading matters: the flag z is meaningful only when x and y are read after z becomes one.

The assignment of the form x := y with y interferable used above is significant not only by difficulty in
reasoning but also because of its generality, in the sense that it can simulate other interferable commands
(“x := e”, “if e then C1 else C2” and “while e do C”, each with multiple interferable variables in e), in
combination with their non-interferable counterparts. Thus we may ask:

Can we refine the framework by Coleman and Jones to enable reasoning about interferable
assignments?

In the following we present one possible answer to this question, reaching the compositional validation of
the operational observation (∗) above. The logic is suggested by Milner’s logical analysis of shared variable
concurrency using CCS [43, §10] as well as the encoding into the typed process logic. The process logic
also leads us to a logical framework for this language which is semantically complete in a certain technical
sense, as we shall discuss at the end of the section.

5.2. A Rely-Guarantee Logic (1): Judgement and Formulae

Following Milner [43, §10], our logic uses programs under a simple type discipline for read-write capability.
The typing Γ;∆ `C ensures that a concurrent program C uses the variables in the domain of Γ for reading
and writing (without interference from others) and read those from ∆ (which may be interfered). As before,
Γ and ∆ are finite maps from variables to their type which is always nat, such that their domains are disjoint.
dom(Γ) are called internal variables and ∆ external (or interferable) variables. The typing rules, which we
omit, allow at most one thread to own the read/write capability for each variable.

Assertions are again those of number theory, written A,B, . . . as well as R,G, . . .. The judgement is written:

Γ;∆ ` [A, R] C [G, B] (5.2)

where the program C should be typed under Γ;∆. Formulae A, R, G and B above are respectively called
pre-condition, rely-condition, guarantee-condition and post-condition.

The pre/post-conditions A and B are about both internal and external variables so their program variables are
in Γ∪∆; the rely-condition R is about external (interferable) variables, indicating their possible transition,
using hooked/unhooked variables from ∆: for example R may say ←−y ≤ y which asserts y is stable or
increases over time. Similarly the guarantee-condition G uses hooked/unhooked program variables in Γ.

Notation 1 (Parametrised Formulae) We often fix the domains of Γ and ∆ in (5.2), say x̃ and ỹ; and
parametrise its formulae by these program variables as A(x̃; ỹ), R(

←−̃
y , ỹ) G(

←−̃
x , x̃) and B(x̃; ỹ), where

←−̃
x

hooks variables point-wise (e.g. if x̃ = x1x2x3, then
←−̃
x =←−x1

←−x2
←−x3 ).

The notation above makes it explicit that a rely-guarantee formula is to be regarded as a binary relation on
state. Regarding these formulae as relations in this way, we demand that R (resp. G) in (5.2) is partially
reflexive [15] (its domain and codomain coincide and it contains the identity on the domain) and transitive
(in the standard sense). Practically these conditions are often automatically met in rely/guarantee formulae
by construction, as the following example shows.
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Example 2 (Invariance and Rely/Guarantee) Returning to Example 1, we consider the condition relied
by C1 and guaranteed by C in C||C1. Define:

I(xyz) def= z  0 ⊃ (x  0∨ y  0) (5.3)

J(←−xyz, xyz) def= I(←−xyz) ∧ I(xyz) ∧ x≥←−x ∧ y≥←−y ∧ z≥←−z (5.4)

I(←−xyz) and I(xyz) are about invariance, saying: if z is non-zero then x or y must also be non-zero. The
remaining inequality is about progress, saying x,y,z monotonically increase if ever. Immediately J is
partially reflexive and transitive.

The decomposition of a rely/guarantee condition into the invariant portion and the progress portion is
important and we write inv(R)(x̃) for the invariant portion of R (formally given as ∃ỹ.R(x̃, ỹ)). For example,
for the predicate J above, inv(J)(xyz) is I(xyz) itself. We stipulate that A is stronger than inv(R) and inv(G)
in the sequent [A,R]C [G,B].

5.3. A Rely-Guarantee Logic (2): Reading Order

Reading Variables in Fine-Grain Concurrency. In the standard rely-guarantee reasoning, we consider
that, when a program reads a state, it can and must always read the snapshot of a store. This is not generally
possible in the standard semantics of shared variable programs, i.e.g in fine-grain concurrency. For example,
consider the following state change, setting C def= x := x + 1;y := y + 2.

(C, {x 7→ 0,y 7→ 0,z 7→ 0}) =⇒ (y := y + 2, {x 7→ 1,y 7→ 0})
=⇒ (skip, {x 7→ 1,y 7→ 2})

Now suppose we compose C with command z := x + y. In the standard (non-fine-grain) rely-guarantee
logic, the command z := x + y would surely read, for x and y, one of the three states given above. However
in the fine-grain concurrency, when it reads x and then y, their values may as well be 0 and 2 respectively,
since the value of y can change between reading two variables. Thus, in fine-grain semantics, a command
need to read a vector of variables over multiple states. 5 We call the result of a reading over multiple states,
cross-state vector. Formally, let σ̃ = σ1..σn be a sequence of states (called state sequence) with the identical
domain, say x1..xm = x̃. Let σ have the same domain. Then σ with the map ψ from {x̃} to {1, ..,n}, called
reading index or index, is a cross-state vector over σ̃ if for each xi in x̃, we have σ(xi) = σψxi(xi). We call
each σi a slice. We often say σ is a cross-state vector, leaving ψ implicit. σ precedes σ′ (over the same state
sequence) if the first reads from, for each variable, the same slice or strictly preceding one. Note that, given
a state sequence σ̃, a cross-state vector may read two or more variables in a single state.

Reading Order. The key idea in generalising the method by Coleman and Jones to allow the compositional
reasoning of a general assignment from the interferable variable (of the form “x := y”, with y interferable),
is the introduction of the order by which a program should read variables, which we call reading order. For
illustration of this idea, consider C||C1 and C||C2 in Example 1: the former always converges while the latter
may diverge. The key difference between C1 and C2 is that C2 reads z first, while C1 does not. Logically,
this means C guarantees J in Example 2 as far as z is read first: and C1 can rely on the property since it does
read z first, in contrast to C2. The use of such a partial order is omnipresent in many algorithms for realising
mutual exclusion by locks and lock-free algorithms [7] where a shared variable is often used as a flag to
signal a state change. From the viewpoint of rely-guarantee reasoning, the reading order narrows down
possible cross-state vectors, thus facilitating the logical reasoning — a program can rely on and guarantee
a stronger property when the reading order is stipulated. We capture this notion by enriching the rely (resp.
guarantee) condition with a fixed partial order. Formally we incorporate the reading order to our logic by
enriching the judgement Γ;∆ ` [A, R]C[G, B] with two partial orders, one for the domain of Γ, and the
other for the domain of ∆. We write x Γ y when x,y ∈ dom(Γ) are ordered by the partial order on dom(Γ)
and moreover they are distinct. We often omit Γ and simply write x y (read: “x should be read before y”).
Informally, x Γ y means that a program running concurrently should read x from the same state as y or
from some preceding state, for it to read values satisfying the stipulated condition.
5While there is an algorithm by which we can take a snapshot of the state of multiple variables through additional steps [5], which in
effect allows each command to look at only atomic snapshots, this is relatively expensive operations whose cost many practical shared
variable programs may not afford except when absolutely necessary.
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Consistency. If σ is a cross-state vector over σ̃ with index ψ, and is the reading order on dom(σ), then
we say σ conforms to if whenever x y we have ψ(x)≤ ψ(y). We further say σ̃ is an A-legal sequence
if any consecutive slices in σ̃ are related by A. Then we say A is consistent under if, for each subset x̃ of
dom(Γ), whenever a cross-state vector σ precedes another σ′ over a (∃x̃.A)-legal sequence σ̃ = σ1..σn, we
have that σ and σ′ are related by ∃x̃.A again (we consider all restrictions of A onto the subsets of variables
since we may want each part of the condition to be meaningful independently).

Example 3 (reading order, conformance, consistency) Recall the following state sequence from
Example 1:

{x 7→ 0,y 7→ 0,z 7→ 0} {x 7→ 2,y 7→ 0,z 7→ 0} {x 7→ 2,y 7→ 0,z 7→ 1}
and recalling z is used as a flag to indicate either x or y has turned non-zero, we may stipulate the reading
order z x and z y. And the state {x 7→ 0,y 7→ 0,z 7→ 1} does not conform to this reading order (even
though it is indeed a cross-state vector over the state sequence above). However {x 7→ 0,y 7→ 0,z 7→ 1} is
a (non-slice) cross-state vector conforming to the reading order above. Note also all slices conform to the
order, by definition. Finally, taking J from Example 1, whenever one reads x,y,z following z x and z y
in any sequence of states pairwise related by J, the values thus read always satisfies inv(J)(xyz).

5.4. A Rely-Guarantee Logic (3): Proof Rules for Interfered Assignment

We can now introduce the proof rule for interferable assignment. Let x̃ and ỹ be the domains of Γ and ∆
respectively. ID(x̃) stands for

←−̃
x = x̃, while ↓(ỹ,y) denotes the set of names in ỹ which are strictly below

(which should be read strictly before) y with respect to .

[I-Assign]

Γ ` x : nat ∆ ` y : nat
∃↓(ỹ, y).(A(

←−̃
x ;
←−̃
y )∧ ID(x̃\x)∧R(

←−̃
y , ỹ)) ⊃ (G(

←−̃
x , x̃)∧B(x̃; ỹ))[y/x]

[A,R] x := y [G,B]

Above the existential quantifier ∃↓(ỹ, y) in the premise disregards those variables that should be read strictly
before y: for them the constraint in R is not valid. As an example usage of this rule:

Example 4 (Reasoning for Interferable Assignment) Using I and J from Example 2 and the order on
x,y,z given above, a crucial part of C1 from Example 1 can be inferred as follows.

a,b,c :nat ; x,y,z :nat ` [I(←−xyz), J] c := z [T, I(xyc)] (5.5)

Now following c := z above, a and b are assigned the values of x and y respectively (in C1), reaching
I(abc), so that if c = 1 then we know either a or b is non-zero, concluding C||C1 always converges. Note
this inference is impossible for C2 since it does not read z first.

We omit the remaining proof rules which are standard, see [1]. The resulting reasoning framework can
concisely reason about such non-trivial examples as the parallel predicate search treated in [13]. We now
move to the process-logical justification of this logic, which is in fact one of its origins.

5.5. Process Encoding and Logical Full Abstraction

Encoding of Programs and Formulae. For the encoding, we use the non-deterministic linear typing,
taking off the sequentiality constraint from the conditions in §2.2. The encoding for the extended grammar
is given below:

[[C1||C2]]k
def= (νh1h2)([[C1]]h1 |[[C2]]h2 |h1.h2.k)

[[new x := e in C]]k
def= (νx)(Var(xe)|[[C]]k)

Other clauses remain the same. This defines [[C]]k.

For the embedding of the rely-guarantee judgement, we first stipulate the mapping for a rely-guarantee
formula

g[[G(
←−̃
x , x̃)]]Γ, (5.6)
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in which we use the ordering associated with Γ. The construction is simple. For brevity we present the case
when the vector x̃ is given as x1x2. Assume first there is the order x1 x2. Then g[[G(←−−x1x2,x1x2)]]Γ is given
as

∃h.(Read〈x1x2〉(i1i2)Read〈x1x2〉( j1 j2)LhM〈i1i2 j1 j2〉T B ∃←−−x1x2x1x2.G(←−−x1x2,x1x2)) (5.7)

where we set

Read〈x1x2〉(i1i2)A def= (νc)Lx1readcM∀i1.Lci1M(νc′)Lx2readc′M∀i2.Lc′i2MA (5.8)

If on the other hand there is no order between x1 and x2, we use the same formula for each of the all possible
interleaving of the reads at x1 and x2 and take their conjunction.

The assertion g[[G(
←−̃
x , x̃)]]Γ characterises a behaviour which, when composed with a terminating “probe”

of two consecutive reads of the vector in the stipulated order, it will ensure the condition given by G.
Note this assertion does not describe the behaviour of the process itself: rather it characterises the result of
the observations by a stipulated probe (which reads the vector twice consecutively). In fact no intensional
details of behaviour of programs should be stipulated, since the key scope of the reasoning method of our
rely-guarantee logic is to reason entirely based on state transformations induced by programs, rather than
their direct intensional behaviour.

Encoding of Judgement and Logical Full Abstraction. Then given a well-typed, order-enriched formula
Γ;∆ ` [A,R] C [G,E], we define its encoding [[Γ;∆ ` [A,R] C [G,E], k]] as follows, under the refined non-
deterministic linear typing.

[[C]]k I ([[A(x̃ỹ)]] ◦g[[R(
←−̃
y , ỹ)]]∆) B LkM (g[[G(

←−̃
x , x̃)]]Γ ◦ [[B(x̃ỹ)]]) (5.9)

The encoded formula (5.9) as a whole says that if we run [[C]]k in parallel with (1) imperative variables
whose values satisfy A and (2) any terminating process which ensures R at ỹ during computation, then G is
ensured at x̃ during computation and there will surely be an output at k. Here we are using the modal action
LkM, introduced in (3.1), which entails, even in the presence of non-deterministic computation paths, that
this action surely takes place. By [[B]], we also know after this action we reach a stable state satisfying B.
Arguing by direct operational correspondence, we can show that the embedding is logically fully abstract
in validity and proof rules. The embedding also justifies the proof rules for the rely-guarantee logic.

Based on fine-grain concurrency and a firm observational basis by the use of typed interactions, we can
extend this framework to treat other language constructs for both sequential and concurrent computation.
Such constructs include various atomic operations, structured message passing, objects and higher-order
functions (for which we can use the embedding of the logics studied in [10, 32, 55]), unifying their treatment
on a common mathematical foundation.

Further Topics. It is notable that the encoding of concurrent imperative programs in itself gives a
semantically complete logic for the imperative concurrent programming language, in the sense that any
observable properties of programs can be specified and reasoned. For this purpose we work with a formula
of the form [[A(x̃)]] B B for [[C]]h, where [[A(x̃)]] is as before and B is a general formula from the process
logic. In some sense, this is the “canonical logic” for this programming language, in which we can specify
and infer any properties of interest through axioms in the process logic. Note this general logic now
dispenses with, and subsumes, the presented reasoning framework based on a fixed reading order.

Since such a logic is represented (at least initially) as a logic for processes rather than a logic for programs,
it may not directly offer a most convenient method for specifying and reasoning about programs: what we
have shown in this section is, in effect, how we may obtain a relatively tractable reasoning framework
by restricting the general logic to a class of well-behaved programs. But a significant fact is that we
now have a general and rigorous technical basis for reasoning about a variety of programming language
features, ranging from higher-order procedures to complex data types to diverse atomicity primitives to
communication primitives, as far as they can be encoded into the π-calculus. The challenge is to deepen
and broaden this framework, in both theories and applicability, so that we can make the best of its potential,
drawing on the long accumulated studies on the semantics and logics of computing and in close dialogue
with practice.
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Abstract

Research in formal description of programming languages over the past four
decades has led to some significant achievements. These include formal syntax and
semantics for complete major programming languages, and theoretical foundations
for novel features that might be included in future languages. Nevertheless, to give
a completely formal, validated description of any significant programming language
using the conventional frameworks remains an immense effort, disproportionate to
its perceived benefits. Our diagnosis of the causes of this disappointing situation
highlights two major deficiencies in the pragmatic aspects of formal language
descriptions in conventional frameworks: lack of reusable components, and poor tool
support.

Part of the proposed remedy is a radical shift to a novel component-based
paradigm for the development of complete language descriptions, based on
simple interfaces between descriptions of syntactic and semantic aspects, and
employing frameworks that allow independent description of individual programming
constructs. The introduction of a language-independent notation for common
programming constructs maximises the reusability of components. Tool support for
component-based language description is being developed using the ASF+SDF Meta-
Environment; the aim is to provide an efficient component-based workbench for use
in design and implementation of future programming languages, accompanied by an
online repository for validated formal descriptions of programming constructs and
languages.

Keywords:

1. INTRODUCTION

Research in formal description of programming languages over the past four decades has
led to some significant achievements. These include formal syntax and semantics for major
programming languages, including ALGOL60, PASCAL, ADA83, STANDARD ML, and JAVA.
Theoretical studies have addressed advanced features that might be included in future
mainstream languages; they have also led to a deeper understanding of programming languages
in terms of abstract mathematical structures, and to significant theorems about substantial
fragments of real languages, such as soundness of type systems.

Nevertheless, to give a completely formal, validated description of any significant programming
language using the conventional frameworks remains an immense effort, disproportionate to its
perceived benefits. For instance, the HASKELL designers abandoned their original stated aim of
providing a formal semantics for their language [9] – they did not even give a formal definition of
the relatively small kernel language referred to in the HASKELL98 Report [12].

Our diagnosis of the causes of this disappointing situation highlights two major deficiencies in the
pragmatic aspects of formal language descriptions: lack of reusable components (and of an online
repository for them), and poor tool support. To give a formal description of a major programming

Programming languages, Formal methods, Syntax, Semantics, Modularity, Reuse
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language is in many respects comparable to developing a significant piece of software, where
reusable components (packages) and tool support (IDEs) are clearly of vital importance.

Part of the proposed remedy involves a radical shift to a novel component-based paradigm for
the development of complete language descriptions [25]. This paradigm is based on simple
interfaces between descriptions of syntactic and semantic aspects, and employs frameworks
that allow independent description of individual programming constructs, such as Modular SOS
[24, 27] and action semantics [23]. It originated from experiments with the modular structure of
action semantics [5, 11]. The use of a language-independent notation for common programming
constructs maximises the reusability of components.

The provision of reusable components should make formal description of programming languages
considerably more attractive to designers and implementers, since different languages (even
those from different families) often have many constructs in common. Following Plotkin [29], our
intention is to require “very little in the way of mathematical background”, and to allow “concise and
comprehensible” descriptions of existing programming languages. In particular, we avoid (explicit)
use of category theory, as that might make our language descriptions significantly less accessible
to many potential users.

We are developing tool support for component-based language descriptions using the ASF+SDF
Meta-Environment [2]; our aims are to provide an efficient component-based workbench for
use in design and implementation of future programming languages, and to establish an
online repository for validated formal descriptions of programming constructs and languages. As
previously suggested by Heering and Klint [8], it should also be possible to generate a variety of
tools for programming languages from their formal descriptions.

Outline: Section 2 recalls the different aspects of conventional descriptions of programming
languages, illustrating them with simple fragments of descriptions in selected frameworks.
Section 3 identifies the main hindrances for reuse in those frameworks, and shows how they can
be avoided. Section 4 motivates and illustrates the development of language-independent notation
for common programming constructs, and Section 5 explains how that notation can be exploited
in component-based descriptions of complete languages. Section 6 concludes by summarising
our contributions and indicating plans for future work.

2. BACKGROUND

Complete formal descriptions of programming languages are usually divided into major parts,
concerned with concrete syntax, abstract syntax, static semantics and dynamic semantics. The
syntax of a language determines the set of well-formed programs and their hierarchical structure;
static semantics involves checking that programs are well-typed; and dynamic semantics specifies
the observable effect of running a program. Different formalisms are used in each part, in general.

2.1. Concrete Syntax

Programs are highly-structured texts. Concrete syntax is about recognising the intended phrase
structure in a sequence of characters. The grouping of characters into nested phrases can usually
be specified by a context-free grammar. Conceptually, sequences of adjacent characters are first
grouped into lexemes such as numerals, identifiers, and reserved words; the lexemes are then
grouped into phrases. For some languages, however, lexical analysis is context-dependent.

Concrete syntax is described formally using BNF or similar notation for context-free grammars,
often extended with some form of regular expressions to facilitate the specification of optional
and repeated sub-phrases. If the grammar is ambiguous, it needs to be accompanied by rules
that determine which of the possible groupings is the intended one, e.g. giving relative priorities
between productions. The disambiguated phrase structure of a program text is represented by its
parse tree w.r.t. the grammar.
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2.2. Abstract Syntax

The abstract syntax of a program is a representation of its essential (i.e. semantically relevant)
structure. It is typically obtained by simplifying the parse tree, e.g. by unifying nonterminal
symbols, and specified in a BNF-like notation, as in the following illustrative fragment:

(Expressions) E ::= E &&E | . . .
(Commands) C ::= C C | { } | while E C | {D C } | . . .
(Declarations) D ::= T I ; | . . .

(T represents types and I identifiers.) A complete abstract syntax grammar for a language is
interpreted as a set of trees whose nodes are labelled by productions. Since abstract syntax
grammars are not used for parsing texts, ambiguity is not an issue: each abstract syntax tree
represents a particular grouping structure.

Abstract syntax can also be specified by algebraic data type definitions (as provided in functional
programming languages such as HASKELL and ML, and in modern algebraic specification
languages such as CASL). The branches of a node are usually an ordered sequence, but can
also be mappings or sets (e.g. as in VDM [1]).

2.3. Static Semantics

Static semantics specifies compile-time checks on programs: well-typedness, declaration before
use, etc. Such checks correspond to syntactic restrictions that are inherently context-sensitive,
and cannot be specified by context-free grammars. Occasionally, the grouping of characters or
lexemes into phrases in concrete syntax depends on contextual information, but otherwise static
semantics is specified for abstract syntax trees, independently of the details of concrete syntax.

Attribute grammars [15] are a powerful formalism for specifying static semantics. The declared
types of identifiers can be treated as inherited attributes, and the types of expressions as
synthesised attributes. However, it is more usual to specify typing relations inductively [28], e.g.:

Γ ` E : bool, Γ ` C : cmd
Γ ` while E C : cmd

(1)

Sometimes, static semantics involves not only checking but also transforming abstract syntax
trees, e.g. by stripping away types (which may be redundant once they have been checked) or
resolving calls of overloaded procedures.

2.4. Dynamic Semantics

The dynamic semantics of a program models its observable behaviour when executed.
Implementation-dependent details (e.g. execution time, storage allocation) are not regarded as
observable, in general: only the relation between input and output is modelled.

Many frameworks have been developed for specifying dynamic semantics. Let us recall the main
conventional formalisms for operational and denotational semantics.

2.4.1. Structural Operational Semantics

In operational semantics, the observable behaviour of a program is usually derived from a
transition system, where the transition relation represents steps in the execution of the program. A
state of the transition system includes the part of the program that remains to be executed, often
together with auxiliary entities such as environments ρ (representing bindings of identifiers) and
stores σ (representing assignments to variables). The structural style of operational semantics
(SOS) developed by Milner [19], Plotkin [29], et al., uses (axioms and inference) rules to specify
transition relations inductively. For example, the following rules specify the evaluation of JAVA’s
conditional conjunction expression using a transition relation written ρ ` 〈E, σ〉 → 〈E′, σ′〉:
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ρ ` 〈E1, σ〉 → 〈E′1, σ′〉
ρ ` 〈E1 &&E2, σ〉 → 〈E′1 &&E2, σ

′〉
(2) ρ ` 〈true &&E2, σ〉 → 〈E2, σ〉 (3)

ρ ` 〈false &&E2, σ〉 → 〈false, σ〉 (4)

Rule (2) specifies transitions for the gradual evaluation of E1; the other rules above specify what
is to happen when E1 has been evaluated to a truth-value.

Assuming that declarations D compute environments ρ (representing the bindings that they
establish) and that normal termination of commands C is represented by the null command { },
the following rules specify execution of blocks with local declarations:1

ρ ` 〈D,σ〉 → 〈D′, σ′〉
ρ ` 〈{D C }, σ〉 → 〈{D′ C }, σ′〉

(5)
ρ[ρ1] ` 〈C, σ〉 → 〈C ′, σ′〉

ρ ` 〈{ ρ1 C }, σ〉 → 〈{ ρ1 C
′ }, σ′〉

(6)

ρ ` 〈{ ρ1 { } }, σ〉 → 〈{ }, σ〉 (7)

Rule (6) specifies that the environment used for executing the block body C is a combination of
the current environment ρ and the environment ρ1 computed by the local declarations D.

In the so-called ‘big-step’ style of SOS, also known as ‘natural semantics’ [13], transitions relate
initial states directly to final states. Using a transition relation written ρ ` 〈E, σ〉 → 〈V, σ′〉, where
V is the value of E, the following rules specify the big-step SOS of conditional conjunction:

ρ ` 〈E1, σ〉 → 〈true, σ′〉, ρ ` 〈E2, σ
′〉 → 〈V, σ′′〉

ρ ` 〈E1 &&E2, σ〉 → 〈V, σ′′〉
(8)

ρ ` 〈E1, σ〉 → 〈false, σ′〉
ρ ` 〈E1 &&E2, σ〉 → 〈false, σ′〉

(9)

The big-step SOS of blocks requires only a single rule:

ρ ` 〈D,σ〉 → 〈ρ1, σ
′〉, ρ[ρ1] ` 〈C, σ′〉 → 〈{ }, σ′′〉

ρ ` 〈{D C }, σ〉 → 〈{ }, σ′′〉
(10)

In both styles of SOS, notice how each rule for a construct explicitly propagates auxiliary
entities that are required only in connection with the semantics of other constructs. Such explicit
propagation is the main reason for the poor reusability of rules in SOS [27]. It also clutters up the
rules, motivating some descriptions to adopt informal ‘conventions’ that allow implicit propagation,
e.g. [4, 20]. (Section 3.4.1 introduces a recent variant of SOS which provides formal foundations
for implicit propagation.)

2.4.2. Denotational Semantics

A denotational semantics maps each phrase of the described language to its denotation: a
semantic entity that represents the contribution of the phrase to overall program behaviour
in any context. The semantic mapping is required to be compositional, i.e. the denotation of
each compound phrase depends on the denotations of its sub-phrases, but not on their form.
Denotations are said to be fully abstract when observationally-equivalent phrases always have
the same denotations.

In the original Scott-Strachey style of denotational semantics [22, 32], denotations are elements
of Scott-domains (which are typically continuous higher-order function spaces) and specified in λ-
notation, using a fixed-point operator to define the denotations of loops and recursive procedures
compositionally. Letting the denotations E [[E]] of expressions be functions of environments ρ and
continuations κ, the denotations of conditional conjunction expressions can be defined by:

E [[E1 &&E2]] = λρ.λκ. E [[E1]]ρ{λb. b→ E [[E2]]ρκ, κ(false)} (11)
1Substitution could be used instead of environments, but to have to define it for each construct would be quite tedious.
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(The notation ‘b→ e1, e2’ used above expresses conditional choice between the semantic entities
e1 and e2.) Similarly, the denotations of blocks can be defined by:

C[[{D C }]] = λρ.λθ. D[[D]]ρ{λρ1. C[[C]](ρ[ρ1])θ} (12)

How the denotations of the sub-phrases are combined has to take account of auxiliary entities
which, as in SOS, are needed only in connection with the semantics of other constructs that
happen to be included in the described language.

2.5. Complete Language Descriptions

A complete description of a programming language needs to combine and connect the separate
parts specifying syntax and semantics. For each program, the parse tree determined by the
concrete syntax has to be mapped to the corresponding abstract syntax tree; in practice,
this mapping is usually regarded as sufficiently obvious, and not specified formally. The static
semantics is applied to the abstract syntax tree of the program, and determines whether the
program is statically correct (e.g. well-typed); if so, the dynamic semantics is applied to the same
tree (or to a transformed tree, when the static semantics provides one).

3. REUSABILITY

The possibility of a high degree of reuse is of crucial importance for reducing the effort of giving
complete descriptions of programming languages. Unfortunately, the conventional frameworks
recalled in Section 2 provide little or no support for reuse. Let us now examine the impediments
to reuse, and see how they can be removed by adopting variants of the conventional frameworks.

3.1. Concrete Syntax

The BNF-like grammars used to describe the concrete syntax of languages are unstructured
sets of productions, with no easy way of referring to particular productions from descriptions of
other languages. Moreover, disambiguation of grouping is often achieved by introducing numerous
auxiliary nonterminal symbols, which might need to be renamed when reusing part of a grammar.

SDF (Syntax Definition Formalism) [7] eliminates both problems: sets of productions can be
named, and subsequently combined by referring to their names; disambiguation can be specified
using relative priorities, thereby avoiding the need for auxiliary nonterminal symbols.

3.2. Abstract Syntax

Although abstract syntax is usually specified using the same kind of BNF-like grammars as for
concrete syntax, ambiguity is not an issue here, so neither auxiliary nonterminal symbols nor
disambiguating priorities are required.

Recall, however, that the grammar for abstract syntax is usually obtained by merely unifying
nonterminal symbols of a grammar for concrete syntax: the terminal symbols are retained –
partly for their mnemonic value, partly to avoid having to specify the mapping from concrete to
abstract syntax explicitly. Thus the abstract syntax of JAVA conditional expressions would usually
be specified by a production such as E ::= E ?E :E. However, it would be quite confusing to
reuse this notation verbatim in a description of a language from a different family where conditional
expressions are written using reserved words. We discuss a solution to this issue in Section 4.

3.3. Static Semantics

Several variants of attribute grammars support reuse of parts of descriptions of static semantics,
e.g. ELI [14] and JASTADD [6]. For those who prefer to specify typing relations inductively by
typing rules, the TINKERTYPE framework [17] allows sets of typing rules to be named and tagged
with ‘features’, and subsequently referenced for explicit reuse. A drawback of TINKERTYPE is that
different versions of the typing rules for each construct are needed, according to which other

  BCS International Academic Conference 2008 – Visions of Computer Science   279



Component-Based Description of Programming Languages

constructs it might be combined with. The variants of SOS discussed below avoid the need for
multiple versions, and could be useful for static semantics as well as dynamic semantics.

3.4. Dynamic Semantics

The conventional operational and denotational frameworks share the same general problem
regarding reuse: the formulation of the description of each construct depends on which other
constructs are included in the described language. For example, the description of a conditional
expression depends on whether expressions include constructs that have side-effects, or
terminate abruptly. Significant reformulation may be needed to ‘reuse’ the description of a
construct from one language in the description of a different language in which it occurs.

3.4.1. Modular SOS

Modular SOS (MSOS) [24] is a simple variant of structural operational semantics. It has been
designed to allow a particularly high degree of reuse without any need for reformulation.
The description of each construct in MSOS is completely independent; this is achieved by
incorporating all auxiliary entities (environments, stores, etc.) in labels on transitions. The notation
for labels ensures automatic propagation of all unmentioned auxiliary entities between the
premise(s) and conclusion of each rule. For this to work, the labels on adjacent steps of a
computation are required to be composable, and a set of unobservable labels is distinguished.2

Using MSOS, the rules for each individual construct form a reusable component. For example,
the following rules for conditional conjunction could be used in the description of any language
that uses the notation E1 &&E2 with the same interpretation as in JAVA:

E1
{...}−−−→ E′1

E1 &&E2
{...}−−−→ E′1 &&E2

(13)
true &&E2

{−}−−→ E2
(14)

false &&E2
{−}−−→ false (15)

In (13) above, the notation ‘{. . .}’ specifies propagation of all label components;3 in (14)–(15),
‘{−}’ specifies that the label is unobservable. By not mentioning specific auxiliary entities, the
rules assume neither their presence nor their absence, ensuring reusability – and eliminating the
clutter that usually arises in conventional SOS rules for programming constructs (illustrated in
Section 2.4.1).

The MSOS rules for blocks ‘{D C }’ require labels to include an environment ρ. The specification
of this requirement forms part of the reusable component:

Label = {ρ : Env, . . .}

D
{...}−−−→ D′

{D C } {...}−−−→ {D′ C }
(16)

C
{ρ=ρ0[ρ1],...}−−−−−−−−−→ C ′

{ ρ1 C }
{ρ=ρ0,...}−−−−−−→ { ρ1 C

′ }
(17)

{ ρ1 { } }
{−}−−→ { } (18)

3.4.2. Implicitly-Modular SOS

The recently-developed I-MSOS framework [27] combines the benefits of MSOS regarding
reusability with the familiar notational style of ordinary SOS: auxiliary entities that are not
mentioned in a rule are propagated implicitly between its premise(s) and conclusion, without
requiring the introduction of explicit labels on transitions. All that is needed is to declare the
notation used for the transition relation being defined (which is in any case normal practice in
SOS descriptions of programming languages, e.g. [28]), distinguishing any required auxiliary
arguments by highlighting. The above MSOS rules are formulated in I-MSOS as follows:

2In fact labels in MSOS are the morphisms of a category, and the unobservable labels are identity morphisms.
3As in STANDARD ML record patterns, ‘. . . ’ is here a symbol of the formal notation, rather than an informal ellipsis.
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E → E′

E1 → E′1
E1 &&E2 → E′1 &&E2

(19)

true &&E2 → E2 (20)

false &&E2 → false (21)

ρ ` C → C ′

D → D′

{D C } → {D′ C }
(22)

ρ[ρ1] ` C → C ′

ρ ` { ρ1 C } → { ρ1 C
′ }

(23)

{ ρ1 { } } → { } (24)

3.4.3. Monadic Semantics

Regarding denotational semantics, it is somewhat ironic that the main hindrance to reuse is
actually the direct use of λ-notation itself for expressing denotations. The way that denotations are
expressed depends on their structure; when that structure changes, the definitions of denotations
have to be reformulated.

The monadic variant of denotational semantics was introduced by Moggi at the end of the 1980s
[21]. Although reuse was not Moggi’s original motivation, the pragmatic benefits of monadic
semantics in that respect were soon realised. A monad consists of a domain constructor T ,
mapping value domains D to domains T (D) whose elements represent computations of values in
D, together with two polymorphic operators, return : D → T (D); and >>= : T (A)×(A→ T (B))→
T (B). The trivial computation return(d) simply has the value d as its result. When the computation
e computes a value d and f is a function mapping values to computations, e >>= f follows the
computation e with the computation f(d). For example:

E [[E1 &&E2]] = E [[E1]] >>= λb. b→ E [[E2]], return(false) (25)

Particular kinds of monads provide further operations. For example, the following monadic
semantics for blocks requires a monad that propagates environments, and is equipped with an
operation local : (Env → Env) → T (A) → T (A) such that local(f)(e) obtains the environment for
the computation e by applying f to the current environment:

C[[{D C }]] = D[[D]] >>= λρ1. local(λρ. ρ[ρ1])(C[[C]]) (26)

Such a monad can be constructed by applying a standard monad transformer [18, 21] to an
existing monad. The more recent work on computational effects and operations by Plotkin and
Power [30] obtains monads as models of combinations of Lawvere theories, giving further benefits
regarding modularity and reuse.

A crucial difference between the original Scott-Strachey style of denotational semantics and
monadic semantics is that in the former, the definitions of operators are fixed, whereas in monadic
semantics, the definitions of return(d) and e >>= f (and other operators provided by the monad)
change when the domains change. (In fact the idea of redefining operators in this way was
exploited since the 1970s in the VDM variant of denotational semantics, although the close
relationship between VDM and monadic semantics has only recently been noticed [26].)

3.4.4. Action Semantics

A further variant of denotational semantics that supports reuse is action semantics [23]. There,
denotations are so-called actions, expressed in action notation; the semantics of action notation
itself is defined operationally (originally using an unorthodox variant of SOS, later in MSOS).

The primitives and combinators provided by action notation include not only the monadic
operators, but also operators expressing abrupt termination, nondeterminism, scopes of bindings,
effects on storage, message-passing between (asynchronous) processes, etc. Each action
combinator implicitly propagates auxiliary entities (environments, stores, etc.) in a particular way.

  BCS International Academic Conference 2008 – Visions of Computer Science   281



Component-Based Description of Programming Languages

Action notation satisfies a large collection of algebraic laws, including monoid laws for all the
binary combinators.

The action semantics of each language construct remains well-formed and meaningful when
further constructs are added to the described language. For example, the following action
semantics description of JAVA’s conditional conjunction is independent of whether expressions
could have side-effects, spawn processes, synchronise with other threads, etc.:

evaluate [[E1 &&E2]] = evaluate E1 then
(check the boolean then evaluate E2 else give false)

(27)

The action semantics description for blocks is as follows:

execute [[{D C }]] = furthermore elaborate D hence execute C (28)

The action primitives and combinators provide an adequate basis for expressing the dynamic
semantics of a wide range of programming constructs. However, action notation itself is a
rather novel and unfamiliar notation, with some unusual features; despite the introduction of a
significantly simpler revised version in 2000, and the development of various supporting tools [3],
analysis of programming constructs in terms of actions has not so far become established as a
mainstream approach to semantics.

The next section motivates and introduces a language-independent notation for common
programming constructs. These constructs should be significantly more familiar than action
primitives and combinators. Section 5 explains how they can be exploited in component-based
descriptions of complete languages.

4. ABSTRACT CONSTRUCTS

A programming language consists of a collection of concrete constructs, each of which has a
particular concrete syntax and semantics. However, the relationship between concrete syntax
and semantics depends on the language. Moreover, constructs with the same concrete syntax in
different languages may have different semantics (e.g. ‘x=y’ is an equality test is some languages,
but an assignment command in others), and constructs with different concrete syntax may have
equivalent semantics (e.g. ‘c ? x : y’ and ‘if c then x else y’ are equivalent forms of conditional
expression in different languages).

An abstract construct, in contrast, has a fixed, language-independent abstract syntax and
semantics. For instance, an abstract conditional expression E has a particular constructor
notation, such as ‘cond(E1, E2, E3)’ (avoiding bias towards any particular language family) and all
possible questions that one might ask about its semantics have definite answers: E1 is evaluated
first to compute a boolean value; if the value is true, the value of E is the same as that of E2, and
E3 is skipped; if the value is false, the value of E is the same as that of E3, and E2 is skipped;
any side-effects of evaluating the subexpressions are propagated, as are abrupt termination and
nontermination; the bindings visible to E1, E2 and E3 are the same as those visible to E; when
E1 has boolean type and both E2 and E3 have type T , E has type T ; and so on.

The relationship between the syntax and semantics of individual abstract constructs is not only
language-independent but also 1-1: if two abstract constructs have different semantics, they have
different syntax (to avoid confusion); and no two abstract constructs with different syntax have
exactly the same semantics (to avoid pointless duplication).4

Both the syntax and semantics of an abstract construct should be specified formally. For syntax,
all we need is the name of the constructor function used to form instances of the construct, and
its arity (the sorts of its components, and the sort of the construct itself). For instance, we may
specify the syntax of the above conditional expression using BNF-like notation:

Exp ::= cond(Exp,Exp,Exp)
4Different combinations of abstract constructs (and special cases of different individual abstract constructs) may however
have the same semantics, so abstract constructs do not provide canonical representations of semantics, in general.
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Given the syntax of a construct, its semantics is to be specified independently of other constructs,
using a framework such as (I-)MSOS, monadic semantics or action semantics.

4.1. Sorts

As usual in abstract syntax, constructs are naturally classified by sorts that reflect the kind of
entity that they normally compute when executed, e.g.:

• Cmd: commands, computing nothing (or some fixed value);
• Exp: expressions, computing arbitrary entities;
• Dcl: declarations, computing environments that map identifiers in Id to arbitrary entities.

The following sorts all classify abstractions, which have to be supplied with arguments before the
encapsulated constructs can be executed:

• Pcd: procedure abstractions, encapsulating commands;
• Fnc: function abstractions, encapsulating expressions;
• Prm: (formal) parameter patterns, encapsulating declarations.

The sorts of entity that can be computed include (primitive and composite) values, (simple and
composite) assignable variables, symbolic identifiers (Id), and abstractions.

The abbreviated names for sorts above should be reasonably mnemonic (experience indicates
that completely unabbreviated words can be tiresome both to write and read in formal language
descriptions) and would in any case be explained in a glossary.

4.2. Basic Abstract Constructs

The following selected examples of abstract constructs are given to illustrate the kinds of
constructs that may be considered as basic. In each case, some brief hints are given regarding
the details of their intended semantics.

• Cmd ::= seq(Cmd, . . . , Cmd) – normal left-to-right command sequencing;
• Cmd ::= skip – normal termination;
• Cmd ::= cond-loop(Exp, Cmd) – corresponds to a simple while-loop (not handling break);
• Cmd ::= catch(Cmd, Pcd) – if Cmd terminates abruptly, and the parameter of the abstraction

Pcd matches the accompanying entity, the abrupt termination is handled;
• Cmd ::= throw(Exp) – if Exp terminates normally, the command terminates abruptly with the

computed entity;
• Dcl ::= bind(Id, Exp) – binds Id to the entity computed by Exp;
• Exp ::= lookup(Id) – computes the entity currently bound to Id;
• Pcd ::= abs(Prm, Cmd) – parameterised procedure abstraction (with static scoping);
• Pcd ::= alt(Pcd, Pcd) – alternative procedures;
• Prm ::= bind(Id) – parameter that matches any argument entity, and binds Id to it;
• Prm ::= eq(Exp) – parameter that matches only the entity computed by Exp.

An analysis of some concrete constructs in terms of the above basic abstract constructs is
illustrated in the next section. Many further basic abstract constructs have already been identified,
but further experimentation and case studies are needed before finalising the details.

Note that the collection of abstract constructs is intended to be open-ended : new constructs may
be added whenever the previous constructs are found to be insufficiently expressive. This is in
marked contrast to the fixed semantic metalanguages used in some previous approaches, e.g.
λ-notation in denotational semantics, action notation in action semantics, and the intermediate
language intended for use in a new semantics of STANDARD ML [16].

Thanks to the independence of our definitions of abstract constructs, adding new constructs
should never require reformulation or extension of the definitions of the existing constructs.
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Another difference from previous metalanguages is that each abstract construct usually
corresponds directly to (a simplified or idealised version of) some concrete construct found in
major programming languages.

5. LANGUAGE DESCRIPTIONS

In this section we outline and illustrate our novel paradigm for the development of (partial or
complete) language descriptions based on reusable components that define the semantics of
individual abstract constructs.5

A component-based description of a programming language starts from concrete syntax. For each
concrete construct, we specify the notation used for constructing its parse tree (or corresponding
abstract syntax tree). This notation will typically be significantly simpler than an unambiguous
grammar for the concrete syntax. For example, suppose the concrete constructs of a language to
be described include:

E ::= E &&E | . . .
C ::= while E C | break | continue | . . .

Next, for each sort of concrete construct, we specify a function mapping each construct of that sort
to its analysis as a combination of language-independent abstract constructs. These functions are
in general (directly and mutually) recursive; they are specified by a set of inductive equations of the
same kind used in denotational semantics. Let Exp [[ ]] be the analysis function mapping concrete
expressions to abstract expressions of sort Exp; the following equation defines the analysis of the
conditional conjunction in terms of abstract constructs:

Exp [[E1 &&E2]] = cond(Exp [[E1]],Exp [[E2]], false) (29)

Assuming that the reader already understands the abstract construct ‘cond’, the above analysis
should be significantly easier to understand than the semantic descriptions given in Sections 2
and 3.

Many commonly-occurring programming constructs (command sequencing, conditional
commands and expressions, simple while-loops, blocks with local declarations, etc.) would be
mapped directly to corresponding abstract constructs. A more interesting illustration is the analysis
of concrete while-loops where executing a break command terminates the iteration abruptly:

Cmd [[whileE C]] = catch(cond-loop(Exp [[E]],Cmd [[C]]),
abs(eq(breaking), skip))

(30)

Cmd [[break]] = throw(breaking) (31)

For a concrete construct that also allows a ‘continue’ command to terminate the current execution
of the body abruptly, the analysis would be changed to the following:

Cmd [[whileE C]] = catch(cond-loop(Exp [[E]],
catch(Cmd [[C]],

abs(eq(continuing), skip)),
abs(eq(breaking), skip))

(32)

Cmd [[continue]] = throw(continuing) (33)

After analysing each concrete construct in the same manner as illustrated above, all that is
needed to complete the description of the language are the independent semantic descriptions
of all the abstract constructs used in the analysis functions. However, using a framework such
as (I-)MSOS, action semantics, or monadic semantics to define the semantics of the abstract
constructs, their descriptions are reusable components, and many of them could be already
available – properly validated – in an envisaged online repository. Assuming that readers of the
5We no longer call our approach ‘constructive’ [11, 25], as that could cause confusion in relation to the semantics of
Esterel [31], which are constructive in quite a different sense.
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complete language description will be able to access the descriptions of the abstract constructs
directly in the repository, these do not need to be copied, and they can be referenced simply by
giving their abstract syntax.

Thus compared to the conventional paradigm for development of language descriptions, the main
effort with the component-based approach lies not in defining the semantics of concrete language
constructs, but rather in specifying their analysis in terms of abstract constructs. New abstract
constructs (for describing concrete constructs that cannot easily be analysed in terms of the
existing ones) may also need to be developed. Provided that abstract constructs remain simple,
without the added features that complicate concrete constructs (such as breaks in while-loops),
their independent description should generally be quite straightforward – and in any case needs
to be done only once for each abstract construct, thanks to (I-)MSOS and other frameworks that
support independent description of individual constructs.

6. CONCLUSION

Our main contribution is the principle that complete language descriptions should be based on
reusable components consisting of independent descriptions of individual abstract programming
constructs. Adoption of this principle will require a significant paradigm shift regarding the
development of semantic descriptions, involving the study of the essential features of each
individual construct in isolation, instead of considering its relationship with other constructs.
The conventional semantic frameworks do not support independent description of individual
constructs, but some variants which do are now available. An online repository for such reusable
components is being developed.

Another contribution is our proposal to establish language-independent nomenclature for common
abstract programming constructs, to maximise the reusability of their formal descriptions, and
provide a stable yet extensible basis for analysing the more complicated concrete constructs
found in practical programming languages. Such a nomenclature would also form a restricted
vocabulary that should be appropriate for accurately indexing a comprehensive digital library of
complete language descriptions.

Tool support is crucial for development of component-based language descriptions. A prototype
interactive environment for action semantics has been implemented, based on (a previous version
of) the ASD+SDF Meta-Environment [3], but needs further development. We aim to generate
useful prototype compilers and interpreters from complete language descriptions (a promising
initial experiment has already been reported [10]) enabling rapid experimentation with language
design decisions as well as empirical validation of the language description itself.

Finally, we suggest that reliable generation of useful compilers from validated semantic
descriptions of programming languages is highly relevant to the overall aims of UKCRC Grand
Challenge 6: Dependable Systems Evolution. Such generated compilers would be highly unlikely
to replace hand-written optimising compilers for general-purpose languages, but could be
advantageous for implementation of domain-specific languages and safety-critical systems.
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Abstract

Using formal verification for designing hardware designs free from logic design bugs has
been an active area of research since the last 15 years. Technology has matured and we
have a choice of formal tools such as model checkers, equivalence checkers, and a range
of theorem provers. Hardware reliability and fault tolerance has been studied for a long
time as well, and some good solutions in the form of redundancy are available for making
hardware resilient against faults. However, understanding the impact of a particular kind
of fault known as a single-event-upset (SEU) or a transient fault especially in the context
of low-power design is not well understood, and therefore achieving adequate tolerance for
low-power processors against SEUs is still very much an open problem. A significant bottle-
neck in this has been the traditional fault injection methodology whereby the impact of a
fault is analysed whilst a processor is running a specific binary program image. Thus the
true impact of the fault is limited by the shadow of the particular program. Another key
problem has been the modification of the original design to incorporate fault injection
hardware. Thus, the design being checked for faults is different from the original design.
In this paper we report on our experiences on studying transient fault injection on a 32 bit
multi-cycle RISC processor using the formal specification and verification framework of
Symbolic Trajectory Evaluation (STE). Our approach offers the benefit of studying fault
injection by not modifying the original design and doing it in a program independent way.
The vulnerability of the processor is assessed in terms of its architecural features, which
is possible due to symbolic model checking.

1. INTRODUCTION

A transient fault or a single-event-upset (SEU) [1] poses a formidable challenge due to the multi-
dimensional nature of the fault. Two dimensions identified earlier [2] have been spatial , and temporal .
We have identified a third one – the data dimension. The spatial dimension means, a transient can
hit any component of a design, which means we need to analyse all components and all paths of a
design. The second is temporal - a transient can hit at any time, thus one needs to cover all temporal
possibilities during the running of a design. The third dimension - data means that a transient can hit a
circuit whilst it is processing some data. This is especially true of processors with their own memory and
they execute a program when a transient hits it. So one needs to analyse the effect of a transient fault
on a design taking into account that the design could be executing any application program (data). A
significant bottle-neck in this has been the traditional fault injection methodology [3–5] whereby the
impact of a fault is analysed whilst a processor is running a specific binary program image. Thus the true
impact of the fault is limited by the shadow of the particular program. Another key problem has been
the modification of the original design to incorporate fault injection hardware. Thus, the design being
checked for faults is different from the original design. The problem of SEUs is better addressed at the
level of server grade processors and desktop processors, since one can incorporate different redundancy
techniques. However, for a low-power processor that runs on battery, incorporating redundancy on the
same lines as for desktop processors does not make sense from energy point of view. Therefore, one
needs to strike a fine balance between tolerance requirements and energy [6, 7], which can only be
achieved by having a precise and comprehensive understanding about the impact of SEUs on simple,
low-power designs.

Keywords: Transient fault injection, Reliable processors, Model checking
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FIGURE 1: Traditional Fault Injection. Traditionally fault injection is carried out by comparing the behaviour
of two different RTLs, one that has been instrumented to incorporate faults, and the other – golden RTL –
which expresses the intention of the designer in a fault-free case. Both these RTLs are simulated whilst running
specific binary program images. The comparison is usually done by comparing the output values of gates,
registers, memory elements and so on. Our Approach. The golden properties are instrumented to capture
transient faults, and are then verifed against the golden RTL. The outcome of this is a set of counter-examples
that provide useful insights on how to obtain tolerance. The golden RTL and golden properties are obtained by
iterative refinement of the given RTL, and an initial set of STE properties developed by the designer, through
a formal verification step.

2. STE MODEL CHECKING - A BRIEF INTRODUCTION

We wanted to explore features in our property specification language that would enable us to write
properties about complex hardware designs with ease, that could be used for model checking efficiently.
STE has been used successfully in large-scale datapath verification [8] of microprocessors.

STE gains its strength by combining the ideas of ternary modelling (using 0,1 and X) with
symbolic simulation (using symbolic variables) over time. The presence of Xs provides abstraction
necessary to handle the complexity of verifying symbolic properties during model checking. These
characteristics allow STE to perform property checking more efficiently than conventional model
checking algorithms, which operate over more expressive logics like CTL [9]. Of course, there is a
trade-off; because STE’s logic is simple, it may take more properties to verify the same functionality
than in CTL. On the other hand, although the logic of STE seems rather weak, its expressive power is
greatly extended by implementing a symbolic ternary simulation algorithm [10].

Symbolic ternary simulation uses Boolean variables and propositional formulas to represent whole classes
of data values on circuit nodes. The ternary value associated with each node is given by a symbolic
data structure whose variables act as parameters. With this representation, STE can combine many
(ternary) simulation runs—one for each assignment of values to the variables—into a single symbolic
simulation run covering them all. The usual implementation uses BDDs [11], but other representations
are possible.

The formulas representing values at different circuit nodes can have variables in common, so they
can also record interdependencies among node values. Symbolic values therefore greatly increase the
expressive power of the limited temporal logic of STE. For example, input-output relations can be
extracted from a circuit by using symbolic simulation to derive formulas for the values on output nodes
as functions of variables standing for arbitrary values on input nodes. These can then be checked against
a specification in the form of some reference formulas provided by the verification engineer.

Specifications in STE, take the form of what are known as symbolic trajectory formulas. Formally, we
define the syntax of formulas [8, 12] as follows:

 Hardware Dependability in the Presence of Soft Errors 
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Definition 1. Syntax of STE formulas

f
4= n is 0 - node n has value 0
| n is 1 - node n has value 1
| f1 and f2 - conjunction of formulas
| f when G - f is asserted only when G is true
| Nf - f holds in the next time step

where f1 and f2 range over formulas, n ∈ string ranges over the nodes of the circuit, and G is a
propositional formula over Boolean variables (i.e. a Boolean ‘function’) called a guard . The advantage
of using a Boolean expression is in specifying conveniently many different operating conditions in a
compact form. The various guards that occur in a trajectory formula can have variables in common,
so this mechanism gives STE the expressive power needed to represent inter-dependencies among node
values. For example, we can associate an arbitrary propositional formula G with a node using the
construct ‘n is G’ defined by

n is G
4= ((n is 1) when G) and ((n is 0) when ¬G)

For implementation efficiency Boolean expressions are denoted by binary decision diagrams [13] (BDDs).
Verification takes place by testing the validity of an assertion or property against a given model . Circuit
models in STE are defined on three-valued states, and are constructed on-the-fly during simulation,
from the FSM (.exe) representation of the circuit. A property is of the form (A⇒C), where both A
and C are trajectory formulas. Intuitively, the antecedent A provides the stimuli to the circuit, and the
consequent C expresses what the designer expects to see. In practice, every successful STE run i.e.,
a run that returns the value True, is a theorem that holds for all the Boolean variables mentioned in
the property. However, when the outcome of an STE model checking run is a counter-example, it is an
indication of a bug in the hardware, and in the context of STE, it means that if we can come up with
a satisfying assignment of Boolean values True (logic 1) and False (logic 0) to the Boolean variables
in the counter-example, one can explicitly reveal the trace (consiting of 0s and 1s ) that would be
responsible for the bug. Usually there is more than one way to satisfy the counter-example, and this
means that in one symbolic model checking run, we can succintly capture all the possible traces.

STE model checking also encounters state space explosion problem [14], but in practice there is a
deductive layer [8, 15–17] that wraps the model checking engine. This layer is built from a set of sound
inference rules within the logic of STE. These rules are used [16], often repeatedly to decompose the
given original property into smaller properties, and once the smaller properties are checked against the
given model, the overall property verification run is composed back from the inference rules. We have
made good use of the STE inference rules in our task, and have found that they greatly enhance the
overall verification task both in terms of the speed of execution, and the time taken by the model
checker to perform checking.

3. OUR APPROACH

We identified a 32-bit multi-cycle RISC processor to conduct our study of fault injection, using the formal
specification and verification framework of Symbolic Trajectory Evaluation (STE). Our approach [18]
offers the benefit of studying fault injection by not modifying the original design and doing it in a
program independent way. We express faults in properties that are written using the syntax of STE.

We first obtain a golden RTL by verifying fault-free properties against the given RTL. Usually, the
RTL may have logic design bugs and/or the properties themselves may have errors. In either case, the
verification step would produce counter-examples. We use these counter-examples to refine the RTL
and/or properties accordingly and we repeat this process till we stop getting anymore counter-examples.
The RTL obtained at this stage is called a golden RTL and the resulting set of properties - golden set
of properties. A high-level view is presented in Figure 1.

Once we obtain the golden pair of RTL and properties, we modify the golden set of properties, to
capture the transient faults we would like to investigate. The modified set of properties with the fault,
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is then verified against the golden RTL using STE model checking. When we verify a property-with-a-
fault against the golden RTL, the fault itself is expressed by modifying A, whilst the expected behaviour
of the circuit expressed in C remains unchanged. The outcome of this model checking run is a counter-
example — a Boolean constraint that needs to be satisfied in order to make the property-with-a-fault
work exactly as the property-without-the fault. This Boolean constraint denoted by a BDD, is an
abstraction of all the possible traces involving 0s and 1s, which if fixed would make the circuit work
correctly, for the faulty property. Since the counter-example is made from Boolean variables placed on
the circuit nodes in the antecedent of the property, it gives architectural inter-dependency amongst
the various circuit nodes in the presence of a fault. By using generic Boolean symbols (variables) and
conducting symbolic simulation, instead of simulaton over 0s and 1s, one obtains a data independent
way of analysing the impact of faults — a strategy we believe could be useful to the designers and
testing community.

4. RESULTS

In this section we summarise, our findings on the fault injection in different parts of the processor shown
in Figure 2. An important observation in our experiments is that many times in spite of a fault, its effect
may not necessarily propagate to those points in the circuit that we are interested in observing. In this
case we say that the fault has been masked . In our approach, since we construct a fault-free property
and a faulty property, if the effect of a fault (expressed in the faulty property) is not propagated to the
nodes in the consequent of the property then the fault’s effect is said to be masked.
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FIGURE 2: CPU datapath showing functional blocks (adapted from [19]).
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Fetch

Properties needed to check the functionality of the fetch unit.

F1 PC gets incremented correctly by 4 or, PC gets the Branch address.
F2 The instruction memory works correctly.

Faults in the Fetch Unit
Property Faulty Component Fault Impact

F1

PC Masked if the branch instruction is in the pipeline.
Branch Address Masked if the next instruction is not a branch one.

F2 Instr Mem Masked if faulty location is not read from
or else over-written with new data.

Decode

Properties required to verify that the decode works correctly.

D1 Verifying that the ReadData1 port of the register bank always gets the data from the register
indexed by the address placed on ReadRegister1 port of the bank.

D2 Verifying that the ReadData2 port of the register bank always gets the data from the register
indexed by the address placed on the ReadRegister2 port of the bank.

D3 WriteAddress port of the register bank takes on an address value selected by the RegDst.
D4 WriteData port of the register bank takes on the data value selected by MemtoReg.
D5 Registers get updated correctly on a write.
D6 Sign-extension is correct.

Faults in the Decode Unit
Property Faulty Component Fault Impact

D1

Register Bank Masked if faulty location is not read from
or else over-written with new data.

Instr[25:21] Less if data is not read from
the faulty combination of address location.

D2

Register Bank
Instr[20:16] similar to D1

D3

Instr[20:16] Masked if RegDst is enabled.
Instr[15:11] Masked if RegDst is disbaled.
RegDst Masked only when Instr[20:16]=Instr[15:11]

D4

ReadData port of DataMemory Masked if MemtoReg is disabled.
ALUResult port of the ALU Masked if MemtoReg is enabled.
MemtoReg Masked only

when ALUResult[31:0]=ReadData[31:0].

D5

Register bank Masked if RegWrite is enabled.
MemtoReg None
RegDst None
WriteRegister Address of the register Bank None
ALUResult port of the ALU None
ReadData port of the DataMemory None

D6 Instr[15:0] Severe, can be fixed only if the error
in Instr[15:0] is corrected.

Control

The following control signals take on the appropriate values

C1 RegDst = ¬Instr[31] ∧ ¬Instr[30] ∧ ¬Instr[29] ∧ ¬Instr[28] ∧ ¬Instr[27] ∧ ¬Instr[26]
C2 Lw = Instr[31] ∧ ¬Instr[30] ∧ ¬Instr[29] ∧ ¬Instr[28] ∧ Instr[27] ∧ Instr[26]
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C3 Sw = Instr[31] ∧ ¬Instr[30] ∧ Instr[29] ∧ ¬Instr[28] ∧ Instr[27] ∧ Instr[26]
C4 Beq = ¬Instr[31] ∧ ¬Instr[30] ∧ ¬Instr[29] ∧ Instr[28] ∧ ¬Instr[27] ∧ ¬Instr[26]
C5 ALUSrc = lw ∨ sw
C6 RegWrite = lw ∨ Rformat
C7 MemRead = lw
C8 MemWrite = sw
C9 Branch = Branch

C10 ALUOp1 = Rformat
C11 ALUOp0 = Branch

For properties C1 − C4, a fault in a single bit can be masked by coming up with an assignment of
values - logic 0 or 1, to the non-faulty bits, such that the overall value of the control pin for example
RegDst in case of C1 stays as logic 0. Thus the control signals in C1 − C4 would continue to take on
correct values under a subset of operating conditions. This is due to the fact that all the control signals
in C1 − C4 are logic AND of the inputs.

For properties C5 − C6, for a fault in one of the input bits, we can mitigate the effect by asserting a
logic 1 at the other non-faulty bit. This is due to the fact that ALUSrc and RegWrite are logic OR of
the inputs.

For properties C7−C11 the effect of fault is severe, since there is no set of operating conditions which
can alleviate the effect of the fault, unless it is fixed at the source.

Execute

Properties required to verify that the Execute works correctly are:

E1 ReadData1 output from the Decode stage is copied onto the Ainput.
E2 ReadData2 output from the Decode stage is copied onto the Binput.
E3 Zero gets a logic 1 on ALUResult being 0.
E4 Branch Adder works corectly.
E5 The output of the branch adder gets transferred to AddResult of the Fetch unit.
E6 ALU operations - Add, Sub, AND, OR and NOT work correctly.

Faults in the Execute Unit
Property Faulty Component Fault Impact

E1

ReadData1 port of Register Bank Severe, no mitigation possible
until the fault is fixed at the source.

E2

ReadData2 port of Register Bank Masked if ALUSrc is enabled.
Extend Masked if ALUSrc is disabled.
ALUSrc Masked if ReadData2[31:0]=Extend[31:0]

E3 ALUResult[31:0] Masked if one of the bits of ALUResult[31:0] is a logic 1.

E4

Extend Severe, there is no set of operating conditions that can
PC offset the impact of fault in either of these inputs.

E5 AddResult Same as E4.

E6

Ainput[31:0] The underlying principle is very similar to the case of
Binput[31:0] the Control unit as explained earlier.
ALUctl[2:0]

Data Memory

The case of Data Memory is exactly similar to the Instruction Memory for our case study since the two
memories have been designed identical to each other.
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5. RELATED WORK

Hazelhurst et al. [20] were the first to note that one can use formal property checking to specify and
verify the effects of stuck-at faults. They proposed using STE to accomplish this, and for this reason
their work is most similar to ours. But there are notable differences between our approach and the
one Hazelhurst et al. proposed. In their method, faults were modelled by decomposing the finite-state
machine representation into smaller components, and each smaller model is modified to incorporate
faults that they investigated. The authors deal with three different FSMs, one that represents the RTL
under investigation, one that injects the faults, and the third that monitors the effect of faults. However,
manipulating low-level FSMs is compute intensive, is less abstract and less intuitive, and is therefore
not desirable. Another shortcoming of their approach was that they hand-converted the VHDL code
into an FSM representation, which obviously limits the applicability of their approach.

Leveugle [21] was the first to show how IBM’s Property Specification Language (PSL) based property
checking can be used together with controlled mutations, for transient fault injection. The basic idea is
that the RTL that has to be investigated for faults is instrumented with extra hardware to model faulty
behaviour. The author uses mutants [22] for this precise instrumentation technique. Much care was
taken in developing these mutants, since having too many of them, will result in state-space explosion.
The author noted that using PSL rules in practice was difficult, and often the rules were long and
complex. In addition the tools that are used for model checking were not able to say much in case of
a contradiction, besides saying “over-constrained”. Also the tool Leveugle used was unsound, meaning
the tool okayed the properties whilst there were known counter-examples.

Krautz et al. [23] also used PSL based property checking to evaluate the effect of transients on the
coverage of error-detection logic. The basic approach used by them is very similar to Leveugle —
instrument the VHDL with faulty hardware, and then use PSL property checking to evaluate the
behaviour of the RTL while it executes specific benchmark programs. The authors prefer dealing with
two separate RTLs — one the golden RTL which is fault-free and other the fault injected model.
Tolerance in the form of error-detection-and-correction is encoded in the RTL and PSL is used to
express properties that will check if the tolerance is adequate to mask the faults.

6. CONCLUSION

Property checking and symbolic simulation based methodology provides a systematic method of
conducting fault injection. Though this technique cannot provide tolerance to the effect of fault in
all parts of the CPU, it provides insights into sets of operating conditions under which faults in certain
components can be masked. This information would be useful to an architect for designing optimal
redundant solutions for tolerance. For example if a processor is likely to execute a set of programs
without many Branch instructions, it may not be necessary to provide redundancy against faults in the
Branch side of the fetch unit. Many of the findings discovered as a result of our study seem intuitive,
but it would be extremely difficult if not impossible to unravel these using a traditional fault injection
approach. Due to symbolic simulation, exponential test space is cut down to linear, symbolic, verification
cases. By using a property checking approach, one is able to express the spatio-data-temporal nature
of the bit-flip effectively in the form of small number of properties. The use of STE as a specification
language for properties turned out to be very useful since STE has a very simple syntax, although
restricted when compared to PSL. STE also offers verification efficiency, the interested reader is referred
to [12] for further details. Fault being captured in properties rather than in the RTL [2, 4, 21, 23] allows
efficient model checking, and the RTL being checked for faults remains identical to the original RTL.
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Abstract

This paper describes our approaches to raise the level of abstraction at which hardwa-
re suitable for accelerating computationally-intensive applications can be specified.
Field-Programmable Gate Arrays (FPGAs) are becoming adopted as a computational
platform by the high-performance computing community, but there are challenges
to extract maximum performance from these devices. Unlike other approaches, our
focus is on data memory organisation and input-output bandwidth considerations,
which are the typical stumbling block of existing hardware compilation schemes. We
describe our approaches, which are based on formal optimization techniques, and
present some results showing the advantage of exposing the interaction between data
memory system design and parallelism extraction to the compiler.

Keywords:

1. INTRODUCTION

A field-prog rammable gate array (FPGA) is a silicon chip containing an array of programmable
logic cells and programmable routing resources, enabling the logic cells to be interconnected.
This programmability allows users to configure an FPGA to perform different functions after the
FPGA is manufactured. As a result of increasing device densities, together with the introduction of
dedicated components, such as RAM blocks, hard multipliers, DSP blocks and microprocessors,
FPGAs have now become viable computational platforms for massively parallel numerical
computation. Compared to general-purpose processors, FPGAs have been shown to achieve
higher speed and lower energy consumption, due to ability to specialise the hardware architecture
to the algorithm being executed [1]. As a result, FPGA-based computing systems have been
applied to an extensive range of applications, such as digital signal processing, video and voice
processing, and high performance computing.

However, a significant issue from the designers’ perspective is productivity, i.e. how a designer
or a design team can implement complex applications on FPGAs by efficiently exploiting their
resource densities, without designing the hardware architecture by hand using a hardware
description language. Several C-like languages with extensions of hardware concepts, such as
parallelism and timing have been developed [1, 2]. These high level languages allow designers
to describe hardware circuits without knowing underlying hardware details, and obtain register
transfer level (RTL) descriptions of the circuits directly from the high level descriptions by using
hardware compiler, skipping the transformation made manually from behavioral descriptions
to HDL descriptions in traditional HDL-based design flo w. Therefore, the C-to-gates design
flo w facilitates algorithm implementation, debug, simulation and design exploration, and thus
significantly shortens the design cycle.

Several optimization technologies have been applied to the compilation stage (data/control flo w
analysis) and target at facilitating the synthesis step [3, 4, 5], such as loop transformations,
vectorization, code motion, sub-expression elimination, dynamic renaming and combining of

FPGA, C-like language, Data reuse, Loop parallelization, Hardware compiler
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variables. The method [6], which exploits FPGAs’ fine-g rain characteristic and automatically
allocates different bit widths for different variables, is used to customize numerical representation
and reduce area and power. Other technologies, such as constant propagation and dead-code
removal, are widely used. Further work focuses on optimizing the synthesis step to harness the
parallelism in FPGAs. Techniques, including dynamic scheduling, speculative execution, control
branch balancing, pipelining and retiming, have been used in existing hardware compilers and
frameworks [3, 4, 7, 8, 9]. Stream-C [10] targets multiple FPGA parallel processing and optimizes
the communication between the parallelized thread.

These works mainly focus on making efficient use of computational resources in FPGAs to
improve the performance of applications, by customising the datapath to the application. However,
such parallel datapaths can only be exploited fully if a suitable memory subsystem is in place
to keep the datapath fed with data. It is therefore also highly desirable to customise the
memory subsystem to the application. The efficient use of limited on-chip memory to design
memory subsystem around applications has not been given great attention during hardware
compilation/synthesis. Because the computation-intensive applications usually involve significant
data transfer and storage, off-chip memory access could consume a large proportion of the
system power consumption and slow down the performance. Therefore, in this paper, we refocus
on efficient exploitation of the memory resources and bandwidth provided by FPGAs.

Specifically , in our work, for data dominated applications containing regularly nested loops and
operating on large amounts of data stored in off-chip memory with predictable memory access
patterns, FPGA on-chip RAMs are configured as scratch-pad memory to buffer frequently used
data. This technique is known as data reuse [11], and can reduce off-chip memory accesses. From
the code transformation point of view, given a code with N -level loops and R references to off-
chip arrays accessed inside the loops, data reuse arrays, mapped onto on-chip RAMs and used
to store a subset of elements of the large off-chip arrays, could be introduced for each of R array
references and inserted in any loop level of the loop nest. Introducing data reuse arrays at different
loop levels forms different data reuse options with different numbers of off-chip memory accesses
and different requirements of on-chip RAM size for each array reference. One of our concerns is
how to minimize the on-chip memory overhead caused by exploiting data reuse. Moreover, there
are a number of RAM blocks embedded on modern FPGAs, often with two independent read/write
ports. Therefore, buffering data in on-chip RAMs also increases the memory bandwidth and opens
avenues for parallelism. We duplicate data into different memory banks, and then exploit the
parallelization of all loops in the code, which can significantly harness parallelism available in
FPGAs. We consider the code to have been pre-processed by a dependence analysis tool such
as [12] and each loop to have been marked as parallelizable or sequential. In the context of this
paper, the parallelization decision is to decide an appropriate strip-mining for each loop level in
the loop nest. The number of potential options in the design space combing data reuse and loop
parallelization grows exponentially with the number of array references and loops of a code.

Therefore, the proposed approaches in this paper are to automate the exploration of the design
space considering data reuse and loop parallelization at the same time to determine at which
levels of a loop nest to insert minimum-sized on-chip buffers for each array reference, and
to determine an appropriate strip-mining for each loop level in the loop nest. Thus, the main
contributions of this paper are to explain:

• an approach to identify data reuse options, in each of which data reuse arrays are inserted
into distinct places of the code of an application,

• an algorithm to determine the minimum sized on-chip buffer required for an identified data
reuse option, based on ‘modularaddress mappings’, and compute the ‘right inverse’ of such
mappings to efficient effect the transfer of off-chip data onto on-chip buffers [13],

• recognition of the dependence between data reuse and loop-level parallelization and an
integer geometric programming framework for concurrent decision of the best data reuse
and loop parallelization options under an on-chip memory constraint [14], and

• the application of the proposed approaches to a typical video processing kernel, resulting
in the reduction in on-chip memory requirement up to 30 times, performance improvement
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FIGURE 1: Target FGPA-based platform. PU stands for processor unit.

up to 33 times compared with the general-purpose processor and up to 4.3 times compared
with a method that optimises data reuse and loop parallelization separately for an FPGA.

2. THE DATA REUSE APPROACH

The general problem under consideration is how to design a high performance FPGA-based
processor from imperative code annotated with potential loop-level parallelism using constructs
such as Cray Fortran’s ‘doall’ or Handel-C’s ‘replicated par’.

To simplify the problem, in this paper, we focus on affine N -level perfectly nested loops
(I1, I2, . . . , IN ), where I1 is the outer-most loop and IN is the inner-most loop, with R references
Ai (1≤i≤R) to arrays stored in off-chip memory inside the inner-most loop. The approach is easily
extended to the imperfectly nested loops, but the details are omitted in this paper due to the
space limitation. The target FPGA-based reconfigur able platform is shown in Fig. 1, including two
memory levels: off-chip RAM and on-chip RAM. Without loss of generality, this paper assumes for
simplicity that one port is available for off-chip memory accesses.

For each reference Ai accessed inside the nested loop according to an affine index expression
given by the function fAi(I1,. . .,IN ), a data reuse array, RLAij , stored in on-chip RAMs, can be
introduced outside loop Ij but inside loop Ij−1 to buffer all data of Ai accessed in the inner loop
nest (Ij , . . . , IN ). Before those data are used they are first loaded into the data reuse array from
off-chip memory. RLAij indexed by a address function fAij

(Ij , . . . , IN ) then replaces Ai inside
the loops with iterators Ij , . . . , IN . Introduction of the data reuse array at different level of the loop
nest forms different data reuse options for reference Ai. Therefore, there are N data reuse options
for reference Ai. To avoid redundant data transfers, only beneficial data reuse options, in which
the number of on-chip memory accesses to the data reuse arrays is larger than the number of
off-chip memory accesses to them, are considered. Reference Ai owns a total of Ei (Ei ≤ N )
beneficial data reuse options OPij (1 ≤ j ≤ Ei) and option OPij will occupy Bij blocks of on-chip
RAM and need Cij cycles for loading reused data from off-chip memories.

Similar options are available for all array references in a given program. As a result, there are up
to (N + 1)R data reuse options for a program.

3. EVALUATING DATA REUSE OPTIONS

From the section above we can see that for each beneficial data reuse option of reference Ai, a
data reuse array RLAij

is accessed inside the inner loops with an index function fAij
(x), where

x = (Ij , . . . , IN )T is an inner loop index vector. In this section, an algorithm [13] is presented
to obtain a modular mapping as the index function for a data reuse array with minimum memory
requirement Bij , and an inverse of this modular mapping to load the data reuse array in Cij cycles.

The index function fAij
(x) can be obtained in a simple way, where the outer loop index vector u =

(I1, . . . , Ij−1)T is eliminated from the indexing function of reference Ai, fAi(u, x) = Qu + Fx + c,
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Algorithm 1
Input: The iteration space ISj and the coefficient matrix Fq×n of a data reuse array RLAij of reference Ai.
Output: A modular mapping (G, s), Memon, Cij and the loading code for the data reuse array.

1: K = ISj ⊕ (−ISj), K is a 0-symmetric polytope enclosing all integer points in the iteration difference
set D = {d | d = x− y, x, y ∈ ISj}
{Obtain a data reuse basis characterizing data reuse in accesses to RLAij}

2: Compute ker(F ) by the Hermite normal form, FV = [H 0], of F
3: Obtain a data reuse basis (a0, a1, ..., am−1) for the reuse characterization set P by Fourier-Motzkin

elimination such that for every x ∈ P = ker(F ) ∩ D, x = t0a0+, . . . , +tm−1am−1, ti are non-zero
integers
{Obtain a memory reducing basis for mapping RLAij onto on-chip memory}

4: Find a basis of the subspace P⊥ orthogonal to P by computing ker(Qm×n), where Qm×n with ai as its
ith row vector

5: Project the polytope K onto the orthogonal space P⊥ to construct a polytope K′

6: Find a basis (a′m, a′m+1, ..., a
′
n−1) in the subspace P⊥ to form a lattice Λ = {Pn−1

i=m tia
′
i|ti ∈ Z} and

Λ ∩K′ = {0}
7: Obtain memory reuse basis (am, am+1, ..., an−1) by transforming the basis (a′m, a′m+1, ..., a

′
n−1) into the

polytope K
8: Combine the data reuse basis and the memory reuse basis to construct a modular mapping by

computing the Smith form, S = GY U , of a matrix Y = (a0, a1, ..., an−1), S = diag(s)
9: Reach the modular mapping gAij

(x) = (G, s) and Memon =
Qn

i=1 si

{Compute an inverse mapping of the modular mapping for loading data into RLAij}
10: Reveal the linear nature of the modular mapping, gAij

(x) = Gx + diag(s)k

11: Call Feautrier’s PIP software [15] to determine an integral vector k such that for 0 ≤ gAij
(x) ≤ s − 1,

x = G−1gAij
(x) − G−1diag(s)k ∈ ISj , in order to obtain a loop structure and an inverse mapping

hAij
(x) = FG−1gAij

(x)− FG−1diag(s)k + c for loading data
12: The loading time Cij can be determined in terms of the loop structure

where Q and F are coefficient matrices. In some cases such a directly generated address function
requires memory space much larger than the number of distinct buffered data [13].

We thus propose an approach, starting from the function fAij
(x) = Fx + c, to derive a new

indexing function, which can reduce the required memory space. We consider the class of modular
mappings for the potential indexing functions gAij

(x), i.e. gAij
(x) = Gx mod s, where G is an

integral matrix and s is a modulus vector.

The algorithm for obtaining a modular mapping for each data reuse array is shown in Algorithm 1.
The input to the algorithm is the iteration space ISj = {(Ij , . . . , IN )T | LBi ≤ Ii ≤ UBi, Ii ∈ Z, j ≤
i ≤ N} of the inner loop nest, where data reuse array RLAij

is accessed, and the coefficient
matrix F appearing in the directly generated mapping fAij

(x) = Fx + c. The output is a new
modular mapping Gx mod s, on-chip memory requirement Memon, loading time Cij , and a loading
code for RLAj . The idea is to incorporate memory reuse into data reuse exploration, in order to
minimize the memory space required by exploiting data reuse. We combine a set of basis vectors
(called data reuse basis), which preserves the data reuse present in the mapping fAij

(x) = Fx+c,
with another set of basis vectors (called memory reducing basis), which guarantees that the new
mapping never maps two iteration vectors that do not re-use the same data element to the same
array element, to form a dense lattice for the kernel of the required modular mapping. This modular
mapping replaces the directly generated address function for the data reuse array RLAij

in the
code. However, the code must also load the reuse array by transferring data from the original
array in off-chip memory. Hence for each element of the data reuse array, we must be able to
correctly identify, with minimal control overhead, the corresponding element in the original array.
This problem can be formulated as a parametric integer linear program with variable k and can be
solved by Feautrier’s PIP software [15], and always leads a guaranteed solution by construction.
Further details of Algorithm 1 given in [13].
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TABLE 1: A list of notations used in this paper. Capitals are parameters and lowercases are variables
Notation Description Notation Description

ρij binary data reuse variables kl # partitions of loop l
vl # iterations in one partition of loop l d # duplications of reused data
S # execution cycles of the inner-most loop body N # loops
R # array references Ei # data reuse options of array reference i
Ll # iterations of loop l Btemp # on-chip RAM blocks for storing temporary variables
B # on-chip RAM blocks available Bij # on-chip RAM blocks for the data reuse array

Cij # loading cycles of the data reuse array of option j of reference i
of option j of reference i

As a result of this algorithm, we can measure the on-chip memory requirement and the loading
time for each data reuse option at compile time. This makes the exploration of data reuse with
loop parallelization carried out in the next section possible.

4. COMBINING DATA REUSE WITH LOOP PARALLELIZATION

In this section, it is shown that parallelism issues should be considered when making data-reuse
decisions, and based on this conclusion we formulate the problem of exploring data reuse and loop
parallelization to maximize the performance while meeting an on-chip memory constraint as an
integer geometric programming problem, which can be solved with global optimization techniques.

4.1. Dependence between data reuse and loop parallelization

Data reuse mainly targets access locality improvement but can also increase the bandwidth of
memory access, if a distributed memory architecture is available as in Fig. 1, allowing multiple
loop iterations to execute in parallel.

If data reuse optimization and loop parallelization are performed separately, then performance-
optimal designs may not be obtained. If parallelization decisions are made first without regard for
memory bandwidth, then a memory subsystem needs to be designed around those parallelization
decisions, typically resulting in infeasibly large on-chip memory requirements to hold all the
operands, and large run-time penalties for loading data from off-chip into on-chip memories. A
more sensible approach may be to first make data reuse design decisions to maximally improve
data locality and secondly improve the parallelism of the resulting code [11]. However, the choice
of data-reuse option made first may not be able to completely exploit the possible parallelism that
can be extracted from the code, resulting in suboptimal designs, as will be shown in Section 5.

The key constraint is that a parallelizable loop can only be parallelized if the array references
contained within its loop body have been buffered in data reuse arrays prior to the loop execution.

4.2. Geometric programming formulation

This section provides an overview of the method we use to simultaneously optimize parallelism
and memory utilization. For a detailed analysis, the reader is referred to [14].

Data reuse option OPij is associated with an integral data reuse variable ρij that can only take
value one or two. If data reuse option OPij is selected for reference Ai, then ρij takes value
two; otherwise one. When a loop is strip-mined for parallelism, the loop that originally executes
sequentially is divided into two loops, a doall loop that executes in parallel and a new do loop
running sequentially, with the latter inside the former. Loop l (1 ≤ l ≤ N) is partitioned into kl

(1 ≤ kl ≤ Ll) parallel segments, together with ρij , to be determined by the optimization procedure.

Based on the notations listed in Table 1, the problem of exploration of data reuse and data-level
parallelization is defined in equation (1)–(8), which will be briefly described below.
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min : S
N∏

l=1

vl +
R∑

i=1

Ei∑

j=1

(ρij − 1)Cij (1)

subject to

dBtemp + d
R∑

i=1

Ei∏

j=1

ρ
log2Bij

ij ≤ B (2)

Ei∑

j=1

(ρij − 1) ≤ 1, 1 ≤ i ≤ R (3)

ρij ∈ {1, 2}, 1 ≤ j ≤ Ei, 1 ≤ i ≤ R (4)

k−1
l ≤ 1, 1 ≤ l ≤ N (5)

kl

∏l
j=1 ρ −log2Ll

ij ≤ 1
1 ≤ l ≤ N, 1 ≤ j ≤ Ei, 1 ≤ i ≤ R (6)

Llk
−1
l v−1

l ≤ 1, 1 ≤ l ≤ N (7)

1
2
d−1

N∏

l=1

kl ≤ 1 (8)

In this formulation, all capitals are known parameters at compile time, and all variables (lowercase)
are integers. The objective function minimizes the number of execution cycles of a program in the
expression (1). Inequality (2) defines the constraint on the on-chip memory resources. On the left
hand side, the first addend is the on-chip memory required by expanding temporary variables,
which store intermediate computation results, and in the second term of (2), the term multiplying
d expresses the on-chip RAM blocks taken by each copy of reused data of all array references.
Note that each dual-port on-chip memory bank is shared by two PUs, as shown in Fig. 1. Hence,
half as many data duplications as the total number of parallelized PUs of the code accommodate
all PUs with data, which is inequality (8). Inequality (3) ensures that at most one data reuse option
is chosen for each reference. Inequalities (6) show the link between data reuse variables ρij and
loop partition variables kl. This link is exploited within this framework to remove redundant design
options combing data reuse and data-level parallelization.

The relaxation of problem (1)–(8), obtained by allowing kl to be real valued solutions and replacing
(4) by 1 ≤ ρij ≤ 2, is exactly a convex non-linear programming (NLP) problem known as
a geometric program, and recent advances in optimization of convex NLPs provide efficient
solution algorithms with guaranteed convergence to global minimization [16]. A branch and bound
algorithm used in [17] is applied to the framework to solve the problem, using the geometric
programming relaxation as a bounding procedure.

By solving problem (1)–(8), a performance-optimal design with both optimum data reuse options
and loop parallelization options under the on-chip memory constraint can be determined.

5. EXPERIMENTS

The approaches described above have been applied to the full search motion estimation (FSME)
algorithm [18] as partly shown in Fig. 2 (a), which is a typical kernel used in many video processing
applications. In our experiments, the structure of the target platform is shown in Fig. 1 with a Xilinx
XC2v8000 FPGA, which has 168 blocks of 18 kbits on-chip RAM, while the approaches can be
equally applicable to other modern FPGAs. Potentially frequently accessed elements of each
array reference in the kernel are buffered in the on-chip RAMs and are duplicated in different
banks to increase the bandwidth of memory accesses.
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FIGURE 2: A code segment of FSME algorithm.

TABLE 2: The details of FSME and on-chip memory requirement and loading time of its data reuse options.
kl Reference Reuse options #Buffered data Memon (DM) Memon (MM) Bij Cij

1 ≤ k1 ≤ 36 OP11 25344 25344× 8b 25344× 8b 13 25344 (81×)
1 ≤ k2 ≤ 44 current OP12 704 704× 8b 704× 8b 1 25344 (81×)

k3 = 1 OP13 16 532× 8b 16× 8b 1 25344 (81×)
k4 = 1 OP21 25344 25344× 8b 25344× 8b 13 25344 (81×)
k5 = 1 previous OP22 2112 2112× 8b 2112× 8b 2 76032 (27×)
k6 = 1 OP23 144 1416× 8b 144× 8b 1 228096 (9×)

The details of the FSME algorithm is shown in Table 2. FSME has six regularly nested loops and
two array references, corresponding to the current and previous video frames. The luminance
component of QCIF image (144×176) is the typical frame size used in the experiments. Following
the data reuse approach described in Section 2, we consider three beneficial data reuse options
for each of the two array references. The outermost two loops of the loop nest in the kernel are
parallelizable and all parallelization options {kl} are also presented in Table 2.

The first set of results concerns the on-chip memory requirement of different data reuse options
of the two array references. Column Memon(DM) and Memon(MM) in Table 2 show the memory
sizes required by data reuse arrays with a directly generated mapping (DM) and the modular
mapping (MM) generated using our algorithm in Section 3, respectively. We can see that the
MM provides the minimum memory cost for data buffered on-chip, equal to the number of data
buffered, while DM does not and in some case causes a significantly redundant requirement, up
to 30 times. As a result, the number of on-chip RAM blocks (Bij) and loading time Cij can be
evaluated, and is also shown in the table. The load time also corresponds to the number of off-
chip memory accesses. The reduction in the off-chip memory accesses compared with the design
without on-chip buffers is shown in the last column of the table in brackets.

Given Bij , Cij and the other input parameters listed in Table 1, the problem of determining the
optimum data reuse options and loop parallelization options for the FSME algorithm, as formulated
in Section 4.2, can be solved by YALMIP [17]. In Fig. 3(a), some randomly generated feasible
designs (shown in crosses) and the performance-optimal designs (shown in dots), are illustrated.
The sub-optimal designs, above the performance-optimal Pareto frontier, have been automatically
rejected by our approach. Moreover, the number of execution cycles decreases as the number of
on-chip RAM blocks increases, because the allowable degree of parallelism increases.

All designs given by YALMIP have been implemented in Handel-C [9], a C-like language, and
then have been synthesized and mapped onto the FPGA. The actual execution times and on-chip
memory requirements are shown in Fig. 3(b). In this figure , the designs proposed by our approach
are shown in dots and the corresponding performance-optimal design Pareto frontier is drawn
using a bold line. Clearly, there are the same trends of the frontiers in Fig. 3(a) and Fig. 3(b). This
demonstrates that our approach has the ability to determine the performance-optimal designs for
the FSME kernel under different on-chip memory constraints. In addition, the designs obtained
by following the method (FRSP) that first explores data reuse and then loop parallelization [11]
have been implemented and plotted in Fig. 3(b) in circles. Compared with the FRSP method, our
approach achieves the performance improvement up to 4.3 times. This shows the advantage of
the proposed approach that explores data reuse and loop parallelization at the same time.
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FIGURE 3: Experimental results of FSME

For the FSME kernel, the modular mapping and the on-chip memory requirement for each data
reuse array are generated within a second, and a performance-optimal design under an on-
chip memory constraint is generated within 10 seconds by our approaches. A performance-
optimal design with the data reuse options {OP12, OP22} and the loop parallelization options
{k1 = 1, k2 = 44, k3 = 1, k4 = 1, k5 = 1, k6 = 1}, as shown in Fig.2 (b), is implemented in
the target platform with a Xilinx XC2v8000 FPGA running at 50 MHz. This design needs only
8.03 ms to perform the motion estimation for a frame, while the FSME algorithm running at a
general-purpose computer with a 2.8 GHz CPU requires 270 ms.

6. CONCLUSION

In this paper, we have described an approach for identifying data reuse options, an algorithm for
evaluating data reuse options, and a framework for concurrent determining optimum data reuse
and loop parallelization options. These approaches enable the automatic exploration of efficient
memory subsystems around algorithms for high performance designs in FPGA-based platforms,
and can be applied to the hardware compilation/synthesis stage in current C-to-gates flo w. We
have applied the proposed approaches to the full search motion estimation algorithm, resulting
in the reduction in on-chip memory requirement up to 30 times, performance improvement up
to 33 times compared with the general-purpose processor and up to 4.3 times compared with a
method that optimises data reuse and loop parallelization separately for the FPGA. The results
demonstrate that with minimized on-chip memory utilization, our approaches can produce the
performance-optimal designs in the target platform with limited on-chip memories. In the future, we
will extend the work to considering non-affine loop structure and optimized data partition methods.
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Real-Time Maude is an executable rewriting logic language particularly well suited 
for the specification of object-oriented open and distributed real time systems. In 
this paper we explore the possibility of using Real-Time Maude as a formal notation 
for software architecture description and verification of real time systems. The 
system model is composed of two kinds of descriptions: static and dynamic. The 
static description consists in identifying the different elements composing the 
architecture, while the dynamic description is the definition of the rules governing 
the system behaviour in terms of the possible actions allowed. The correspondence 
between software architecture concepts and the Real-Time Maude concepts are 
developed for this purpose. The step towards verifying system architecture is 
realized by applying Real-Time Maude simulation and analysis techniques to the 
described model and the properties that must be satisfied. An example is used to 
illustrate our proposal and to compare it with other architecture description 
languages. 

Keywords: ADL, Rewriting logic, Real-Time Maude 

1. INTRODUCTION 

During the past decade, architectural design has emerged as an important subfield of software 
engineering. In fact, a good architecture can help ensure that a system will satisfy key 
requirements. Consequently, a new discipline emerged, which concerns formal notations for 
representing and analyzing architectural designs: Architecture Description Languages (ADL) [4]. 
ADL allow to model hierarchical components systems. After modelling step, designers want to 
make sure that the built application is safe.  
 
Rewriting Logic formalism has been used in the verification of systems models. This logic differs 
from the standard logics, as first or higher order logics, by the fact that it is a logic of change 
whose models are concurrent systems and whose deduction is concurrent computation in such 
systems. Real-Time Maude [16] is an executable specification language based on rewriting 
logic. This system is particularly well suited for formal specification and analysis of real-time 
systems. 
 
In this paper we would like to explore another alternative for describing and verifying real time 
systems’ architectures. We propose Real-Time Maude, since it is dedicated to the specification 
of real time object-oriented open and distributed systems. 
 
This paper is organized as follows: in section 2, we recall basic concepts related to software 
architecture, rewriting logic and Real-Time Maude system. Section 3 introduces rewriting 
semantics of software architecture description, based on Real-Time Maude system, while 
section 4 presents how to perform formal verification and analysis. The following section 
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illustrates our approach through the case study of an aircraft aileron controller system. In 
section 6, we discuss related work. Finally, we conclude the paper in section 7 and give some 
perspectives about further work. 

2. BASIC CONCEPTS 

2.1 Software Architecture 
Software architecture plays typically a key role as a bridge between requirements and code. By 
providing an abstract description (or model) of a system, the architecture exposes certain 
properties, while hiding others. Initially, the architectural design was largely an ad hoc affair [4]. 
One development has been the creation of formal notations for representing and analyzing 
architectural designs. ADL usually provide both a conceptual framework and a concrete syntax 
for characterizing software architectures [4, 9]. The use of these languages offers several 
advantages. Indeed, ADL allow: the reuse of architectural design specifications, rapid 
prototyping, supports use for evolution and re-engineering and better understanding of 
architectural designs through early errors detection, and quality of service analysis [4, 9]. 
 
A number of ADL have been proposed for specifying and verifying architectures, both within a 
particular domain and as general-purpose architecture modelling languages. As example of 
ADL, we note Rapide [5] and Wright [1]. There were many attempts to classify software 
architecture description languages [3, 6, 8, 9]. As Medvidovic and Taylor’s classification and 
comparison framework [9] is the most recent and complete, we use their results as a basis for 
our work. Indeed, figure 1 identifies the desired kinds of representation, manipulation, and 
qualities of architectural models described in architecture description languages. We conclude 
from this figure that the main architectural building blocks are: components, components 
interfaces, connectors and configurations. 
 

ADL 
Architecture modelling features 

Components 
Interface 
Types 
Semantics 
Constraints 
Evolution 
Non-functional properties 

Connectors 
Interface 
Types 
Semantics 
Constraints 
Evolution 
Non-functional properties 

Architectural configurations 
Understandability 
Compositionality 
Heterogeneity 
Refinement and traceability 
Scalability 
Evolution 
Dynamism 
Constraints 
Non-functional properties 

Tool support 
Active specification 
Multiple views 
Analysis 
Refinement 
Implementation generation 
Dynamism 

 
FIGURE 1: ADL classification and comparison framework. Essential modelling features are underlined. 
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2.2 Rewriting logic 
The theory of rewriting logic has proved to be very useful to find a unifying framework for 
concurrency formalisms [10]. In [12], Meseguer showed in a number of examples that it is 
suitable as a common framework for concurrency. For rewriting logic, the entities in question are 
concurrent systems having states and evolving by means of transitions. Rewrite rules in the 
theory describe which elementary local transitions are possible in the distributed state by 
concurrent local transformations [7]. We give the definition of a labelled rewrite specification. 
 
Definition 1. A labelled rewrite specification is a 4-uplet Ψ = (Σ, E, L, R), where Σ is a ranked 
alphabet of function symbols, E is a set of Σ-equations, L is a set of labels and R is a set of pairs 
R  L  (TΣ,E(X)2) where the first component is a label and the second is a pair of equivalent 
classes of terms. The rewrite signature of Ψ is the equational theory (Σ, E). The elements in R 
are called rewrite rules and are often denoted by expressions of the form r : [t] [t’]. 
 
Definition 2. Given a rewrite specification Ψ, we say that Ψ entails the sequent [t] [t’] and 
write Ψ  [t] [t’] if    [t] [t’] can be obtained by finite application of deduction rules of 
reflexivity, congruence, replacement and transitivity. 
 
Readers may refer to [11] for more detailed information about rewriting logic. 
 
In object oriented rewriting logic, object oriented message-passing style and functional styles 
can be freely mixed. Messages are then exchanged between objects, and cause 
communication events by application of rewrite rules. Concurrent rewriting modulo structural 
axioms of associativity, commutativity and identity capture abstractly the essential aspects of 
communication in a distributed object oriented configuration made up of concurrent objects and 
messages [7]. 
 
In recent years, several executable specification languages based on rewriting logic have been 
designed and implemented. Maude system is an efficient tool for systems’ specification and 
analysis based on rewrite logic. In [14], it has been used for software architecture verification. 
Typically, Maude specifications are executable [2]. Maude system provides syntax for 
representing object oriented concepts. Maude’s object oriented syntax models the concurrent 
state of the system (or configuration) as a multi-set of objects and messages. An object is given 
by the term: < O : C | atv >, where O is the object identifier instance of the class C and 
atv is its set of the attributes and there values. This set is given with respect to the following 
syntax : a1 : v1 , ... , an : vn, where ai, i  1..n, are the object’s attribute and vi 
their respective values. The concurrent interactions between the objects are controlled by 
rewriting rules. The general form of a conditional rewrite rule in Maude is as follows:  
 
  crl [RuleLabel] : 
    M1 ... Mn < O1 : F1 | atv1 > ... < Om : Fm | atvm > 
    => < Oi1 : Fi1 | atvi1 > ... < Oik : Fik | atvik> 
       < Q1 : D1 | atv1" > ... < Qp : Dp | atvp" > M’1 ... M’q 
  if Cond . 
 
where RuleLabel is the label of the rule, Ms, s  1..n, and M’r, r  1..q are messages, 
i1, ...,ik are numbers in 1..m and Cond is the rule condition. If the rule is non conditional, then 
the keyword crl is replaced by rl and the ”if Cond” clause is removed. For additional details 
about Maude’s syntax, readers may refer to [2]. 

2.3 Real-Time Maude 
Real-Time Maude is an extension of Full-Maude [15]. It is a language and a tool supporting the 
formal specification and analysis of real-time and hybrid systems. The specification formalism is 
particularly suitable to specify object oriented real-time systems. In [15], the authors introduced 
an approach for modelling real-time systems as real-time rewrite theories. A real-time rewrite 
theory contains: 
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• a specification of a data sort Time specifying the time domain, which may be discrete or 
dense, 

• the sort GlobalSystem and a free constructor, denoting that t is the whole system in state t, 
• ordinary rewrite rules that model instantaneous change, 
• and tick rewrite rules, that model the elapsing of time in a system. 

Tick rules have the following form: 
 
   crl [l] : {t} => {t’} in time D if cond . 
 
where t and t’ are of sort System, D is a term of sort Time denoting the duration of the tick 
rule and cond is the condition. Real-time rewrite theories are specified in Real-Time Maude as 
timed modules or object oriented timed modules at the user level by enclosing the module body 
between the keywords tmod and endtm, or between tomod and endtom for object oriented 
timed modules. In Maude system, we can use properties specifications, expressed in LTL and 
implemented model checking procedures, to check properties in a given module starting from 
an initial state [2]. As an extension of Maude, Real-Time Maude offers a wide range of analysis 
techniques, including timed rewriting for simulation purposes, untimed and time-bound search 
for states that are reachable from the initial state and match a given search pattern, and time-
bound linear temporal logic model checking [16].  

3. SOFTWARE ARCHITECTURE DESCRIPTION IN REAL-TIME MAUDE 

In general, software architectures are modelled in terms of components, connectors and 
configurations. Components are system entities which contain information and offer services 
(through interfaces), while connectors ensure communication between them. A system is 
therefore composed of interacting components through connectors. The rules governing 
interaction events are specified by the means of configurations.  
 
As previously defined in sub-section 2.1, architecture description may include other modelling 
elements, as semantics (high-level model of an element's behaviour), constraints (a property or 
assertion about a system or one of its parts, the violation of which will render the system 
unacceptable), non-functional properties (properties which are not entirely derivable from the 
specification of the element’s semantics), compositionality (the mechanism that allows 
architectures to describe software systems at different levels of detail: Complex structure) and 
analysis (the ability to evaluate the properties of such systems in order to lessen the cost of any 
error). 
 
The step towards building system architecture description is to identify the different elements for 
static and dynamic description, which can be done according to the following process: 

1. Identify the components, the connectors and the configurations, 
2. Identify the interfaces, 
3. Identify compositionality, 
4. Finally, identify the semantics. 
 

Points 1, 2 and 3 deal with the static aspect of the system. Point 4 defines the rules governing 
the system’s behaviour in terms of the possible actions allowed, that is its dynamic aspect. 
Once we have identified all these entities, we are ready to model the system. 
 
For that, we propose Real-Time Maude, using the following modelling approach: 

1. Each component is modelled by a Real-Time Maude class, whose members must include 
at least the attribute computation describing the instance status. The name of the class 
modelling a component is the same as the component name. The class may declare 
clock and dly attributes (which allow performing time advance), as it may declare any 
additional attributes (that characterize the component fulfilling its role).  

2. Each connector is modelled by a set of rewrite rules describing communication events. 
These events are shown up by the mean of Real-Time Maude messages. 

3. Types are modelled by sorts. 
4. Configuration is a constant term of sort System fixed by an equation the set of initial 

components. 
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5. Each interface is modelled by a term of sort Service. 
6. Compositionality is obtained by sub-class relationship. 
7. Finally, behaviour semantic is modelled by rewrite rules. The left-hand side and guard of a 

rewrite rule represent the conditions that must satisfy a particular subsystem for a rule to 
be triggered on it, that is, what has to happen for an action to take place; its right-hand side 
represents the effect of such an action on such subsystem. 

 
The following table summarizes the correspondence between software architecture concepts 
and the Real-Time Maude concepts used to model them.  
 

TABLE 1: Correspondence between software architecture concepts and Real-Time Maude concepts. 
 

Software architecture concepts Real-Time Maude concepts 

Component  Class 

Component interface  A set of terms having the sort Service on top 

Component computation  A set of rewrite rules 

Connector  A set of rewrite rules 

Types Sorts 

Communication events  Messages exchange 

Configuration  A term having the sort System on top 

Compositionality Sub-class relationship 
 
In order to carry on a modular description, the following rules are applied: 

• All the declarations and rewrite rules that are relative to a given component are gathered in 
a distinct and single Real-Time Maude module. If the component should be equipped with 
a clock for time measuring purposes, then the built module is a real-time object oriented 
Real-Time Maude module, else it is an object oriented Real-Time Maude module. 

• Connectors specifications are grouped in one single real-time object-oriented module. 
• Configuration specification is set in a real-time object-oriented module that imports all 

components and connector modules. 
 

Figure 2 shows a visual outline of these rules. Once the system specifications are written using 
this modelling approach, what we get is a rewrite logic specification of the system, which can be 
executed in Real-Time Maude, thus simulating its behaviour. This means that, in addition to 
being able to formally reason about such a system, we will have a running prototype. 
 

 
FIGURE 2: Visual outline of modular description. 

 

 

Real-Time 
module of 
component 1 

specifications 

Real-Time 
module of 
component n 

specifications 

Real-Time 
module of 
connectors 

specifications

Real-Time 
module of 

configuration 
specifications 

. . . 
Importation 

Importation 

Importation 
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4. SOFTWARE ARCHITECTURE VERIFICATION IN REAL-TIME MAUDE 

Since we obtain a running prototype written in Real-Time Maude, we may perform analysis and 
verification tasks. Indeed, Real-Time Maude offers a wide range of analysis techniques, 
including timed rewriting for simulation purposes, un-timed and time-bounded search for states 
that are reachable from the initial state and match a given search pattern, and time-bounded 
linear temporal logic model checking [18]. It has been used to model and analyze scheduling 
algorithms [17] and sophisticated communication protocols [19]. 
 
The step towards verifying system architecture described with Real-Time Maude as introduced 
in the previous section is to identify these elements: 

• The constraints and the non-functional properties, 
• Analysis mechanisms. 
 

The first point defines the properties that must be satisfied, while the second consists in 
applying Real-Time Maude simulation and analysis techniques. 
 
An interesting issue worth pointing out is that designers may use Maude’s strategies for 
controlling the execution or model-checking the system behaviour based on the different 
occurrence of the actions. 

5. A CASE STUDY 

In order to illustrate our proposal, we will specify in Real-Time Maude an aircraft controller 
system, inspired from [13]. This system is responsible for controlling the right aircraft aileron 
(figure 3). The system is synchronous and manages the communication between the different 
components. This example is a simplified aileron aircraft controller which aims at drive a 
motivator by generating periodically its control (2 time units period). 
 

 
 

FIGURE 3: Aircraft controller system. 
 

Since the aileron control is critical, this system is composed of three redundant functions 
implemented on different calculators which communicate via buses. These functions are as 
follows: 

• The master function (MF): this function is initially in driving mode until its failure. While 
sending a command towards the aileron via an analogical bus, MF also sends a command 
towards the two other systems’ functions (RF1 and RF2) via digital buses. 

• The first rescue function (RF1): this function is initially in off mode. It passes in driving 
mode when MF fails. According to RF1, MF is considered as failing if this one did not 
receive any command coming from MF within 4 ms. While sending a command towards 
aileron, RF1 also sends a command towards the second rescue function (RF2). 
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• The second rescue function (RF2): this function is also initially in off mode. It passes in 
driving mode when both, the master function and the first rescue function, fail. According to 
RF2, the failure of MF and RF1 are interpreted by the non reception of any command 
coming from one of them within 10 ms. 

 
This system contains two different types of buses: 

• Analogical buses: these buses allow the effective transmission of the command towards 
the aileron. The transmission is instantaneous. 

• Digital buses: these buses allow exchanging control signals between the control modules. 
The transmission is done within a variable elapse of time. 

 
The communication buses are characterized by execution latencies. In table 2, we summarize 
the latencies of each bus.  
 

TABLE 2: Bus communication latencies of the aileron controller system. 
 

Bus Minimal Latency Maximal latency 

Analogical buses connecting functions 
to the aileron 0 ms 0 ms 

Digital bus connecting MF to RF1 0 ms 2 ms 

Digital bus connecting MF to RF2 0 ms 4 ms 

Digital bus connecting RF1 to RF2 0 ms 4 ms 

 

5.1 Modelling Components 
Let us begin with the system’s components constituting its architecture. Following our proposed 
approach, we can identify here four main components, namely the master function, the first 
rescue function, the second rescue function and the aileron. 
 
The master function component is modelled by the MF class, which has four attributes: clock, 
dly, computation and mode. As explained in previous section, the first two attributes are used 
for time measuring purposes, while the third is used for describing class computations. The 
additional attribute mode stores the information about the component’s mode. This function may 
provide three services: CmdService, RF1Service and RF2Service, towards respectively the 
aileron, RF1 and RF2. 
 

class MF | clock : Time, dly : Time, 
  computation : String, mode : String . 
op CmdService RF1Service RF2Service : -> Service [ctor] . 

 
The first rescue function component is modelled by the RF1 class, which has the same 
attributes as MF class. In one hand, this function may provide two services: CmdService and 
RF2Service, towards respectively the aileron and RF2. In the other hand, it requires one 
service, which is RF1Service. The second rescue function component is modelled by the RF2 
class, which also has the same attributes as MF class. This function may provide only one 
service (that is CmdService) towards the aileron, and requires one service, which is 
RF2Service. 
Finally, we have the aileron component. This last is modelled by the Aileron class, which has 
only three attributes: clock, dly and computation. This component requires only one 
service, which is CmdService. This service can be received from one of the three functions. 

5.2 Rules modelling components behaviours 
The behaviour of each component is specified through a set of rewrite rules. We start first by 
modelling the master function component behaviour. Indeed, this component computes the 
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position then sends the control towards the aileron and the other two functions at each cycle. 
The table 3 gives these rules.  
 
In Real-Time Maude, the object attributes that are not relevant for a rewrite rule do not need to 
be mentioned. Indeed, attributes not appearing in the right-hand side of a rule will maintain their 
previous values unmodified [16]. 
 
In these rules, we notice the modification of computation attribute’s value, which underlines the 
behaviour. We note as well the presence of three messages (provide messages) in the left-
hand side of the second rule, which underlines communication events creation. In the third rule, 
the values 0 and step of dly attribute is the key concept for advancing time. 
 
The behaviour of the first rescue function component is given in table 4. Indeed, it is initially in 
off mode. Each time this component receives a message (require(RF1Service)),  its clock is 
reset to zero. If no message is received within 12 time units, the component mode becomes 
Cmd and it starts controlling the aileron in a way similar to the master function component. 
 
The behaviour of the second rescue function component is similar to that of the first one. The 
main difference is that the time condition for moving to Cmd mode is 12 instead of 4. 
 
The behaviour of aileron component is specified through two rewrite rules. The first describes 
the clock reset operation following the reception of a require message, while the second 
describes time advancing if such a message does not exist. 
 

TABLE 3: Rules describing the master function component behaviour. 
 

Master function  
behaviour Real-Time Maude specification 

Compute position rl [MF-Compute-position] : 
  < O : MF | mode : "cmd", computation : "Start" > 
 => < O : MF | mode : "cmd", computation : "CmpPos" > . 

Sending controls  rl [MF-Sending] : 
  < O : MF | computation : "CmpPos" > 
 => < O : MF | computation : "Send" > 
    provide("CmdService") provide("RF1Service") 
    provide("RF2Service") . 

Period  rl [MF-Period] : 
  < O : MF | clock : R, dly : 0, computation : "Send" > 
 => if R == 2 then  
    < O : MF | clock : 0, dly : 0, computation : "Start" 
> 
   else 
    < O : MF | clock : R, dly : step, computation : 
"Send" >  
   fi . 

MF failiure rl [MF-Failiure] : 
  < O : MF | > 
 => none . 

5.3  Modeling connectors 
Connectors are responsible of service exchange between components. As we have shown is 
section 3, the corresponding Real-Time Maude concept is a set of rewrite rules. In our case, 
buses are treated as connectors. In table 5, we give the Real-Time Maude specification of these 
connectors. 
 
The analogical bus behaviour is described by one rewrite rule, which transforms directly a 
provide message into a require message. However, the digital bus with maximal latency 2 
is described by two rewrite rules. The first generates from the provide message a temporary 
message (tempRequire) of maximum time elapse 2. The second rule explains that the  
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transformation of the temporary message into a require message can happen at any time 
between the first and the second time arguments. The Real-Time Maude specification of the 
digital bus with maximal latency 4 is similar to that with maximal latency 2. The difference 
appears only in time delays of the tempRequire message. 
 

TABLE 4: Rules describing the first rescue function component behaviour. 
 

First rescue function 
behaviour Real-Time Maude specification 

Receive a message crl [RF1-Receive-require-message] : 
  < O : RF1 | clock : R, dly : R’ > 
  require("RF1Service") 
 => < O : RF1 | clock : 0, dly : 0 > 
if R <= 4 . 

Advance time if no 
message is received 

crl [RF1-No-message-advance-time] : 
  {< O : RF1 | clock : R, dly : 0 > Conf} 
 => {< O : RF1 | clock : R, dly : step > Conf} 
if R <= 4 and not(existe(require("RF1Service"), Conf)) . 

Move to cmd mode crl [RF1-Move-to-cmd-mode] : 
  < O : RF1 | clock : R, dly : R’, mode : "off", 
  computation : "Start" > 
 => < O : RF1 | clock : 0, dly : 0, mode : "cmd", 
    computation : "Cmd" > 
if R > 4 . 

Compute position rl [RF1-Compute-position] : 
  < O : RF1 | mode : "cmd", computation : "Cmd" > 
 => < O : RF1 | mode : "cmd", computation : "CmpPos" > . 

Sending controls rl [RF1-Sending] : 
  < O : RF1 | computation : "CmpPos" > 
 => < O : RF1 | computation : "Send" > 
    provide("CmdService") provide("RF1Service") 
    provide("RF2Service") . 

Period rl [RF1-Period] : 
  < O : RF1 | clock : R, dly : 0, computation : "Send" > 
 => if R == 2 then  
    < O : RF1 | clock : 0, dly : 0, computation : "Cmd" 
> 
   else  
    < O : RF1 | clock : R, dly : step, computation : 
"Send" >  
   fi . 

RF1 failiure rl [RF1-Failiure] : 
  < O : RF1 | mode : "Cmd" > 
 => none . 

5.4  Advancing time 
Since all components clock attribute values describe elapsed time, we specify their increase 
with the synchronous rule below: 
 

crl [tick] : 
  {C:Configuration} => {delta(C:Configuration, R)} in time R 
if mte(C:Configuration) == true [nonexec] . 

 
In this rule, mte operation describes advancing time condition. Consequently, it is executed only 
when all dly attributes are different from 0 and there is no require or provide messages. Indeed, 
when such message appears, it should be immediately consumed. The operation delta models 
the effect of time elapse on the system. It increases all the clock attribute values and decreases 
all dly attribute values. 
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TABLE 5: Rules describing connectors. 
 

Connectors behaviour Real-Time Maude specification 
Analogical bus rl [Analogical-bus] : 

  provide("CmdService") 
 => require("CmdService") . 

Digital bus with 
maximal latency 2 

rl [Digital-bus-2] : 
  provide("RF1Service") 
 => tempRequire("RF1Service", 2, 0, 0) . 
 

crl [tempRequire-to-require] : 
  tempRequire("RF1Service", R, R’, R’’) 
 => require("RF1Service") 
if R’’ >= R’ and R’’ <= R . 

Digital bus with 
maximal latency 4 

rl [Digital-bus-4] : 
  provide("RF2Service") 
 => tempRequire("RF2Service", 4, 0, 0) . 
 

crl [tempRequire-to-require] : 
  tempRequire("RF2Service", R, R’, R’’) 
 => require("RF2Service") 
if R’’ >= R’ and R’’ <= R . 

5.5  System verification 
Considering the aileron aircraft controller system, we need to check these two properties: 

• The aileron should not remain without control more than 16 ms (AileronCMD property). 
• There must be only one function controlling the aileron at a time (NbrFCmd property). 
 

Before expressing these properties, we need to specify the system’s initial state, which is a set 
of instances. This is done by declaring, as follows, two types of constants: objects constants 
and System constant. 

 
ops AileronIt MFInst RF1Inst RF2Inst : -> Oid [ctor] . 

 
op initState : -> System [ctor] . 

 
eq initState = { < AileronInst : Aileron | clock : 0, dly : 0, computation : 
"Start" > 
    < MFInst : MF | clock : 0, dly : 0, computation : "Start", mode : "Cmd" 
> 
    < RF1Inst : RF1 | clock : 0, dly : 0, computation : "Start", mode : 
"Off" > 
    < RF2Inst : RF2 | clock : 0, dly : 0, computation : "Start", mode : 
"Off" > 
  } . 

 
Properties specification as well, is done by declaring constants. These constants have the term 
Prop on top. The constraint semantics is established by the mean of an equation. We illustrate 
properties declaration by AileronCmd property: 
 
  ops AileronCMD NbrFCmd : -> Prop [ctor] . 
 
  eq {< O : Aileron | clock : R', dly : R'', computation : S > 
Rest:Configuration}  
            |= AileronCMD = (R' > 16) . 
 
The analysis performed using Real-Time Maude model checker gave the following results: 
 

Maude > (mc {initState} |=u [] ~ AileronCMD .) 
rewrites: 51475 in 116ms cpu (114ms real) (443723 rewrites/second) 
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Untimed model check {initState}  |=u []~ AileronCMD in AIRCRAFT-CHECK with 
mode default time increase 1 
 
Result Bool : 
  true 
 
Maude > (mc {initState} |=u [] ~ NbrFCmd .) 
rewrites: 54617 in 96ms cpu (96ms real) (568891 rewrites/second) 
 
Untimed model check {initState}  |=u []~ NbrFCmd in AIRCRAFT-CHECK with mode 
default time increase 1 
 
Result Bool : 
  true 

 
Therefore, we may conclude that both properties are satisfied. In addition, we can find out 
deadlock states. This is performed through Real-Time Maude’s search command that can be 
unbound timed. The following execution result shows up deadlock freeness property. 
 

Maude > (utsearch {initState} =>! GS:GlobalSystem .) 
rewrites: 49226 in 88ms cpu (88ms real) (559348 rewrites/second) 
 
Untimed search in AIRCRAFT-CHECK {initState} =>! GS:GlobalSystem with mode 
default  

time increase 1 : 
 
No solution 

6 RELATED WORK AND DISCUSSION 

Description and verification in architecture specification are key concepts employed in ADL. 
Among the proposed approaches, we will focus here on two axes: the axe that concerns the 
description and the axe that concerns using rewriting logic for verification in ADL. 
 
In the first axe, the use of Real-Time Maude for specifying software architectures, among known 
ADL as Wright and Rapide, may present the following advantages: 

• We showed in section 3 that we can express a set of essential architecture description 
elements using Real-Time Maude. 

• Wright ADL does not support explicit time constrains expression, while Real-Time Maude 
supports it. 

• Rapide ADL offers only three time operators that are pause, after and delay. However, 
these operators have relatively close semantics, while we can express more timing 
constrains using Real-Time Maude. 

 
With regard to the verification in architecture description, there are other proposed formal 
notations like posets and CPS. However, Rewriting logic, which is the underlying formalism that 
Real-Time Maude is based on, is a common framework for concurrency formalisms. 
Consequently, this point emphasizes the main advantage of using simulation and analysis 
techniques of Real-Time Maude.  
 
Despite the advantages we pointed out, some attributes of software architectures introduced in 
section 2.1 cannot be adequately captured in Real-Time Maude, like refinement and traceability 
[9]. Indeed, ADL may enable correct and consistent refinement of architectures into executable 
systems and traceability of changes across levels of architectural refinement. However, Real-
Time Maude system does not yet support refinement techniques. In the same way, active 
specification and implementation generation cannot be captured using this system.  

7 CONCLUSION 

Real-Time Maude is an executable rewriting logic language especially well suited for the 
specification of object-oriented open and distributed systems. In this paper, we have explored 
the possibility of using Real-Time Maude for specifying the architecture of real time software 
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systems, and we are now in a position to formally reason about the specifications produced. 
The example of an aileron aircraft controller is used to illustrate our proposal. 
 
Different languages have been proposed for architecture description. It has been shown that 
rewriting logic and its associated language Maude constitute an appropriate logical and 
semantic framework making much easier the integration and interoperability of different models 
and languages in a rigorous way. Thus, Real-Time Maude seems to be a promising option as a 
unifying framework for ADL. 
 
An interesting topic of research, that is worth pointing out, is the use of the reflective capabilities 
of rewriting logic and Maude. These capabilities can be used for specifying and reasoning about 
different system properties, such as QoS, as well as specifying strategies for controlling the 
execution or model-checking the system behaviour based on the different occurrence of the 
actions. 
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Abstract

This paper describes a customisable processor designed to accelerate execution
of inductive logic programming, targeting advanced field-programmable gate array
(FPGA) technology. The instruction set and the microarchitecture of the processor
are optimised for key operations in logic programming, such as unification
and backtracking. Such optimisations reduce external memory access to enable
performance comparable to current general-purpose processors, even at much lower
clock frequencies. Our processor can be customised to a particular program by
excluding unnecessary functional and memory units, and by adapting the size of
such units to suit the application. These customisations reduce resource usage
while improving performance, and enable accommodating multiple processors on a
single FPGA. Such multiprocessor parallelism can be exploited by search-oriented
applications in machine learning applications. We find that up to 32 processors can
fit on an XC2V6000 FPGA. Using this device, the computational kernel of the machine
learning system Progol, when applied to common bioinformatics data sets for learning
to identify mutagenesis and protein folds, can yield speedups of up to 15 times
over software running on a 2.53GHz Pentium-4 machine. The proposed approach
appears promising with the advance of field-programmable technology: the more
recent XC4VLX160 device would be capable of supporting up to 65 processors.

Keywords:

1. INTRODUCTION

Current general-purpose processors are powerful devices which are generic enough that they
can be applied to many different application domains. Enormous effort has been dedicated
to achieving high performance for single-core processors and, more recently, for multi-core
processors. However, dedicated hardware can outperform the fastest general-purpose processors
by being optimised for certain tasks. For example, functionality such as graphics and network
processing has moved from the general-purpose processor to specialised co-processors. The
tasks which have moved to specialised units have been justified by high performance demands
and high volumes of production.

We aim to speed up inductive logic programming [7], a form of symbolic machine learning.
Inductive logic programming has found many uses in bioinformatics, for example to find rules
governing properties such as protein folding [15], mutagenic activity [12], and structure-activity
relationships [13]. These applications are often computationally demanding, as inductive logic
programming explores large search spaces where computations can run for hours or days.

While the inductive logic programming domain requires high performance, the size of the domain
is fairly small. We therefore aim to accelerate the application domain using reconfigurable
architectures. Such architectures can be programmed to implement different functionality, and
have been successfully used to implement algorithms directly in hardware. Inductive logic

Application-specific processors, Processor customisation, Inductive Logic Programming
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programming can be seen as an extension of logic programming, and we therefore base our
solution around soft instruction processors, i.e. processors implemented in reconfigurable fabric.

Soft processors have disadvantages compared with general-purpose microprocessors, in
particular clock speed and resource usage. However, our approach is promising since: (a) the
underlying execution model is different from general-purpose processors, so a specialised
processor can perform more computations per cycle; (b) FPGAs enable customising the
processor architecture for a particular problem instance, hence reducing resource usage while
improving speed; (c) inductive logic programming is easily parallelisable, so a chip multiprocessor,
with processors on one chip, can exploit the increasing capacity and capability of FPGAs. Indeed,
similar approaches have been adopted for exploring various aspects of computer architecture,
such as transactional memory [16], using FPGA-based soft processors.

This paper describes Arvand, a customisable soft processor for fast execution of inductive
logic programming. There are four main novelties: (1) an instruction set and microarchitecture
for the Arvand processor for executing logic programs (Section 3.1), (2) customisation options
for the Arvand processor for improving performance or reducing resource usage to meet
requirements for a given application (Section 3.2), (3) evaluation of resource usage (Section 3.3)
and performance (Section 3.4) of Arvand, comparing it with general-purpose processors executing
large bioinformatics data sets, (4) evaluation of the performance and scalability of multiprocessors
based on Arvand (Section 4). Our proposed solution is aimed at exploiting parallelism in
inductive logic programming in particular, but many of the techniques can be used for other logic
programming-based application domains, such as cognitive robotics [10].

2. BACKGROUND AND RELATED WORK

Inductive logic programming [7] is a learning paradigm based on first-order logic, where
learning systems produce predicate hypotheses from background information and examples.
One advantage of this approach is that both the input background knowledge and the output
hypotheses are in a human-readable format. Another advantage is that by incorporating
background knowledge, the learning system can build on partial theories, for example in
bioinformatics [12, 13, 15].

Inductive logic programming frames the learning process as a search through a space of
hypotheses. We consider in particular the inductive logic programming system Progol, which
performs an A*-like search where the quality of a hypothesis is determined by the number of
positive and negative examples it correctly classifies as well as its complexity. The searching
and testing is computationally demanding, and learning tasks can run for hours or days on
modern workstations. To avoid overfitting, i.e. producing a solution which is too specific, cross-
fold validation is often used, which increases execution time further. In order to cope with
computational complexity, various approaches to parallelising the learning process have been
proposed, such as splitting the data set to form hypotheses based on each partition [11],
partitioning the language bias [1], and performing a parallel branch and bound search through the
hypothesis space [8]. Our approach involves parallelising the quality assessment of hypotheses;
it can be used with the other methods mentioned above. The level of parallelism we exploit has a
fine task granularity, which can be better exploited in a tightly-coupled single-chip system.

The machine learning system Progol is based on the logic programming language Prolog. We
can thus support the execution of Progol by using a processor supporting fast parallel execution
of Prolog programs. We do this in our Arvand processor, whose execution model is based on the
Vienna Abstract Machine (VAM) [6] execution model for Prolog. Although Arvand can potentially
execute arbitrary Prolog programs, inductive logic programming has certain properties which our
architecture is designed for; these properties include a limited execution depth for the hypothesis
tests (which means that the stack can be reduced and kept on-chip) and that background
knowledge often contains a large number of simple facts, which means that mechanisms for
handling (and reducing) non-determinacy is important.
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active(A) :-
atm(A,B,c,27,C),
bond(A,D,E,1),
bond(A,D,B,7).

1 h-fstvar A
2 c-goal atm/3
3 g-nxtvar A
4 g-fstvar B
5 g-const c
6 g-int 27
7 g-void
8 c-call
9 ...

B
ac

kg
ro

un
d atm(d1 ,d1_1 ,c,22 , -0.117).

atm(d1 ,d1_2 ,c,22 , -0.117).
...
bond(d1,d1_1 ,d1_2 ,7).
bond(d1,d1_2 ,d1_3 ,7).
...

1024 h-const d1
1025 h-const d1_1
1026 h-const c
1027 h-int 22
1028 h-fix -0.117
1029 c-nogoal
1030 ...

(a) Prolog code (b) Arvand instructions
FIGURE 1: Example data from the mutagenesis data set. Arvand instructions are prefixed to denote control
instruction (c), head data instruction (h), or goal data instructions (g). For both Prolog and Arvand code,
upper-case letters denote variables.

Prolog is a declarative language, with an execution model and primitive operations different
from those of conventional imperative languages. In particular, Prolog relies on unification for
data manipulation, uses tagged data, is strongly stack-oriented, and can have non-deterministic
execution. Programs are defined by declaring facts and rules describing relationships which are
held to be true. In the Progol system, hypotheses are rules, while the background knowledge
contains both facts and rules. We use a couple of benchmarks taken from bioinformatics:
mutagenesis and protein folding for immunoglobulin. To illustrate how these are represented,
Figure 1 shows a hypothesis (top) and a few facts from the background knowledge (bottom) from
the mutagenesis benchmark. Column (a) shows these in Prolog form, while column (b) shows the
corresponding VAM/Arvand instructions. The hypothesis describes the mutagenic activity of some
compound A in terms of properties of some of its constituent atoms and bonds. The part of the
background knowledge shown lists some such atoms and bonds.

The Arvand instructions are data-oriented; there is a strong correspondence between the Prolog
code and the Arvand instructions. Data instructions simply specify the presence of a variable
(e.g. fstvar, nxtvar, void), or a constant (e.g. int, const, fix). Control instructions specify
the structure of the rule or fact by delimiting its constituent parts (e.g. goal, call, nogoal). The
instruction set is high-level as instructions do not directly encode the operations to be performed.
There are for example no branching, jump, or stack manipulation instructions, as these operations
are implicit in the control instructions.

The VAM execution model uses two instruction streams, head and goal, which are combined
at run-time. The head instruction corresponds to the code of a caller, while the goal instruction
corresponds to the callee. In Figure 1a, the second line of the hypothesis (corresponding to lines
2–8 in 1b) can be seen as a call, querying the presence of a particular type of atom in compound A.
To determine this, execution considers possible matches, such as the example background facts
shown in the figure. Data from these two code streams are unified by being executed pairwise, e.g.
Arvand instructions pairs from lines 3 and 1024 onwards. Unification is responsible for parameter
passing, returning data, record allocation and field-access in records. Unification of terms can
fail. When failure occurs, execution backtracks and attempts another path of execution. This non-
deterministic execution requires careful stack support in order to reset the processor state.

Our aim is to provide efficient execution of the VAM execution model by parallel execution
of multiple processors, exploiting the latest FPGA technology in the implementation. A similar
approach is used in existing chip multiprocessors which combine several simple general purpose
processor cores tightly coupled together. In addition to providing individual processors customised
to the target application, we can also provide an application-optimised processor interconnect.
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FIGURE 2: Architecture overview of the Arvand processor. The unit labelled SLU is the unifier.

While FPGA-based chip multiprocessors exist [9], they are often not sufficiently optimised for
logic programming applications.

We build on recent work on processors for logic programming [2, 3]. Our proposed processor
generalises the simple data processor in [2] and supports a much wider range of input (including
structured data) than the design in [3]. Both the single processor and the multiprocessor
architectures provide a higher degree of microarchitectural customisation than the ones in [3].
While [3] provides only execution time results, we also provide an analysis of the performance
benefits of using a high-level instruction set on a tailored architecture.

3. THE ARVAND PROCESSOR

3.1. Processor microarchitecture

The two-pointer VAM execution model is realised as a two-issue pipelined processor (Figure 2).
In its most basic form, the processor has four pipeline stages: two-stage pipelined fetch, one
decode stage, and one execution stage. There are two instruction pipelines (for head and goal
code) which are combined in the execute stage. The two-pointer model increases the control
complexity, but supports twice the issue bandwidth. Additionally, the two-pointer model can avoid
some redundant computations [6] and tends to generate less data on the heap which in some
cases can be eliminated altogether.

The two instruction streams are cached independently in direct-mapped caches. Caches are
constructed from small embedded pipelined RAMs with one read port and one write port.
Separate caching provides a cheap way of issuing two instructions per cycle. Also, the two
instruction streams may well have quite different characteristics, and separate caches allow
for changing the design separately. For example, a program dominated by non-deterministic
execution may have much higher temporal locality among goal instructions than among head
instructions, as the same goal is repeatedly and unsuccessfully unified with different heads.

A set of general-purpose registers contain variables in the current head activation record. Two
activation records are active at the same time, however, and the goal activation record is available
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in a top-of-stack buffer. Unification operations may require reading or writing to both records, and
the processor can do a read and a write each cycle to either record. The reading takes place
in the decode stage, while the writing takes place in the execute stage. Forwarding logic avoids
read-after-write hazards. There are no global variables, so all data references in the code point
into the relevant activation record. References on the stack, however, may point into the heap.
Such data references are resolved in the decode stage, where deep reference chains may cause
a pipeline stall.

In addition to the general-purpose registers, the processor contains special registers to store
activation records. In order to handle backtracking, the stack contains non-determinate activation
records (choice points) in addition to the regular activation records (environments), forming two
interleaved stacks. The topmost choice point is stored in a special register set in order to speed
up backtracking.

The execution stage handles the simple cases of unification as well as arithmetic operations. The
unification unit can compare two constant data items, record a binding on either or both of the
local stack and register file, and record a fresh unbound variable on the heap. A single simple
unification operation, corresponding to two data instructions, can thus be performed every cycle.

There are no explicit stack manipulation instructions, as these are implicit in the complex
instructions and backtracking logic. The head activation record is moved between the register
set and the stack buffer on call and return. Non-deterministic activation records are pushed on
some, but not all, calls, and popped on failure. Stack operations can stall the pipeline, but are
partially overlapped with instruction pipeline refills. The implicit stack operations add some control
complexity, but reduce the code size. This is useful, as cache sizes on our target platforms are
limited.

The processor supports additional operations. These include arithmetic operations, special
addressing modes for selecting program paths either based on static information or dynamic
information (known as static and dynamic indexing), and support for complex data structures
using additional pipeline stages.

3.2. Processor customisation

One advantage of targeting Arvand to FPGAs is that the processor can be customised
to different applications. These customisations can have a significant impact on both the
resource requirement and performance of the processor. When the processor is used as a
processing element in a chip multiprocessor, this results in interesting trade-offs in the aggregate
performance, as the number of processors that can fit on the chip depends on the type, and hence
performance, of the individual processors.

We focus on three types of customisation: microarchitecture customisations, memory interface
customisations, and memory size parametrisations. The microarchitecture and memory interface
customisations determine the types of programs that the processor can support, by constraining
the valid control and data constructs. This in effect trades off processor generality for resources.
These customisations can thus be applied when the characteristics of the target program/data is
known, either through automated analysis of a specific program or by user-specified constraints
on a class of programs. The memory size parametrisations do not alter the types of programs that
are supported, but may affect the performance of each processor. We use the strategy of reducing
the processor to the simplest instance that can support the required input programs/data, and
then considering trade-offs involving memory size parametrisations. This process can be partially
automated [4].

The following microarchitecture customisations are available:

ground: If a program contains only variable-free (ground) terms, a number of data instruction
combinations are guaranteed not to occur together, and can hence be eliminated.

 A Customisable Multiprocessor for Application-Optimised Inductive Logic Programming

  BCS International Academic Conference 2008 – Visions of Computer Science   323



unit: If a program contains only facts (unit clauses), rather than rules (except for the initial goal),
some control instruction combinations are guaranteed never to occur, simplifying decode
and control logic.

indexing: Dynamic indexing instructions, which reduce the amount of non-determinacy at run-
time, require support in the form of an extra call instruction, and a special execution mode
for traversing a lookup table. For some programs all this information can be determined
statically, and the instruction support can be eliminated.

alu: Some programs may rely exclusively on symbolic data and therefore do not require any
arithmetic operations (except separately hard-wired address computation) and hence no
ALU. When present, the ALU can be customised such that only certain operations are
supported.

structures: Unifying structures is supported by a number of different instructions, and requires
executing the two pipelines at different speeds. Programs without such structured data can
execute without this extra support.

In the most general processor instance, the code, stack, and heap are stored in main memory,
and are cached (head/goal instruction caches, data cache) or buffered (top-of-stack buffer) locally
on the processor. For some programs, however, these caches and buffers can be configured as
purely local units, or can be eliminated altogether. These customisations reduce both the memory
resource requirement, and the control logic associated with the buffering/caching. The following
memory interface customisations are available:

goal buffer: For programs with the unit customisation, the goal cache can be used as a local
memory buffer which is loaded during processor initialisation. This avoids overheads in
resolving cache misses for the goal instruction stream.

head buffer: For programs of limited size, all the head code can be kept locally.

local stack: For programs whose execution depth is limited, the whole stack can be kept locally.

no heap: The heap stores bindings for structured data and new unbound variables. Programs
which do not have either structured data or the relevant variable unifications, can execute
on a program without a heap.

local heap: For programs whose execution depth is limited, the data can be kept locally, instead
of being cached.

The mutagenesis benchmark can execute on a processor using the ground and unit
customisations, without dynamic indexing, heap, or structure support. Our other benchmark,
immunoglobulin, can execute on a processor with an ALU and dynamic indexing support, but
without heap or structure support.

3.3. FPGA implementation and trade-offs

Resource constraints is a major issue for our soft processor implementation. We assume a generic
target FPGA with configurable logic blocks (CLBs) and embedded memories. Either of these
resources can pose a limiting factor. While simple processor configurations use few resources,
adding features can significantly increase the programmable logic cost. Programs which can
operate using a reduced instruction set and limited amounts of memory are therefore the most
suitable for exploiting the chip multiprocessors that we propose.

We have implemented the Arvand processor on the Xilinx Virtex II chip XC2V6000, which has
a 0.15/0.12µm feature size. The XC2V6000 chip contains 6M system gates, divided into 8448
configurable logic blocks (CLBs), as well as 144 embedded 18Mb RAMs. Virtex II CLBs are
based around eight 4-input look-up tables (4-LUTs). Area cost can be separated into CLB cost for
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programmable logic and embedded RAM cost. Since CLBs are architecture specific, we report
the cost in terms of 4-LUTs.

Figure 3 shows the approximate cost of the different microarchitecture customisations using the
XC2V6000 device, measured relative to a single processor in the “normal” configuration (no
customisations). Processors can use several of the given customisations, which have an additive
effect on the total resource usage. There can therefore be a significant difference in resource
requirement between the simplest and most complex configuration.

Memory units are composed from embedded RAMs. We consider composing up to 16 embedded
RAMs configured as 512×36 bit units, resulting in a range of memory unit sizes from 512 words
to 8K words. An 8K-word memory unit uses 11% of the available memory resources on the
XC2V6000 chip. Additionally, there is overhead in terms of the connective logic required when
composing embedded RAMs. Thus a restriction of current technology is the limited size of caches
and buffers if the processor is used in a chip multiprocessor.

3.4. Single processor performance

The Arvand instruction set contains complex instructions targeted specifically to the Prolog/VAM
execution model. The number of instructions that needs to be executed for a given program is
therefore smaller for Arvand than for a general-purpose processor (GPP). On the other hand,
targeting FPGAs results in a slower clock. Also, the more complex instructions are likely to require
more cycles per instruction (CPI).

Executing Prolog on a general-purpose processor is often carried out via an abstract machine,
where the abstract machine instructions are either interpreted in a byte-code interpreter or are
used to guide compilation to the native instruction set. In contrast, the Arvand processor directly
executes such abstract machine instructions. Since the abstract machine instructions are more
complex than native microprocessor instructions, there is an interpretation overhead, Oint, which
is the number of native instructions required to execute each abstract machine instruction.

Arvand is faster than a general-purpose processor when its reduced interpretation overhead
outweighs its dual disadvantages of lower clock frequency and higher CPI. The speedup of Arvand
over the equivalent software executing on a GPP is given by: speedup = Oint× CPIGP P

CPIArvand
× fF P GA

fGP P

where typically the clock frequency ratio fFPGA/fGPP is in the range 1/10 to 1/40, CPIGPP < 1,
and CPIArvand > 1. This is a simplification as it ignores the effect the memory architecture,
necessarily different on the FPGA, has on performance.

We compare the FPGA implementation of Arvand, ArvandFPGA, with three software Prolog
systems: YAP Prolog, a fast direct-threaded byte code interpreter; GNU Prolog, a native-
compilation system; and ArvandSW, a software implementation of the Arvand execution model.
We use the ArvandSW target since ArvandFPGA follows a different basic execution model from YAP,
and uses small statically sized memory segments. For the benchmarks in this paper, ArvandFPGA
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Benchmark System Oint CPIGPP CPIArvand
Speedup of Arvand at
40MHz 100MHz

mutagenesis
ArvandSW 34 1.38 0.37 0.92
YAP 82b 1.2b 2.05 0.41 1.03
GNU Prolog 33/60a 1.01 0.25 0.64

immunoglobulin YAP 84b 1.2b

1.96 0.96 2.40
GNU Prolog 45/39a 1.38 0.51 1.28

aBased on Arvand/YAP abstract machine instruction counts
bBased on estimated CPI value
TABLE 1: Performance comparison between a single ArvandFPGA and three software Prolog systems:
ArvandSW, YAP Prolog, and GNU Prolog. The interpretation overhead, Oint is the number of native
instructions required to execute one abstract machine instruction, based on the CPI in the next column.
The speedup column shows the speedup of ArvandFPGA over the given software when ArvandFPGA is clocked
at 40MHz and 100MHz. The larger this number, the larger the advantage of Arvand over software.

places data exclusively on the stack, and hence does not perform garbage collection. ArvandSW
is a bytecode interpreter which has an identical execution path as ArvandFPGA and executes
ArvandFPGA binaries.

We execute the software Prolog systems on a 2.53GHz Pentium 4 (Northwood) processor, which
is based on comparable technology to the Virtex II FPGA. The ArvandFPGA results do not consider
variations in cache or other architectural characteristics, and are based on a 2K-word head
instruction cache and a 1K-word goal instruction cache. The current implementation of Arvand
on the XC2V6000 executes at 40MHz. We also make a comparison with the processor executing
at 100MHz, which we consider a realistic clock frequency after further optimisations.

We consider two benchmarks taken from bioinformatics: mutagenesis and protein folding. The
Mutagenesis data set is a machine learning benchmark from a study [12] of the mutagenic
activity in nitro-aromatic compounds, linked to cancer. It contains simple program constructs and
relies heavily on backtracking. mutagenesis is a sample of 200 hypothesis tests from running this
benchmark through Progol. The mutagenesis benchmark uses 46KB of program data.

The immunoglobulin benchmark is taken from an inductive logic programming application for
detecting protein fold signature data [14]. The data set refers to different protein folds and is
sampled from the hypothesis tests relating to the immunoglobulin protein. The data set requires
the full range of control instructions and includes a modest amount of backtracking. There are
some arithmetic operations but no structures. The immunoglobulin benchmark uses 157KB of
program data. This data set can be executed on a processor with ALU and dynamic indexing
support only, without heap or structure support.

The speedup of ArvandFPGA over software is between 0.25 and 0.96 when ArvandFPGA is clocked
at 40MHz, i.e. at its best the same performance as the software. When ArvandFPGA is clocked
at 100MHz, its performance is correspondingly better, with speedups in the range 0.64 to 2.40.
For the purpose of measuring the CPI of Arvand, a pair of instructions (head + goal) is counted
as two instructions, even though they are executed as a combination. The theoretical minimum
CPI for Arvand is thus 0.5. The measured CPI for Arvand is around 2, a result of the high cost
of control hazards. The performance of Arvand with respect to the software targets is better
for immunoglobulin than for mutagenesis. This can be attributed to the relatively higher cost of
backtracking compared with unification in Arvand. The mutagenesis benchmark is dominated
by backtracking. The interpretation overhead is lower for GNU Prolog than for YAP, which can
be expected, since it compiles directly to the native instruction set. This estimated overhead is
consistent with the assembly code generated by the GNU Prolog compiler.

Overall, we find that despite the higher CPI and lower clock frequency, a single Arvand processor
only has a slight disadvantage with respect to software running on a general-purpose processor.
This is achieved by a much reduced instruction count and a customised microarchitecture. It thus
forms a good basis for chip multiprocessor implementations.
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4. PROGOL MULTIPROCESSOR

The computational kernel of Progol can be executed using an array of processors to evaluate the
stream of hypotheses. Figure 4 shows the structure of such a Progol multiprocessor with eight
independent processor cores (P1–P8). In practice the precise number of cores is typically larger
and depends on the processor configuration and the target device.

The input to this Progol-specific multiprocessor consists of: (a) a logic program encoding the
background knowledge, (b) a stream of program snippets encoding the hypotheses, and (c) a
list of examples. The background knowledge is written to the shared code areas on each of the
memories used by the processors (M2 and M3), while the hypotheses and examples are written to
input buffers in M1. The hypothesis test is produced on-chip by combining a hypothesis with each
of the examples in a query generator (QG). The resulting stream of program calls are dispatched
to available processors by a FORK unit which writes the program call data to each processor’s
buffer in M2 or M3. The results are synchronised by the JOIN unit and accumulated by the SUM
unit, and then written back to the output buffer. The FORK and JOIN units are pipelined to avoid
becoming a critical path due to high fan-in and fan-out.

To evaluate the scaling properties of the multiprocessor, we use the processor customisations
for the two benchmarks outlined in Section 3.2. For mutagenesis we use up to 16 processors
on the XC2V6000 using a fixed goal cache size (512 words), and varying the head cache
size between 512 words and 4K words. For immunoglobulin we use up to 8 processors with
different microarchitectural customisations, but otherwise the same setup. The speedup in each
case is measured relative to a single processor with a 512-word head instruction cache. As bus
congestion can be an issue for larger number of processors, we additionally find the average,
maximum, and minimum utilisation for each of four banks for the different cache configurations.

For mutagenesis the speedup is near-linear for up to 8 processors (Figure 5a). For 16-processors
the speedup falls somewhat, indicating that memory bus congestion and dispatch overhead
becomes significant. There is no noticeable difference between the different cache configurations,
indicating that there are few capacity misses, even for the smallest caches. For this reason,
the external memory utilisation (Figure 5b) is similar for the different cache configurations, but
increases to almost 50% for 16 processors.

For immunoglobulin the speedup is near-linear for up to 8 processors (Figure 6a). The larger
cache configuration (4K words) shows a 12% higher performance than the smallest (512 words).
The difference in memory utilisation for the different cache configurations (Figure 6b) results in
differences in speedup, but the effect is not large for 8 processors, as the total memory utilisation
is low, at 25%.

The number of nodes in the multiprocessor can be varied, along with the configuration of each
processor. When scaling the number of nodes in the multiprocessor, there are two resource
limitations: the logic required for the processor and the memories required for its buffers and
caches. There is thus a trade-off where increasing the number of processors limits the amount
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FIGURE 5: Speedup and memory utilisation of the mutagenesis benchmark for different cache configurations
of the Progol multiprocessor.
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FIGURE 6: Speedup and memory utilisation of the immunoglobulin benchmark for different cache
configurations of the Progol multiprocessor.

of memory available to each processor. Figure 7 shows this trade-off for (a) the XC2V6000 chip
(based on place-and-route results), and (b) the larger XC4VLX160 chip (estimated).

The configuration used for the mutagenesis benchmark allows up to 32 processors on a chip
for small memory sizes, but this number quickly drops when the total memory size increases.
The configuration used for immunoglobulin allows a smaller number of processors, 14 on the
XC2V6000, but this means that a larger total memory size is required before the multiprocessor
placement becomes memory resource bound. Figure 7b shows a similar trend for the larger
XC4VLX160 FPGA, which should fit 65 processors for mutagenesis and 30 processors for
immunoglobulin.

We find that up to 32 processors for the mutagenesis data set can fit on the XC2V6000 chip.
A 16-processor configuration gives a speedup of around 13 with respect to a single Arvand
processor. Extrapolating to 32 processors, and taking bus utilisation into account, we expect a
speedup of around 20 times compared with a single Arvand processor. Combined with the single-
processor results for mutagenesis the total FPGA speedup with respect to GNU Prolog running
on a 2.53GHz Pentium 4 is then around 5 times when Arvand is running at 40MHz and around 13
times when it is running at 100MHz. Doing the same analysis for immunoglobulin, a 14-processor
configuration would have a speedup of around 6 times when running at 40MHz and 15 times when
running at 100MHz.
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5. CONCLUDING REMARKS

This paper presents the Arvand processor and multiprocessor architectures for accelerating
machine learning in the inductive logic programming domain. Prototype implementations on
XC2V6000 and XC4VLX160 FPGAs show the viability of the approach: that a combination of
complex instruction set, domain specialisation and application customisation can give better
performance than general-purpose processors. The low resource usage of the processor allows
multiple instances to fit on a chip, and the machine learning application readily supports
exploitation of this form of parallelism.

The Arvand design can be further improved in several ways. For instance, soft processors on
the same FPGA device have been reported to be capable of 170MHz [17], while our design is
currently clocked at 40MHz. Even if the current design cannot be pushed that far, the memory
bandwidth can be better utilised and can be clocked faster than the processor. A four-time
performance improvement appears possible through a combination of higher processor and
memory clock speeds. Space usage could also be improved, perhaps by a factor of two. Moreover,
there is room for microarchitectural improvements in the processor, especially with regards to
branch overheads, which might yield a performance benefit of 50%-100%. We therefore hope
that, using current technology, the performance of Arvand can be improved by a factor of ten, to
achieve an overall speedup of up to two orders of magnitude over general-purpose processors.

Compiler optimisations can have a significant impact on overall performance. We have factored
compiler optimisations out of the comparisons between the Arvand processor and the general-
purpose processor for a fair comparison of the raw computational power in this application domain.
To some extent compiler optimisation is an orthogonal issue, as such optimisations can be
applied to both general- and special-purpose processors. However, a highly specialised processor
can support hardware optimisations which may incur fixed costs in software. An example, not
described earlier, involves an Arvand optimisation which trims non-deterministic branches of
execution at run time by setting a flag in one instruction, giving a speedup of 40 times for the
mutagenesis data set. This has only a small hardware cost and no run-time cost in cases where it
does not apply. In contrast, implementing the same feature in software, especially for dynamically
generated code as in Progol, could incur additional run-time overhead to decode the flag even
where the optimisation is not used as the flag is read. The results in Section 3.4 and Section 4 do
not use this optimisation for Arvand.

This paper compares the Arvand processor with a conventional single-core microprocessor. The
recent trend, however, is towards multicore processors. Such multicore processors can clearly
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exploit the same type of parallelism in Arvand. However, Arvand has been shown to be competitive
with current microprocessors in comparable technology. Future research would explore whether
the customisability of Arvand, coupled with the growth in FPGA capacity, would continue to
make Arvand-like processors an appealing option. Further work would also consider improving
the design to attain higher clock rates, making optimal use of the on-chip memory bandwidth,
and exploiting additional forms of parallelism [1, 8, 11]; recent advances in nanowire-based
programmable logic [5] could offer a long-term promise for this approach.
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Abstract

Scaling of electronics technology has brought us to a pivotal point in the design of
computational devices. Technology scaling favours transistors over wires which has
led us into an era where communication takes more time and consumes more power
than the computation itself. This technology driver inevitably pushes us toward a
communication-centric approach to algorithm design. To assess the efficiency of an
algorithm we will need to be able to predict data movement both in time and space.
We demonstrate that algorithms exhibit fractal like communication behaviour which
is likely to help with such an analysis. Moreover, successfully exploiting these fractal
properties will allow us to reduce communication, thereby increasing performance
and power efficiency.

1. INTRODUCTION

For many decades, electronics technology has brought us ever faster scalar processors. Recently
this trend has almost stopped; we are now offered more processors each with similar scalar
performance to the previous generation. As we enter this manycore era, there are many people
looking again at parallel algorithm design. Traditionally parallel computing has focused very
heavily on keeping the compute engines busy. We argue in this paper that in the near future the
efficiency of communication will become far more important. As a consequence, computational
complexity will become a second order effect, so we must look more seriously at the complexity
of communication for algorithms.

This work is based on an earlier work [17]: The Next Resource War: Computation vs.
Communication, in SLIP ’08: Proceedings of the 2008 international workshop on System level
interconnect prediction, c© ACM, 2008. http://doi.acm.org/10.1145/1353610.1353627

2. TECHNOLOGY DRIVER

Since the birth of the microprocessor in the early 1970s, industry has exploited the exponential
increase in transistor density (predicted by Moore’s law) to integrate more elaborate processors
and memory on-chip (often in the form of caches). During this period, chip sizes have changed
little, often with commodity parts being around 10mm on a side, and more expensive parts around
20mm on a side. Prior to 1970, greater integration reduced the across-system wire lengths, but
with the advent of the microprocessor, this scaling parameter stopped. Initially this scaling issue
was insignificant, but the last 35 years (or so) of scaling transistors from 10,000nm (Intel 4004) to
45nm (current Intel and AMD processors) has changed all this.

In the next section we look at wire scaling in a little more detail and at some of the implications
from a technology perspective. Then we look at the interconnectedness of algorithms and their
implications for the era of massively multicore Chip Multiprocessors (CMPs).

on-chip, Rent’s rule, Tera-scale
Keywords: CMP, Communication complexity, Algorithms, Fractal structure, Temporal interconnect, Networks-
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2.1. Wire scaling

Driving a signal along an across-chip wire has become more complicated. As geometries have
shrunk, so has the width of the wire. But we still tend to drive a wire in a DC manner, and the RC

time constant has not improved much because a shrink of l results in R increasing by a factor l

and C decreasing by a factor l with the net effect that little changes (to a first approximation). For
old technologies it was sensible to drive an across-chip wire from one end using a buffer which
was not much bigger than other logic gates. Whilst logic gates have shrunk, buffers have not
scaled well since RC is little changed.

As clock frequencies have risen, so has the demand for wire bandwidth which is limited by the
RC time constant. This has resulted in across-chip wires being broken into smaller segments
with buffers inserted in between. If a wire is broken into two segments then the RC time constant
reduces by a factor of four so the new combined wire delay is half what it was plus the delay
through the extra buffer (see Figure 1). The next step is to pipeline the wire to allow more than
one data item to be in flight without risk of inter-symbol interference.

In the early days of the microprocessor, clock frequencies were sufficiently low that performing an
off-chip memory access completed in a single clock cycle. Today an off-chip memory access takes
100s of processor clock cycles. Moreover, the power consumed by computation is now dwarfed
by the power needed for communication [6]. Table 1 illustrates that in just the few years between
130nm and 45nm CMOS, the communication power requirements have shot up in proportion to
the power consumed by arithmetic operations. The power required to send 32-bits of data off-chip
is equivalent to 1300 32-bit arithmetic operations with a memory access being even greater.

Wire driven from one end

Buffered wire

Pipelined wire

Network-on-chip

FIGURE 1: Evolution from simple wires to networks-on-chip
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TABLE 1: Comparing trends in power consumption

technology node 130nm CMOS 45nm CMOS
transfer 32b across-chip 20 ALU ops 57 ALU ops

transfer 32b off-chip 260 ALU ops 1300 ALU ops

2.2. Toward networks-on-chip

Even on-chip the power needed to communicate across-chip is worrying, particularly now that
power is becoming the performance limiter. This leads us to our first observation:

Communication rather than computation now limits performance.

Another wiring issue comes from the complexity of the interconnectedness of the circuits. Rent’s
rule [12] predicts a slow but exponential increase in the complexity of the interconnect and this
has been observed in the increased numbers of layers of metalisation.

As a consequence of Rent’s rule, and the silicon area and power of global wiring, increased effort
is being placed on managing wires. In particular, there is a great deal of academic and industrial
activity looking at networks-on-chip (NoCs), see Figure 1. NoCs are able to manage (schedule and
reuse) this precious global wiring resource. At first, the level of control overhead seems excessive,
but this turns out to not be the case [2]. By replacing the complex of long interconnects with virtual
interconnects running over a regular structure of shorter links, NoCs can reduce the Rent’s rule
exponent for wiring at the top-level. However, we showed that Rent’s rule is still expected to hold
for the new virtual wires themselves, transforming into a bandwidth-version of Rent’s rule [7].

2.3. Communication off-chip

We noted (see Table 1) that communication power off-chip is not scaling with transistor
performance. Figure 2 shows the estimated growth for total chip I/O bandwidth based on ITRS
predicted figures [11] for pin-count in their cost-performance balance and the predicted bandwidth
growth of high-speed pins. We note that after 2017 the growth changes to a more conservative
trend as manufacturable solutions for these are not currently known. A range of Rent’s bandwidth-
exponents can be estimated for the years up to 2017, yielding exponents between 0.57 to 0.67,
depending on pin-count growth rates.

We should note that these numbers may not account for the power and thermal constraints that
are also present on the system that may prevent pin counts and pin bandwidth from growing as
fast as this. Also, the size of I/O pads and drivers do not tend to change much with each process
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generation, so the exponential growth in pin count may have other costly repercussions for die
size. Optical off-chip communication may help improve available bandwidth, though it is currently
unclear what technology will be manufacturable. On-chip power might be usefully reduced by
having an external optical power supply (i.e. an external source) and only modulating the photons
on-chip. It is unclear just how effective such an approach would be since the technologies are
immature, but it is unlikely to be a panacea.

3. LOCALITY OF DATA

Currently we use cache memories to keep state being worked on close to the processor. The
concept is an old one and was summed up well by A.W. Burks, H.H. Goldstine and J von Neumann
in their Preliminary Discussion of the Logical Design of an Electronic Computing Instrument
(1945):

“Ideally one would desire an indefinitely large memory capacity such that any particular word would
be immediately available. We are forced to recognise the possibility of constructing a hierarchy of
memories, each of which has greater capacity than the preceding but which is less quickly accessible.”

Caches currently rely on simple statistical properties of data access patterns. Cache hit and
miss rates have been very thoroughly studied, and yet their effectiveness is far from perfect.
For example, Figure 3 shows the level 2 cache utilisation for a typical modern microprocessor.
The utilisation metric refers to cache lines which are still holding “live” data, i.e. data that will
be accessed again before the cache line is flushed from the cache. One can see that for many
benchmarks over 80% of the cache is holding “dead” data, i.e. data that will never be looked at
again.

The L2 cache is the primary mechanism for reducing off-chip data movement. It is also a very
large structure (30% to 50% of the chip area) so it’s surprising that it is used so inefficiently.

The trend toward increased communication power in relation to computational power, and the
ineffectiveness of caches, leads us to the observation that:

We must undertake more computation to reduce communication.

Since simple statistical properties are insufficient, we will need greater understanding of
algorithms and data structures to better manage data movement in systems. One approach is

FIGURE 3: Level 2 cache utilisation (data kindly provided by James Srinivasan)
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the use of software based prefetching [3] to reduce cache misses. This can be extended by
running a dynamic helper thread which uses speculative computation techniques to predict what
data needs to be prefetched quite some time in the future [13, 21]. It is interesting that these
techniques undertake substantially more computation to improve communication scheduling, but
they do not reduce the amount of communication and often result in extra communication fetching
extra instructions and miss speculated data. None-the-less, it is an interesting to note that the
increase in computation to improve the scheduling of communication does improve performance.

4. EXTERNAL COMMUNICATION CONSTRAINTS

Caches try to keep data local and on-chip, but as was seen in the previous section, cache
miss rates exhibit diminishing returns for increases in cache size. As these cache misses lead
to external memory I/O, the demand for external memory bandwidth per core may not readily
be decreased by increasing cache size alone without exploiting local communication with other
cores. Unfortunately, even as the number of cores increases, technology scaling also imposes
important limitations on the volume of communication with external memory.

From the predicted I/O bandwidth (Figure 2) we can derive the external memory bandwidth
per core (Figure 4), available on average to each core, assuming the number of cores doubles
every two process generations, which the ITRS deems more representative of current power-
limited design trends. We observe the exponential drop in available bandwidth that can impose
a significant bottleneck in performance. This shows that cores cannot feed their bandwidth
from external I/O and instead communication from other cores on-chip is required to make up
the shortfall. We also note that this external bandwidth has considerably larger communication
latencies and consumes more power than on-chip communication. Thus, algorithms must exploit
communication locality between cores/threads so as to avoid communicating off-chip. These
trends are considerably more marked if we allow a doubling of cores every process generation,
as normal process scaling permits, instead of every two process generations.

There are interesting implications for systems and software programming. The notion that if we
had hundreds of cores that we would merely run hundreds of separate applications is not sensible,
even if users wanted to do so, because their external communication needs would be unlikely to
scale.

Algorithms which assume simple independent data-parallel operations distributed across cores
also effectively operate like entirely separate cores that need their own allocation of I/O bandwidth.
While a lot of focus in parallelism so far has been on finding or specifying independence between
data, especially in loops, and exploiting this as data-level parallelism, we see that this strategy
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may not be scalable to large numbers of cores due to these external I/O constraints. In traditional
multicore architectures, external memory is effectively employed as a large communication
crossbar. Indeed, by using such an approach, many algorithms can be factored into simple
data-parallel operations with external memory taking care of communication complexities. For
example, each computation stage of the Fast Fourier Transform is independent and data-parallel,
however the communication between stages is complex and (external) memory is often used
to act as the communication medium. Similar approaches are used for matrix operations and
many other algorithms. This factoring of algorithms into batch jobs of independent computation
which are glued together by (external) interdependent memory operations is not scalable. Instead,
to achieve scalability and locality, we believe fine-grain local computation and communication
between cores is required.

Stream processing goes part-way to addressing this by factoring stream-processing stages into
cores with explicit communication between them. That is, their interdependence is explicitly
mapped into a linear (one dimensional) or near-linear inter-core communication graph. However,
with a growing number of cores, this block level partitioning only goes so far. Additional techniques
are needed for further utilisation of cores with efficient inter-core communication.

For loops, software pipelining [18, 14] is an approach that essentially takes the dependency graph
of operations in a loop and distributes them across cores to form a pipeline across multiple tiles.
It is an effective technique for fine-grain parallelism.

Affine Partitioning [15, 16] is another approach that partitions algorithms with affine dependencies,
typically within nested loops. It does so by converting the affine dependency structure into a set
of linear equations and finding provably minimal communication solutions. The solution results in
an instruction sequence in space (across a mesh of tiles) and in time (by cycle count) with a set
of communication patterns. Software pipelining can then further extend the parallelisation.

Not all parallelisation approaches, however, result in partitionings with better internal versus
external communication utilisation. Thread Level Speculation (TLS) [20] techniques on loops rely
on very high independence between blocks of loop iterations for speedup, and thus appear very
close to data-parallel in nature. They then allow for some interdependencies by aborting and
restarting threads upon encountering dependency conflicts, with obvious penalties. Thus when
operating on large datasets, such TLS techniques may also be significantly limited by external I/O
bandwidth.

As external bandwidth, power and latency constraints motivate us to further exploit internal
bandwidth, we envision that many more techniques will be developed for interdependent fine-
grain communication and parallelism.

5. VIEWS OF COMMUNICATION

In this section we look at several different abstractions of interconnect, starting with the virtual
interconnect of the NoC, and moving onto temporal and spatio-temporal extensions.

5.1. NoC — Virtual Interconnect

Just as logic placement tries to minimize delay and congestion, especially for critical paths,
so too will mapping of software to cores on-chip. In fact, similar to how random placement
of logic would result in untenable wiring, so too would random mapping of software result in
unacceptable communication costs. Thus, exploiting locality is essential for software running
on a CMP, supporting the emergence of Rentian behaviour. We note an important difference
to traditional Rent’s behaviour — the Rent’s bandwidth-exponent is dependent on the software
application that is running, as well as the logical topology of the NoC connecting cores. Indeed,
Rentian behaviour cannot emerge unless the software, the NoC topology and the mapping
process allow it — but for scalability reasons, we believe that this behaviour will emerge. Indeed,
recent work by Heirman et al. [10], using the SPLASH-2 parallel benchmark, has demonstrated
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that such Rentian statistics can emerge on a CMP system of 16 to 64 cores, even though the
communication is implicit through the cache-coherence mechanism of shared memory.

We already demonstrated some uses for a Rent’s rule approach — first by predicting the scaling
requirements of NoC, and then by generating a hop-length distribution [7] — the equivalent
of a wire-length distribution. We focused on characterising and comparing routing approaches
for fault-tolerance. We noted that the probability of a packet reaching its destination depends
not just on the routing algorithm, and the reliability of the router, but also how far it needs to
travel — the greater the distance, the greater the chance of encountering a fault. This gave us
some interesting insights into fault-tolerant design. We also used the distribution to compare the
congestion impact of handling a fault under two different schemes. We expect many more uses
of hop-length distributions, such as for power, delay and perhaps even critical path estimation, all
aiding in the evaluation and design of NoC.

5.2. Temporal Interconnect

It is sometimes helpful to take a step back and re-examine familiar objects with a new perspective.
Using our communication-centric focus, we note that data doesn’t just traverse space, it also
traverses time. An application merely utilises memory to transport data from one moment in time
to another. So we observe that:

Memory serves as a form of temporal interconnect, linking sources with destinations.

We note that at one extreme, register files act like wires, since they typically connect a fixed
source to fixed destination(s). However, at another extreme, memory can be used as a look-up
table (LUT), replacing entire functions. Both extremes can be united by the view of memory acting
more like a high-radix switch, routing multiple sources to multiple destinations. Thus what may
seem like fundamentally different concepts — memory and NoC, may not be so different after all.

Temporal communication has many similarities to spatial communication. The greater the distance
of communication, the greater the cost, as storing values takes up resources (and energy) for how
ever long it is needed. We note that memory is divided into multiple tiers of service, with different
area, power and performance penalties, of register-file, L1/L2/L3 cache, external memory and
even virtual memory. Communication is automatically routed between these tiers using statistical
techniques to minimize costs, and when there is too much congestion in one tier, it overflows
into the next tier. Indeed, the properties of this traffic are so important that most on-chip area is
currently taken up by memory — our temporal interconnect.

5.3. Spatio-Temporal Interconnect

We observe that once we start viewing memory as an additional interconnect, or as another form
of network:

We can take the separate concepts of NoC and memory and unite them into a single spatio-temporal
view of interconnect.

We believe that this intuition allows us to see new ways of doing things, or leveraging analytical
tools in one domain for the other. For example, it may be beneficial to relieve local temporal
congestion by routing data spatially, depending on neighbouring temporal congestion. In the
spatio-temporal domain we expect to see a trade-off between temporal locality and spatial locality.
As a very simple example, looking at Figure 5, if we take computation that naturally has a 2D graph
embedding among a chain of processors (on the left), and restrict it to only a 1D embedding, then
the local spatio-temporal communication is replaced by longer temporal-only links.

It may even be possible to develop analytical tools for deciding how much area to allocate to
memories versus NoC for power or performance concerns. We believe that being able to predict
the properties of such spatio-temporal communication, and exploiting it, will be important as we
scale to massively multicore CMPs.
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FIGURE 5: Simple example illustrating the trade-off between spatial and temporal locality. A graph is mapped
to four processors on the left (grey), and one layer of its communication is mapped to a single processor on
the right (black). The spatio-temporal distances are clearly affected by the mapping.

6. COMMUNICATION CONSTRAINTS IN SOFTWARE

Chip MultiProcessors (CMPs) are a somewhat different domain to traditional multi-chip
multiprocessors due to their relatively much greater on-chip bandwidth and lower latencies of
communication between cores, enabling fine-grain parallelism to be exploited across the tiles. We
have seen the introduction of many such multi-core solutions already. This trend will only continue
and it has been argued that we may even expect CMPs with over a thousand simple cores at the
30nm technology node [1].

In this section we examine the complexity of communication in software, noting some self-similar
behaviour, and explore what this might mean in the massively multicore CMP era.

6.1. Communication vs Computation

The on-chip position of where computation is performed and data is located can no longer be
ignored in the multi-core domain. The particular physical embedding of computation and data,
and their physical locality to one another, can directly impact the time and energy taken due to
communication.

A simple example can be seen if we consider the traversal of a balanced binary tree data-structure
which we ordinarily think of as taking time O (log n). Let us suppose that the binary tree data
structure is too large to fit on one processor tile, and so overflows to a 2D neighbourhood of on-
chip tiles. For simplicity we will also assume that each leaf node is equally likely to be accessed,
and the communication time is proportional to traversal distance. If each tile can perform the
traversal computation, then we don’t need to go back and forth with the root node and an
embedding maximally employing locality leads at best to O (

√
n), whilst a random embedding

leads to O (
√

n log n). We can do even better, on average, if the access patterns are not uniform
by trading off the physical locality of frequent accesses to those of infrequent ones.

What is important to note here is the large asymptotic gap between the traditional computational
complexity of O (log n) which implicitly assumes an O (1) communication cost, to the considerably
larger O (

√
n) that is optimal for a two dimensional embedding with communication costs factored.

6.2. Fractal Dimensionality

It is interesting to examine the communication characteristics of software, and in particular,
whether or not software exhibits self-similar or fractal behaviour [8]. Prior work by Concas
et al. [5] investigated whether the relationships of objects was fractal. In such a view, nodes
represent classes, and edges represent their object-oriented relationships. They analysed
several large object-oriented Java projects, showed fractal scaling behaviour and measured
the dimensionality. However, we are more interested in the actual communication between
instructions/functions/blocks, rather than the programmer’s view of object relationships.
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FIGURE 6: Box-counting measure of a GSM-decoder benchmark exhibits a power-law relationship between
box-size and box-count. This indicates that the dynamic data-dependency graph for this algorithm exhibits
fractal communication with a dimensionality, equal to its slope, of approximately 2.4.

We can take x86 instruction traces from benchmarks to generate dynamic data dependency
graphs. The edges in such graphs correspond to communication of operands from one instruction
to another. We can then do a box-counting analysis similar to the technique by Concas et al. [5],
where we tile the graph with boxes of maximum length l, and then count the number of boxes. For
example, in a 3-D mesh, the number of nodes inside each box will tend to grow by the cube, and
so the number of boxes will tend to shrink by l3. For fractal graphs we would expect to see linearity,
on a log-log plot, across a continuum of box lengths, whereas if we look at random graphs such
as of the Erdös-Rènyi variety, their slopes exhibit a rapidly accelerating decrease in box-counts
with box-length.

By extracting graphs from x86 instruction traces of benchmarks, we have shown that many
indeed exhibit fractal communication. Looking at Figure 6 we see an example of this behaviour
for the GSM-decoder benchmark. The slope here indicates a communication dimensionality of
approximately 2.4.

We note that the fractal behaviour of communication holds across multiple levels of abstraction
— whether between instructions, functions or higher assemblies of code. Thus, in a CMP setting,
we believe that regardless of the level of instruction mapping, communication between cores
will probably also involve fractal communication patterns. The fractal properties of these graphs,
impose constraints on the nature of the complexity of communication and locality that we can
expect. Prior work has shown that Rent’s rule emerges when higher dimensional graphs are
embedded into lower dimensional surfaces, and that the Rent’s exponent can also be directly
related to the dimensionality [19]. As we enter the massively multicore CMP era, we expect that
the VLSI community’s work in modelling equivalent constraints and self-similarity with Rent’s rule,
may be leveraged in characterising communication in software as well.

6.3. Reducing Complexity

It is quite easy to increase the quantity and complexity of communication by the insertion
of new links, or by mapping communicating blocks to disparate regions. However, it is an
altogether more difficult task to reduce these. We acknowledge that the connectivity within
current software does not specifically optimise for communication so there is considerable room
for improvement from such automated tools. Nonetheless it is encouraging that even without
optimisation, communication exhibits fractal locality.
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Compression, of course, is one technique to reduce the quantity of communication, but typically
at the cost of latency. Increased intelligence in NoC or the memory hierarchy may improve the
utilisation of communication resources. Then there are techniques that involve modifying the
program itself. Given the much greater costs of communication versus computation, we also
believe that we can trade communication within software for more computation, also within
software. One idea is to replicate the computation in SW if the cost of replication is less than
communicating the results. Transformations may also exist that reduce effective dimensionality, or
that may be applied to reduce the degree of high-degree nodes, for example, by building virtual
Steiner trees.

In our fractal-dimensional analysis of the tiff2bw benchmark, which converts images to black
and white, we expected each pixel calculation to be independent of the others, and thus have
a relatively simple communication structure. We were surprised to find very high-degree nodes,
which further investigation revealed to be due to lookup-tables (LUTs) being used to speed up
computation. In adapting this for a scalable CMP implementation, we would expect that either the
LUT would be replicated across the cores, or that computation would replace the LUT instead.

We also note that mapping can be used to alleviate the impact of communication complexity in
some parts of the graph — by having highly-interconnected parts mapped within a single core,
thus utilising the much higher-radix routing of memory compared to that of spatial routing. This,
however, comes at the expense of parallelism.

6.4. Length Distributions

We believe that the fractal dimensionality of software imposes constraints on the minimum
achievable Rent’s exponent and of the length distributions. We have already suggested a Rentian
model for NoC spatial locality, but we have also argued that there are trade-offs between spatial
and temporal locality. So let us return to examining temporal locality.

If temporal communication is expensive, then there are possibly some incentives for it to be
minimised — might we expect some statistical similarities for temporal distributions as we
do for spatial ones? There are some indications that the distribution of interconnections may
roughly follow a power-law distribution. Recent work by Hartstein et al. [9], has observed such a
distribution for cache-line accesses. Caches exhibit a long-observed but unsatisfactorily explained
scaling law, where doubling the cache size reduces the cache misses by roughly

√
2. Hartstein

et al., derived analytical cache models and showed that this scaling behaviour appears under a
power-law distribution, and is directly related to the power-law exponent. Of course, in the VLSI
domain, we are more familiar with approximate power-law length distributions as being a feature
of Rentian behaviour — could implicit temporal constraints be producing this behaviour?

Although Hartstein et al. [9], examined the distribution for cache-lines, their view involves address-
locality as well as temporal locality. We were primarily interested in the more-fundamental
communication graph requirements of instructions, whereas theirs relates to a particular
embedding and clustering in address-space. Thus, using the same traces as in Section 6.2, and
with instruction count as a measure of distance, we looked at the distribution of temporal distances
for a suite of benchmarks. Temporal distances were measured independent of the means of
communication — be they via register files, stacks, caches, or external memory. Interestingly,
we found that many benchmarks exhibited evidence of approximately power-law behaviour. Even
the innocuous Unix command ls seems to do so, as seen by its frequency-length relationship on
a log-log scale (Figure 7).

7. CONCLUSION

With the growing costs of communication compared to computation we believe that the complexity
of communication for an algorithm will become a far more accurate predictor of performance than
computational complexity. As a consequence, we see a trend toward more intelligent, managed
use of communication resources.

  BCS International Academic Conference 2008 – Visions of Computer Science340



Implications of Electronics Technology Trends to Algorithm Design

 0

 2

 4

 6

 8

 10

 12

 14

 16

 0  2  4  6  8  10  12  14  16  18

Lo
g2

(F
re

qu
en

cy
)

Log2(Distance)

Temporal Distance Distribution: ls

Program Accesses

FIGURE 7: Temporal distance distribution of a trace for the Unix command ls, seems to exhibit approximately
power-law behaviour.

At a computer architecture level we see the use of Networks-on-Chip (NoCs), which
transform physical interconnections between cores into virtual ones. Nonetheless, communication
requirements will grow in this virtual domain. It is important, then, to understand and characterise
how these virtual interconnects are used. In a CMP setting, such interconnect is due to the
communication of software between multiple cores, and external memory. Due to the slower
growth rate of external I/O and its higher latency and energy costs, keeping communication
on-chip is critical to power and performance. To this end, we observe that some parallelisation
techniques utilise internal communication whereas others merely exacerbate the problem. The
limits of such internal communication are thus worth exploring.

By looking at the graphs of communication between instructions, we demonstrated that dynamic
data-dependency graphs can exhibit fractal behaviour. This self-similar communication lends
credence to the idea that Rentian statistics may hold for software running on massively multicore
CMP.

We also introduced the concept of temporal communication whereby memory serves as a
temporal switch routing data from one moment in time to another. Thus our separate views
of NoC and memory can be unified into one of spatio-temporal routing. We found that many
benchmark algorithms exhibited an approximately power-law distribution of temporal distances,
further lending credence to fractal behaviour and also suggesting a possible Rentian-like
characterisation.

We thus believe that the considerable work done in the VLSI domain to characterise and predict
interconnect, might be leveraged to help understand and predict spatio-temporal communication
in massively multicore CMPs. Indeed, we envision that with the growing dominance of
communication-concerns, interconnect prediction naturally evolves into system-level prediction.
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Abstract

Much of the traffic carried by Sensor Networks will originate from routine measurements
or observations by sensors which monitor a particular situation, such as the temperature
and humidity in a room or the infrared observation of the perimeter of a house, so
that the volume of routine traffic resulting from such observations may be quite high.
When important and unusual events occur, such as a sudden fire breaking out or the
arrival of an intruder, it will be necessary to convey this new information very urgently
through the network to a designated set of sink nodes where this information can be
processed and dealt with. This paper addresses the important challenge of avoiding
that the volume of routine background traffic creates delays or bottlenecks that impede
the rapid delivery of high priority traffic resulting from the unusual events. Specifically
we propose a novel technique, the “Randomized Re-Routing Algorithm (RRR)”, which
detects the presence of novel events in a distributed manner, and dynamically disperses
the background traffic towards secondary paths in the network, while creating a “fast
track path” which provides better delay and better QoS for the high priority traffic which
is carrying the new information. When the surge of new information has subsided, this is
again detected by the nodes and they can progressively revert to best QoS or shortest
path routing for all the ongoing traffic. The proposed technique is evaluated using a
mathematical model as well as simulations.

1. INTRODUCTION

Wireless sensor networks (WSNs), and sensor networks (SNs) in general, must forward significant data
promptly and efficiently from the different sensors where the data originates to one or more sinks in
the network at which data is collected and where it may also be interpreted. In such networks: (1)
routine measurements and sensing take place constantly resulting in a steady volume of data being
transmitted towards the sink(s), and (2) unusual events of particular interest will occur unexpectedly,
and the information related to such events will require fast transmission to the sink(s). While routine
data are essential for reporting on the conditions that the SN is monitoring, unusual events are more
critical and need a faster or “better QoS” treatment by the network, such as short delay, very low loss,
possibly high bandwidth, better security, etc..

In this paper we propose an adaptive technique which we call Randomized Re-Routing (RRR) for
addressing these needs of SNs based on the following steps:

• During network operation, the network nodes observe the traffic they are conveying and each
of them learns the different traffic flows that it may be carrying. Although this paper does not
examine the issue of how a packet is actually detected or classified as being high priority, different
options can be imagined. In the simplest case, this may just imply that a node maintains the
running average value of a measurement which is contained in packets belonging to each of the
connections (source-to-destination) that it is conveying, and a packet may be classified as being
“normal” if its contents are very similar to those of the running average for the same connection.
In other cases, the fact that a previously “quiet” node has suddenly started generating traffic

Keywords: Sensor networks, Quality of service, Routing, Performance evaluation, Simulations
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may also be considered to be an unusual event. We will assume that a node inserts a ZERO bit
header in “normal” packet.

• A node which generates or conveys a packet whose content is considered to be of greater
importance, will classify that packet as being “unusual” and insert a ONE bit in its header.

• Each node also monitors the rate at which it receives “unusual” packets, and if this rate does
not exceed a threshold τ0, then the node forwards all packets it receives along their preferred
(e.g. shortest or best QoS) path towards their destinations. Obviously the preferred path may be
determined by criteria such as the minimum delay, greatest security, lowest power consumption,
smallest loss etc.

• If a node (source or transit) senses that the rate at which it forwards unusual packets exceeds the
threshold τ0, then it will forward all ONE-bit packets along the best QoS path to their destination,
while all ZERO-bit carrying packets will be directed along a randomized route which spreads the
lower priority traffic across the network away from the high priority paths, reserving the better
paths to the high priority traffic.

In the sequel we will present this algorithm in detail and provide an evaluation of its effectiveness using
both an analytical model and simulations. In particular, we will use a mathematical approach based on
diffusion approximations [1, 2] to estimate the resulting packet travel delays from source to destination.

The remainder of the paper is organized as follow. In Section 2, we describe some related work in the
area. In Section 3, we discuss our network model for evaluating the travel delay of packets in SNs. In
Section 4, we present the RRR algorithm for providing better quality of service to unusual events in
SNs. Sections 5 and 6 summarize the numerical and simulation results that we have obtained, and we
conclude the paper in Section 7.

2. RELATED WORK

Adaptation in packet networks in general is again coming to the forefront [3] and it contributes to
the general framework of “autonomic communications” [4, 5]. One significant trend in this work has
been to consider routing that can be modified based on on-line measurements of network load so as to
respond to quality-of-service needs [6, 7].

Several real-time communication protocols have been studied for sensor networks. He et al. [8] propose
SPEED, a protocol which combines feedback control and non-deterministic quality of service (QoS)
aware geographic forwarding. Lu et al. [9] describe a packet scheduling policy, called Velocity Monotonic
Scheduling, which inherently accounts for both time and distance constraints. Felemban et al. [10]
propose Multi-path and Multi-Speed Routing Protocol (MMSPEED) for probabilistic QoS guarantee
in WSNs. Multiple QoS levels are provided in the timeliness domain by using different delivery speeds,
while various requirements are supported by probabilistic multipath forwarding in the reliability domain;
our approach has some similarity to this work. Moreover, routing protocols with congestion awareness
have also been proposed for ad hoc networks [11, 12].

In our work we focus on the quality of service in forwarding routine data and unusual events in SNs,
and consider how to manage routing so that network capacity within the SN is created so as to offer
uncongested paths to traffic emanating from unexpected events, in addition to routing the routine parts
of the traffic.

Some congestion control algorithms have also been proposed for wireless sensor networks. Wan et al. [13]
proposed an energy efficient congestion control scheme for sensor networks called CODA (COngestion
Detection and Avoidance), which includes receiver-based congestion detection, open-loop hop-by-hop
backpressure, and closed-loop multi-source regulation. Hull et al. [14] have examined three techniques
to mitigate congestion in WSN, which includes hop-by-hop flow control, rate limiting source traffic, and
prioritized medium access control (MAC). Ee et al. [15] propose a distributed algorithm for congestion
control and fairness in many-to-one routing, which measures the average transmission rate, then divides
and assigns the average to downstream nodes equally. Some recent work also studies the effect of time-
outs on travel delays in wireless sensor networks [16].
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Most of the existing work requires feedback from sensor nodes which results in extra overhead in the
network. In the contrary, the RRR approach we propose is quite simple and easy to implement in
a distributed manner since all decisions are locally taken by the nodes, and it requires no feedback
messages from the congested nodes.

3. MATHEMATICAL MODEL

In this section we present a model of a network which supports sensors distributed over some open or
built area. The sensor nodes forward packets containing their measurements or observations towards
one or more sink nodes. This may happen at regular intervals or only when certain significant events
occur. Since sensor nodes have limited wireless range, so that multi-hop communications are generally
required to forward the data to the sinks. We do not make any specific assumptions about the location
of the nodes but just consider the distance from hop to hop, and the total distance to the destination
node. In order to evaluate the travel delay of packets in the SN, we will use an approach based on
diffusion approximations developed in [17, 18, 19], which is also detailed in [20]. This approach was
first used to compute travel delays in wireless sensor networks in [1, 2] and we briefly recall it in in
this section. We model the location of nodes and the relays of packets on the path from source to
destination as follows. At time t we assume that a packet is located at some node which is positioned
at a distance measured in minimum number of hops Xt from the destination. Time changes from hop
to hop are represented by an increment of ∆t > 0. The value X0 = D indicates that the packet is
at the source with an initial distance D to the sink at time 0, while Xt = 0 indicates that the packet
is at the sink at time t so that any further transmission of that particular packet ceases. The model
allows for the loss of packets, and this is represented by a loss rate (loss per unit time) f . Furthermore,
we assume that there is some acknowledgement mechanism that informs the source nodes about the
correct reception of packets at the sinks; in a wireless sensor network this can be achieved, for instance,
via a reserved wireless frequency that the sinks use to broadcast a message saying “packet so-and-so
has been received”, but it could also be achieved by packets going upstream in a multi-hop manner
from the sinks towards the destinations. Let x be the instantaneous value of Xt, and let b(x) be the
average speed at which the packet moves towards the destination at distance x from the sink. Clearly
if b(x) < 0 then the motion is towards the sink, and if b(x) > 0 then it is drifting away from the sink.
Similarly, we have a non-negative second moment parameter c(x) ≥ 0 which represents the variance of
the motion per unit time and is strictly positive if the motion has a random component. If c(x) = 0
this means that the packet is moving in a deterministic manner. In a well designed system, we would
expect that packets carrying data from unusual events would have a negative b(x) and a small c(x),
while lower priority routine packets could possibly have a larger value of both b(x) and c(x). Apart from
that, b(x) and c(x) also depend on the total traffic arrival rate at the node which is given by τ ≤ 0,
which is the total rate of arriving packets, except for the packet that is being considered.

3.1. Delay Computation

Based on our definitions of b(x) and c(x), in [1, 2] the delay E[T ] for a packet to travel from its source
to destination has been derived as:

E[T ] = 2D
1 + f+r

m + f
r

|b|+
√

b2 + 2c(f + r)
, (1)

where D is the distance from the source to the destination, and f∆t is the probability that the packet
is lost in a small time interval [t, t+∆t]. Since losses can occur, we also assume that a source node use
a time-out of average value 1/r to decide when to retransmit a packet, and that after the time-out it
actually waits another 1/m time units on the average before actually retransmitting the packet that is
assumed to have been lost. Note that the time-out will operate both when the packet is actually lost,
and when the packet’s travel time has exceeded the time-out delay. The mathematical model assumes
that both the time-out and the additional “safety time” are exponentially distributed.
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4. RANDOMIZED RE-ROUTING (RRR)

In order to provide preferential treatment to ONE-bit packets, the RRR algorithm routes the two types
of packets differently. More specifically, packets from unusual events are routed along the shortest paths,
while the routine data are randomly shunted to slower secondary path.

The RRR algorithm operates in the following manner at any source or intermediate node:

• If at time t the node locally observes a level of arriving traffic τt which is below a given threshold
τ0, then traditional geographic routing [21] is applied to all packets.

• However, if τt > τ0, then ZERO-bit packets and ONE-bit packets, whether they arrive from some
other node for forwarding, or are generated internally, will be routed differently as follows.

– Each node i ranks its neighboring nodes i1, ..iH so that i1 is located closest to the sink in
number of hops, and iH is the one which is farthest away. Node i forwards ONE-bit packets
to neighbors i1, ..., iK , and

– The node forwards all ZERO-bit packets to the remaining neighbors iK+1, ..., iH . Note that
in general we will select one of these output nodes at random among the given set, and also
we may choose not to use some of the nodes at the tail end of the ranking, because they
may lead to excessively long paths.

FIGURE 1: Randomized re-routing for routine data and unusual events.

Figure 1 illustrates how the RRR algorithm operates. Here node i has four neighbors i1, i2, i3, and
i4 which are ordered according to their distances to the sink. When i receives a ONE-bit packet and
forwards it to its neighbor which is closest to the destination, while it forwards ZERO-bit packets to
i2 and i3 with equal probability. Note that i4 is not chosen as it is located further away from the sink
than i itself. From this example, we see that our algorithm allocates the best route for transmitting
important event data, while routine data are pushed aside to the remaining routes to achieve quality of
service.

5. PERFORMANCE ANALYSIS BASED ON THE DIFFUSION MODEL

Our evaluation includes both a theoretical component and simulations. We will present some additional
analytical results here, followed by the simulation results in the next section.

Consider an example with D=10, m=0.02, µ=30pkt/s, τ=5pkt/s and let us compute the travel delay of
packets in a network with unusual events. When unusual events occur, network traffic increases suddenly
and RRR is applied. The ONE-bit packets are routed along the shortest paths, while ZERO-bit packets
are routed probabilistically along the remaining paths.

Define the advancement vector H = [−1,−1, 0, 0, 1, 1], for a node with six neighbors, where the first
two are one hop closer to the destination, two are at the same distance, and two are one hop further
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away from the sink than the current node. We use probability vectors for the direction taken by ONE-bit
and ZERO-bit packets as PU = [1, 0, 0, 0, 0, 0] and PR = [0, 1/3, 1/3, 1/3, 0, 0], respectively, indicating
that ONE-bit packets are routed to the neighbor that is one hop closer to the sink, while the ZERO-bit
packets are routed to the neighbors with -1, 0, and 0 hops of advancement with equal probability 1/3.

Figure 2 shows the travel delay of RRR after unusual events occur. The travel delay of ONE-bit packets
is much lower than that of the ZERO-bit packets. Similarly, Figure 3 shows the travel delay of packets
in RRR with D=10, m=0.02, µ=50pkt/s, τ=10pkt/s. Again, it shows that ONE-bit packets achieve
shorter travel delay than ZERO-bit packets. We increase the service rate to µ=500pkt/s.

FIGURE 2: After unusual events occur, transmission delay with f=0.1, D=10, m=0.02, µ=30pkt/s, τ=5pkt/s.

5.1. The traffic arrival rate τ at nodes

Even though RRR can provide better QoS to ONE-bit packets at the cost of lower QoS for the remaining
packets, it does have the drawback of potentially increasing the total average arrival rate of packets
as a whole at each node because ZERO-bit packets will visit more nodes than if they had taken the
shortest path.

τ the total traffic arrival rate of packets per node depends on the packet arrival rates of unusual and
routine packets. If the network as a whole has n nodes and there are sR nodes that are sources of
routine data at rate λR, with an average number of hops to the sink of dR, the total average ZERO-bit
traffic generated per node is then

τR =
sR ∗ dR ∗ λR

n
. (2)

Now if there are sU nodes which are sources of unusual events each generating λU packets per second,
and if they travel on the average dU hops to the destination, they will now generate an additional
average traffic rate per node of

τU =
sU ∗ dU ∗ λU

n
. (3)

Both dR and dU also depend on the loss probability and other parameters such as the time-out.

The average incoming traffic rate per node is then

τ = τR + τU (4)

over the set of all n nodes in the network. Since dR increases when RRR is used, it follows that all
packets may experience greater delays per node when RRR is used.
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FIGURE 3: After unusual events occur, transmission delay with f=0.1, D=10, m=0.02, µ=50pkt/s,
τ=10pkt/s.

However the preceding analysis is based on averages over the whole network, and RRR will in practice
reduce the traffic experienced by nodes which carry ONE-bit traffic while increasing the traffic at nodes
that are used by ZERO-bit packets.

5.2. Travel delay for the RRR algorithm

Using the vectors H and P defined in Section 5, we can compute the bU parameter for the travel delay
(in number of hops) for the ONE-bit packets as:

bU =
∑

j

PU
j Hj , (5)

where PU
j is the probability that a node selects the j-th next neighbor as next hop to forward a ONE-bit

packet. Similarly,

cU =
∑

j

PU
j H2

j − (bU )2

=
∑

j

PU
j H2

j − (
∑

j

PU
j Hj)2 (6)

and the diffusion model will yield dU the average number of hops for ONE-bit packets to reach a
destination which is at distance D hops.

In order to consider the total travel delay, we also have to compute the average delay Q (queueing
plus transmission) through each hop for each type of traffic which we will approximate using a M/M/1
queue yielding:

QU =
µ−1

1− ρU
, (7)

where ρU = τU/µ and 1/µ is the link transmission delay per packet plus any processing delay through
a node.

The total source-destination travel delay of the U packets is then

E[TU ] = [
2Dµ−1

1− τU

µ

]
1 + f+r

m + f
r

|bU |+
√

b2
U + 2cU (f + r)

. (8)
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When forwarding ZERO-bit packets, nodes have a different set of probabilities for selecting neighbors
as discussed in Section 5. Using a similar approach as in the previous paragraph we will get:

bR =
∑

j

PR
j Hj (9)

and

cR =
∑

j

PR
j H2

j − b2
R

=
∑

j

PR
j H2

j − (
∑

j

PR
j Hj)2 (10)

so that the total average travel delay for ZERO-bit packets which originate at distance D hops from
their destination is:

E[TR] = [
2Dµ−1

1− τR

µ

]
1 + f+r

m + f
r

|bR|+
√

b2
R + 2cR(f + r)

. (11)

Note that we have assumed that τ is the same for all nodes, which is a worst case assumption for the
nodes carrying ONE-bit packets.

5.2.1. Figures of Merit

In order to evaluate the effectiveness of the RRR algorithm, we consider two figures of merit. The first
figure evaluates the preferential treatment of ONE-bit packets with respect to ZERO-bit packets, when
both types of packets originate from nodes situated at the same distance to the destination.

FIGURE 4: Ratio ΠU/R with µ=30pkt/s showing merit of the RRR algorithm.

Figure 4 shows the ratio ΠU/R = E[TU ]/E[TR] which is:

ΠU/R =
1− τR

µ

1− τU

µ

|bR|+
√

b2
R + 2cR(f + r)

|bU |+
√

b2
U + 2cU (f + r)

, (12)

where it is assumed that with RRR distinct nodes carry different types of packets are distinct.

We then compare the effect on ONE-bit packets of the use of the RRR algorithm, against the case
where all packets are treated in the same manner in Figure 5. In the latter case, we will assume that
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FIGURE 5: Ratio ΠU/S with µ=30pkt/s, b=-1 and c=0.

all packets take the shortest route to the destination d = dR so that the average traffic arrival rate to
all nodes is τS given by:

τ ≥ τS =
(sRλR + sUλU )d

n
(13)

while b = −1 and c = 0 since all packets select the shortest path with no randomness. The figure of
merit then becomes ΠU/S = E[TU ]/E[TS ] where

E[TS ] = [
Dµ−1

1− τS

µ

] · [1 +
f + r

m
+

f

r
]. (14)

E[TS ] is the packet travel delay of ONE-bit packets in RRR algorithm, while E[TR] is the packet travel
delay of ONE-bit packets in traditional geographical routing which use shortest paths for all ONE-bit
and ZERO-bit packets.

If ONE-bit packets in RRR also take the shortest path in a deterministic fashion, such that bU = −1
and cU = 0 as well, then:

ΠU/S =
1− τS

µ

1− τU

µ

, (15)

or

ΠU/S =
nµ
d − λRsR − λUsU

nµ
d − λUsU

. (16)

Note also that it may be reasonable to take d ≈ log n.

6. SIMULATIONS OF THE RRR ALGORITHM

We have conducted extensive simulations using the ns-2 tool [22] to evaluate the RRR algorithm. The
simulation parameters that we have chosen selected so as to be compatible with other studies of SNs
[8, 10, 23]. We focus on a WSN which collects and reports routine data to the sink constantly. Any of
the sensors has a probability p to be the source of routine data and generates data independently of the
other nodes; note that this independence assumption may be unreasonable when correlated events are
being reported across a sensory field. Under normal conditions the sensors they report routine data to
the sink at a low data rate. Unusual events are assumed to occur infrequently, and in the simulations
we have included four nodes which simulate the sources of such events which generate a high traffic
rate. We have also introduced a probability of packet loss at each node given by the parameter f .
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6.1. The effect of unusual events

In the first experiment we have run, there are a total of 100 sensors, each of which is uniformly distributed
in an area whose size is 200× 200 meters. A single sink is located at the center position (100, 100) of
the area.

When the simulation begins, only routine data is generated and after 1800 seconds four nodes located
at (50, 50), (50, 150), (150, 50) and (150, 150) start generating the unusual traffic. We set p = 0.5
and f = 0. The data rates of routine data and unusual events are λR = 1pkt/s and λU = 5pkt/s,
respectively. Figure 6 shows how the travel delay of packets changes with time. When there are no
unusual events, the travel delay of unusual events. The travel delay of packets emanating from four
routine data sources located at (30, 100), (170, 100) and (100, 30), (100, 170), and hence located at the
same distance to the sink as the unusual events, is also plotted for comparison.

When the simulation begins, each node is forwarding its packets to a set of neighbors with equal
probability as if the network had in the past experienced some unusual events. After some time, the
nodes switch back to shortest path geographic routing for the routine data packets since they have
learned that no unusual event data packets are arriving to them, and the travel delay of routine data
drops significantly. The travel delay of the routine packets from the four reference source nodes is lower
than the overall average since the reference nodes are closer to the sink than other nodes on average.
When the unusual events occur at time 1100s, RRR starts operating. The ONE-bit packets are routed
along the shortest paths while the ZERO-bit packets, which are still generated at the same rate, use
the randomized routing scheme and hence suffer higher delay.

Figure 7 shows the results of the same experiment with another set of reference points of routine data
sources at (30, 30), (30, 170), (170, 30), (170, 170). Again, it shows that our proposed RRR algorithm
yields the results we expect both in terms of adaptation and in providing far better travel delays to the
ONE-bit packets. Since in this case the reference points of the routine data sources are located further
away from the sink than the “average node”, their travel delays are higher than the average delay.

FIGURE 6: Travel delay in three phases with f=0,
λU=5pkt/s, λR=1pkt/s, reference routine data sources
at (30, 100), (170, 100), (100, 30), and (100, 170).

FIGURE 7: Travel delay in three phases with f=0,
λU=5pkt/s, λR=1pkt/s, reference routine data sources
at (30, 30), (30, 170), (170, 30), (170, 170).

6.2. Effect of 1/r

In the next experiments, we consider a larger network with 400 nodes deployed in an area of size
400m × 400 meters with the sink at its centre. The network includes packet losses with f = 0.1.
The source nodes incorporate a time-out mechanism to retransmit the packet if it does not receive
an acknowledgement from the receiver by a certain time while a packet within the network will be
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destroyed if it has travelled for more than that time. After the time-out, the source node retransmits
the packet after an additional delay M . Note that in the mathematical models of the previous sections,
the time out and additional delay have been assumed to be exponentially distributed random variables.
However, we have taken both of these quantities to be constants in our simulations with values 1/r
and 1/m respectively.

Figure 8 shows the travel delay E[T ] of packets with p = 0.2, M = 0.02s, λU = 5pkt/s, and
λR = 1pkt/s. The figure shows the same general form of curve as in the analytical results of the
previous section, and there is indeed an optimum value of E[T ] in both cases. When the time-out value
is small, E[T ] is extremely high. When it is greater than the optimal value, E[T ] increases again. The
travel delay for ONE-bit packets is clearly shorter than that of the routine data packets.

Figure 9 illustrates the results of the same experiment with p = 0.4 and the travel delay here is greater
than that in Figure 8.

FIGURE 8: Travel delay versus r−1 with f=0.1, p=0.2,
m=0.02, λU=5pkt/s, λR=1pkt/s.

FIGURE 9: Travel delay versus r−1 with f=0, p=0.4,
m=0.02, λU=5pkt/s, λR=1pkt/s.

6.3. Comparison with geographic routing

In this section we use simulations to compare RRR with GPSR (Greedy Perimeter Stateless Routing),
which is a traditional geographic routing algorithm that forwards packets to the neighbor that is closest
to the destination [21]. We place two sources of unusual events and four sources of routine data at the
left bottom corner of the network.

Figure 10 shows the travel delay of packets as the time-out delay is varied. We see that RRR achieves
lower travel delay for ONE-bit packets than does GPSR. The reason is that RRR utilizes the network
capacity more effectively by making use of the nodes that were not used previously, so that the traffic
on the busiest paths can be reduced. The travel delay of ONE-bit packets in our routing algorithm is
also much lower than that ZERO-bit packets, while the travel delay of both usual and unusual event
packets are almost the same in GPSR as all packets routed along the shortest paths. Note that the
small differences in average delay observed with GPSR for routine and unusual events is simply due to
the fact that in the simulation, the corresponding source nodes in either case have distinct locations.

Even though routine data packets suffer higher transmission delay in RRR due to their randomized
routing, the delay achieved is still comparable with GPSR. The reason for this appears to be that RRR
has the advantage of distributing ZERO-bit traffic evenly on different paths, thus reducing congestion
on all paths. This shows that the RRR algorithms is a very simple and effective method tool for achieving
quality of service in the presence of low and high priority traffic streams.
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FIGURE 10: Travel delay with f=0.1 m=0.02, λU=10pkt/s, λR=10pkt/s.

7. CONCLUSIONS

In this paper we have proposed a simple randomized algorithm that is designed to react to congestion
caused by unusual events in SNs so as to provide better quality of service to the packets carrying the
novel or unusual data.

We have evaluated the RRR algorithm using a theoretical model based on diffusion approximations,
and also presented numerous simulations. Both the analysis and the simulations show that RRR can
achieve significant QoS improvements for high priority traffic, while offering acceptable QoS levels to
secondary traffic streams. When unusual events occur in the network, RRR has the added advantage of
distributing the “routine” traffic streams randomly over secondary paths in the network so as to reduce
congestion on the more heavily used shortest paths.
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We propose a probabilistic key predistribution scheme for wireless sensor 
networks, where keying materials are distributed to sensor nodes for secure 
communication. We use a two-tier approach in which there are two types of nodes: 
regular nodes and agent nodes. Agent nodes are more capable than regular nodes. 
Our node deployment model is zone-based such that the nodes that may end up 
with closer positions on ground are grouped together. The keying material of nodes 
that belong to different zones is non-overlapping. However, it is still possible for 
nodes that belong to different zones to communicate with each other via agent 
nodes when needed. We give a comparative analysis of our scheme through 
simulations and show that our scheme provides good connectivity figures at 
reasonable communication cost. Most importantly, simulation results show that our 
scheme is highly resilient to node captures. 

Keywords: Security, Authentication, Key management, Sensor networks, Resiliency against node capture 
attacks 

1. INTRODUCTION 

When sensor networks [3] are used in a hostile setting, confidentiality, confidentiality and 
authenticity of communication among the sensor nodes should be provided. While fulfilling 
these security requirements, fast and energy-efficient methods should be used. Although there 
are some recent works to make public key cryptography (PKC) practical to be used sensor 
nodes [4, 5, 6], symmetric cryptography is still more efficient to provide security in sensor 
networks. Symmetric cryptography necessitates pairwise keys distributed among the sensor 
nodes. The problem of distribution of keys to large number of sensor nodes is an active 
research area.  
 
Key predistribution schemes [1, 7-12] are shown to provide practical and efficient solutions. In 
such schemes, redundant amount of keys are stored in nodes' memory before deployment and 
a matching algorithm is processed between neighboring node pairs after the deployment. As a 
result of this match, some of the stored keys are used in secure communication of neighbors.  If 
two neighboring nodes share a key, then a secure link exists between those nodes. Due to 
probabilistic nature of the scheme, some neighboring nodes may not share a key. In the 
literature, there are some location-aware approaches  [8, 11, 15, 16, 17], where expected 
location information of sensor nodes is utilized, in order to improve the key sharing probability 
and the resiliency of the system by reducing the number of reused keys. In such location-aware 
approaches, it is assumed that nodes are prepared in small groups and deployed as bundles. 
Thus, the nodes in the same group have a large chance of being in the radio communication 
range of each other. Keys are stored in nodes such that nodes in the same or neighboring 
groups have common keys, but nodes in distant groups do not share any.    
 
Blom's key management scheme [2] is used as a powerful tool in key predistribution schemes 
[9]. Blom's scheme shows a threshold property; until λ nodes are captured, the network is 
perfectly secure, but if λ+1 or more nodes are captured all secure links are compromised.  
 
                                                           
1 This work is supported by Scientific and Technological Research Council of Turkey (TÜBİTAK) under grant 104E071 
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In this paper, we propose a zone-based and two-tier approach for key predistribution problem in 
sensor networks, where there are two types of sensor nodes with different capabilities: regular 
nodes and agent nodes. Agent nodes have larger memory and can share keys with agent 
nodes from neighboring zones. Agent nodes constitute a small part of sensor network. Regular 
nodes can establish secure links only with same-zone neighbors without intervention of agent 
nodes. We show that our approach significantly increases the resiliency of the system while still 
keeping the network connected via secure links to a large extent. Moreover the proposed 
scheme has node-to-node authentication property. Keys and IDs of nodes are linked, so that 
nodes can verify the identity of each other.  
 
The rest of this paper is organized as follows: in Section 2, we describe our key predistribution 
scheme. In Section 3, we provide a comparative analysis of our scheme. Finally, we provide 
some concluding remarks in Section 4. 

2. TWO-TIER, LOCATION-AWARE KEY PREDISTRIBUTION SCHEME 

In our scheme, we exploit the deployment location knowledge of sensor nodes in order to 
improve the performance of key predistribution. If a group of sensor nodes is deployed at a 
deployment point, they will likely reside in close proximity with each other. We arrange target 
locations in a grid fashion and determine which bundle will be deployed at which target location. 
We name each cell of the grid as a zone. Before deployment, separate key spaces are created 
for each zone according to our key predistribution scheme. Using this method, we increase the 
average number of shared keys between nodes. 
 
The parameters and symbols used in this scheme are given in Table 1. 
 

TABLE 1: Symbols and Parameters 
N number of nodes in each zone 
Z  number of zones in the sensor network (= Zx x Zy) 
Zx number of rows in the sensor field 
Zy number of column in the sensor field 
ω number of key spaces for each zone  
τ number of key spaces installed in a regular node 
R  communication range of sensor nodes  
Az number of agent nodes in each zone 
smn ID of nth sensor node in zone m, m=1 .. Z, n=1 .. N 
rmn resident point of node smn,  m = 1 .. Z, n = 1 .. N 
kmp ID of pth key space in zone m, m = 1 .. Z, p = 1 .. ω 
Zij ID of zone at ith row, jth column, i=1 .. Zx,  j=1 .. Zy 
dij deployment point of zone Zij, i = 1 .. Zx,  j = 1 .. Zy 
Gij  ID of group of nodes deployed at dij 

 
The key predistribution scheme consists of four phases; predistribution phase, direct key 
establishment phase, hybrid key establishment phase, path key establishment phase. 

2.1 Zone Based Deployment Model 
We employ a classical zone based deployment model similar to the one used in [8]. In our 
deployment model, we divide the rectangular sensor field into a grid of Z = Zx x Zy equal sized 
zones. Sensor nodes are grouped into Z equal sized groups each has N nodes. Centre point of 
zone Zij is the deployment point, dij of group Gij, where i = 1 .. Zx and j = 1 .. Zy.  The nodes that 
belong to Gij are dropped over deployment point dij. The actual location of sensor nodes after 
deployment is their resident points, rmn where m = 1 .. Z and n = 1 .. N. Resident points of 
sensor nodes in the same group follow the same probability distribution function. In our  
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deployment model, we employ two-dimensional Gaussian distribution. Using a Gaussian 
distribution, sensor nodes dropped at the same deployment point tend to be closer to each 
other.    

2.2 Predistribution Phase 
In key predistribution phase, we describe the method of how keys are distributed to nodes. We 
define two methods in this phase: intra-zone key predistribution method and inter-zone key 
predistribution method. In intra-zone key predistribution method, setup server distributes the 
keys required for establishing secure links between nodes from the same zone. This step 
applies for both regular nodes and agent nodes. In inter-zone key predistribution method, setup 
server distributes the keys to agent nodes for their secure communication with other agent 
nodes of neighboring eight zones.  
 
In the intra-zone key predistribution, we adopted the method proposed in [9], which is for the 
whole sensor field, into a zone. The method in [9] and also our method are based on well-
known Blom's key predistribution scheme [2], Using Blom's scheme, any two nodes having 
shares from the same matrix can compute a secret pairwise key. Setup server generates a 
single public matrix G, whose size is (λ+1)×N. All λ+1 columns of  matrix are linearly 
independent. For each zone, setup server generates ω random and symmetric  matrices with 
size (λ+1)×(λ+1) and uses these matrices to compute ω  matrices. Size of each  matrix is 
N×(λ+1). Each  and  matrix pair make up a key space. Each key space has a unique ID, kmp, 
where 1 ≤ m ≤ Z and 1 ≤ p ≤ ω. Sensors can use key space IDs to find out if they have common 
key spaces with their neighbors. Then, for each node smn, setup server picks τ key spaces and 
stores nth row of  matrix and nth column of  matrix to node smn.  
 
In order for two neighboring nodes to compute a common key, they need to know each other's 
public columns in  matrix. As shown in [9], it is feasible to generate a public  matrix by using 
a single primitive element. Instead of storing  matrix columns, nodes only store a single 
primitive element. At the end of intra-zone key predistribution method, all nodes have τ rows 
with λ+1 elements and one primitive element stored in their memory.  
 
In our method, each zone has distinct key spaces. This guarantees that the keys used in one 
zone are not used in another zone. In this way, the resiliency improves significantly as analyzed 
in Section 3. 
 
As a unique feature of our method, in the inter-zone key predistribution method, we distribute 
random-pairwise keys to establish common keys between agent nodes. Before sensor 
deployment, setup server generates unique random pairwise keys for each agent node pair; 
there are only two copies of a pairwise key. For an agent node smn, setup server generates 
pairwise keys that smn shares with all agent nodes in neighboring zones of zone m. Then, these 
pairwise keys are stored in smn along with IDs of corresponding agent nodes.  
 
Random pairwise keys have node-to-node authentication property and have perfect node 
capture resiliency, meaning that when a pairwise key is compromised by adversaries, only the 
secure link that compromised key is used, is affected.   
 
Agent nodes will carry keys from both intra-zone and inter-zone key predistribution method. 
Thus, agent nodes must have larger memory as compared to regular nodes. Considering that 
there will be limited number of agent nodes in each zone, this is a practical approach.  

2.3 Direct Key Establishment Phase 
After deployment, sensor devices try to establish secure links with all of their neighbors. In direct 
key establishment phase, two neighboring nodes of the same group/zone compute shared keys 
with their neighbors. Here, we use a similar method as the one described in [9]. The two 
neighboring sensor nodes can be regular nodes or agent nodes. In order to find out if they 
share any key spaces, each node broadcasts a message containing the node's id and the 
indices of the stored key spaces. If two neighboring nodes, smn and smq, share a common key 
space, then they can compute a pairwise key using Blom's scheme. smn can compute the 
pairwise key by using its private row from matrix  and smq's column of public matrix , which 
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smn can generate by using smq's ID and the primitive root, which is already stored in every node. 
Similarly, smq calculates the same key using its private row and smn 's column of . This shared 
key is called the direct key.  
 
Neighboring sensor nodes may belong to different groups/zones. If at least one of the nodes is 
a regular node, they cannot directly establish a secure link because they do not have any 
common key spaces. In Section 2.5, we describe an original method how two regular nodes 
from different zones can establish a secure link with the help of agent nodes. If both of the 
nodes are agent nodes from neighboring zones, they can easily establish a secure link by 
exchanging IDs. Each agent node can find the pairwise key shared with the other agent node 
just by using other node's ID.  
 
After the direct key establishment phase, the entire sensor network forms a secure link graph in 
which two nodes can have an edge between them only if they are neighbors and they share a 
secret key.  

2.4 Hybrid Key Establishment Method 
Every regular node needs to have a contact with an agent node in order to perform inter-zone 
path key establishment that will be explained in Section 2.5. Direct key establishment phase can 
be used to establish direct keys between a regular node and an agent node. However, if a 
regular node has no agent node within its radio communication range (i.e. none of regular 
node's 1-hop neighbors is an agent node), they cannot run the direct key establishment 
procedures. In such as case, the nodes may run the hybrid key establishment method. In this 
method, the regular node tries to find an agent node within several hops range to establish a 
pairwise key.  
 
Regular nodes may share key spaces with agent nodes even if they are several hops away from 
each other. If they can exchange their key space IDs over a secure path, they can compute their 
secret shared key as explained in Section 2.3. Hybrid key establishment method basically aims 
the exchange of such key space IDs over a secure path.  
 
The hybrid key establishment method works as follows. Suppose a regular node, smn, where 1 ≤ 
m ≤ Z and 1 ≤ n ≤ N, multicasts a query including its key space IDs to its secure neighbors with 
whom it shares a direct key. If smn's secure neighbors have an agent node in their neighbor lists, 
they forward the query to the agent node. If there are no agent nodes in two hops, secure 
neighbors of smn forward the query to their secure neighbors and this flooding of queries goes on 
until either a hop-limit is reached or an agent node is found. If the secure link graph is 
connected, smn eventually finds an agent node. If more than one agent node is found in this way, 
then the closest one is preferred. In this method, not only a key is exchanged, but also a secure 
path is established between smn and its closest agent node. This secure path is later utilized in 
inter-zone path key establishment phase. 
 
An example of hybrid key establishment method is shown in Figure 1. Here the regular node sib 
has an agent node sia which is 3-hops away from it.  
 
It is possible that regular node smn does not share any key spaces with any of the agent nodes 
in its zone. In this case, a path key can be established between smn and its nearest agent node 
using the method explained in Section 2.5. 

2.5 Intra-zone and Inter-zone Path Key Establishment Phases 
After direct key establishment phase, a sensor node, smn may end up in a case where it cannot 
find any shared key spaces with one or more of its neighbors. In this case, smn tries to find 
secure paths to such neighbors with the help of its secure neighbors. The process of 
establishing a secure link over a secure path between same zone nodes is called intra-zone 
path key establishment. 
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FIGURE 1: Regular node sib establishes a pairwise key with agent node sia using hybrid key establishment 

method 
  
 

The process works as follows. Assume node smn of zone Zm does not have a secure link with its 
neighbor node smp. Node smn floods a query to other nodes to see if they have secure links with 
node smp. If at some hop level any of the neighbors, say smq, has such a secure link, then smq 
generates a random key and sends this key to both node smn and smp over secure links. Then, 
smq removes this random key from its memory.  
 
When node smn's neighbor, stk, is from a neighboring zone, smn needs an agent node to 
communicate securely with stk. That is why every regular node needs a secure path to its 
nearest agent node before initiating inter-zone path key establishment process. Assuming both 
smn and stk have direct or hybrid links with an agent node, inter-zone path key establishment 
process works as follows: 
 

1. They exchange their and their nearest agent node's ID. 
2. One of the regular nodes, say stk, sends IDs received from the other node to its nearest 

agent node over a secure link.  
3. Since smn and stk are from neighboring zones, their agent nodes must share a pairwise key, 

as explained in Section 2.2. Agent nodes can easily find out their shared pairwise key, Kp, 
via a simple lookup. Node stk has either a direct or hybrid key, Ks, to its agent node. Node 
stk's agent node generates a random key, Kr, and encrypts it with Kp as EKp{Kr}. Then stk's 
agent node prepares and sends the message EKs{Kr,EKp{Kr}} to stk over a secure path or 
secure link. 

4. Node stk decrypts the message and retrieves Kr. Then it sends EKp{Kr} to its neighbor, smn. 
5. Node smn sends the message, EKp{Kr}, to its agent node. The agent node decrypts EKp{Kr} 

and sends Kr back to smn over a secure link or secure path.  
6. Now both smn and stk shares the same key Kr. 
 

3. PERFORMANCE EVALUATION 

In order to evaluate the performance of our scheme, various simulations are performed in 
Matlab®. We used the well-known metrics such as local connectivity, global connectivity, 
communication cost, and resilience against node compromise. We also simulated some of the 
well-known key predistribution schemes [1], [8], and [9] for comparison purposes.  

3.1 System Parameters 
In our analysis and simulation, we use the following configuration. 
 

− Deployment area is 1000m x 1000m 
− Deployment area is divided into 10 x 10 zones, i.e. Zx = Zy = 10 and Z = 100  

 
   
     sib 
  
 

sia 
Zone i 

Communication range 

 
  Agent node 

     Regular node
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− Total number of sensor nodes is 10000 and there are 100 nodes in each zone, i.e. N = 
100.  

− Communication range, R, for each node is 40m.  

3.2 Local Connectivity 
Local connectivity can be referred as the probability of two neighboring nodes sharing at least 
one key space, in other words having a direct secure link. Assuming that key spaces are 
homogenously distributed among sensor nodes, local connectivity can also be defined as the 
average number of secure neighbors of a node. This probability is denoted as Plocal. In Figure 2, 
local connectivity values of our scheme and Du et al.'s scheme [9] are shown. It can be 
observed that the ratio τ/ω is the determiner Plocal. As τ increases and ω decreases, the 
probability that two neighboring nodes share at least one key space increases.  In this analysis, 
the ω values of Du et al.'s scheme is taken 100 times larger than our scheme in order to 
equalize the total number of key spaces in the whole sensor network.  
 

 
 

FIGURE 2: Local connectivity, Plocal, vs. τ, number of key spaces installed in a node 
 
Figure 3 shows local connectivity values obtained from simulation results of our scheme and Du 
et al's scheme using deployment knowledge [8] (from now on we call this scheme “Du et al.'s 
scheme 2”). Their approach is a modified version of Eschenauer and Gligor's scheme [1]. They 
improve the scheme in [1] by using deployment knowledge on a grid environment. 
 
In Figure 3, we simulated our scheme for various values of λ+1 and τ values. We took 15, 25 
and 35 as λ+1, and 2, 3 and 4 as τ. For our scheme, τ × (λ+1) gives the number of keys in a 
node which is shown on the horizontal axis of Figure 3. When λ+1 is 15 and τ is less than 4, our 
scheme has better local connectivity than Du et al.'s scheme 2. However, Plocal of our scheme 
does not increase more than 0.6209. However, Plocal of Du et al's scheme 2 reaches 0.9522 
when number of keys is as high as 150. Local connectivity for our scheme stops increasing after 
a specific value, because regular nodes cannot establish direct secure links with their different-
zone neighbors, whereas in Du et al.'s scheme 2, nodes have the capability to share keys with 
nodes from neighboring zones. Although it seems here that our scheme has a drawback here 
for large number of keys, since it is possible to reach good global connectivity and resiliency 
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figures with 50-60 keys, as discussed in subsequent sections, larger amount of keys only 
marginally affects the overall performance of the system at a high cost of larger memory at tiny 
sensor nodes. 
 

 
FIGURE 3: Local connectivity for Du et al.'s scheme 2 [8] and our scheme. For our scheme ω = 7, τ = 2, 3, 

4, and λ+1=15, 25, 35. Number of keys in a sensor node is calculated as τ ×( λ+1)  
 

3.3 Global Connectivity 
Even if a sensor node cannot establish a direct secure link with its neighbor, it is possible to 
establish a link via path key establishment phases provided that the node has a secure path to 
this neighbor. If we generalize this to all sensor nodes, in order to establish secure links via path 
key establishment phases, the network must be securely connected after the direct key 
establishment phase. Global connectivity is the measure of this secure connectedness. Global 
connectivity is computed by finding the ratio of the largest securely connected block of nodes 
(obtained after direct key establishment phase) over total number of nodes. Global connectivity 
also indicates the amount of wasted nodes. If some nodes have no secure connection with the 
main block of sensor nodes, then they cannot contribute to the sensor network securely. For 
example, consider 0.99 global connectivity for a sensor network. This means 99% of all nodes 
can establish direct or path keys among themselves; however, 1% of the nodes cannot reach 
the rest of the network in a secure way.  
 
Figure 4 shows global connectivity of our scheme for τ=2, 3, 4 and ω=4, 5, 6. Simulation results 
indicate that even in the worst case where τ = 2 and ω=6, global connectivity is higher than 
0.99, which means more than 99% of nodes securely join and contribute to the sensor network.  

3.4 Communication Cost 
In this section, communication overhead of our key predistribution scheme, when two 
neighboring nodes cannot establish a direct secure link, is examined.  In our scheme, a sensor 
network incurs most of communication cost during three operations: intra-zone path key 
establishment, hybrid key establishment and inter-zone path key establishment. During intra-
zone path key and hybrid key establishment processes, flooding is used in broadcast and 
multicast manner, respectively.  
 
We first determine average number of hops required to connect two neighboring nodes using 
intra-zone path key establishment. Figure 5 illustrates number of hops and connectivity values 
of corresponding secure link graphs for various τ and ω combinations. It can be observed from 
Figure 5 that when τ/ω ratio is high, a node can establish direct links with most of its same-zone 
neighbors. For example, when τ is 3 and ω is 6, a node can reach 0.9503 of its same-zone  
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FIGURE 4: Global connectivity of our scheme 
 
 

 
FIGURE 5: Communication overhead for intra-zone path key establishment in our scheme 

 
neighbors in one hop, and the rest in two hops. Although we could not show here for space 
limitations, the performances of flooding based path key establishment of our scheme and Du et 
al.'s scheme 2 [8] are similar. 
 
The number of hops, that a regular node can reach its nearest agent node, is an important 
indicator of network connectivity and an important parameter in overall communication cost. We 
show in Figure 6 that majority of regular nodes can reach their nearest agent nodes in only one 
hop when the number of node agents in a zone, Az = 10. 
 
Here it should be noted that while a hybrid key is being established, flooding is required only for 
one time. Then the same path can be used for all subsequent inter-zone path key establishment 
processes. This is an important advantage of our scheme.  
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FIGURE 6: Ratio nodes reaching their nearest zone agent in i hops when Az=10 (for our scheme) 

 
 
When two neighboring regular nodes are from different zones, they try to establish a secure link 
by inter-zone path key establishment process, as discussed in Section 2.5. Assuming that one 
of the regular nodes is h1 hops away from its zone agent and hop length between the other 
node and its zone agent is h2, total number of messages exchanged during inter-zone path key 
establishment process can be found as: 
 
                                                                  ( ) 32 21 ++ hh                              [1] 
 
We calculate the number of messages exchanged for each inter-zone path key. Figure 7 
illustrates the ratio of inter-zone path keys established by exchanging different amounts of 
protocol messages. For example, when ω = 6, τ = 2 and Az = 5, 80 % of all inter-zone path keys 
are established by exchanging 9 or less protocol messages. Maximum number of messages 
required in order to establish all inter-zone path keys is 13 when ω = 6, τ = 2 and Az = 10. Here 
one may argue that the number messages is quite larger than the intra-zone path key 
establishment process. However, it should be noted that inter-zone path key establishment does 
not make flooding which may exponentially increase the number of messages distributed in the 
network.  

3.5 Resiliency against Node Capture 
The most obvious attack against a sensor network is capturing sensor nodes. We will assume 
when a node is captured, all of its cryptographic material is compromised. Using those 
compromised material, attacker can also compromise some additional links that use the same 
material. A key distribution scheme's resiliency against node capture can be defined as the ratio 
of additional compromised links over total number of links except those of captured nodes. The 
smaller this ratio is the more resilient network. One possible way to protect keys inside a sensor 
node is to tamper-proof the device. However tamper-proofing is both costly [18] and is not 
perfectly safe [13].  
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FIGURE 7: Communication cost for inter-zone path key establishment in our scheme, where ω=6 and τ =2 
 
For a key space to be compromised, λ+1 nodes carrying shares from that key space must be 
compromised [2]. An attacker with λ shares from the same matrix cannot gain any extra 
information about that key space and cannot learn private shares of nodes that are not 
captured.  
 
In Figure 8, we show node capture resiliency of our scheme, Du et al's scheme 2 [8] and Du et 
al's scheme [9]. For our scheme, ω=7, τ=3, λ+1=17 and Plocal =0.5605. For Du et al's scheme 2, 
m=50, Sc=1000 and Plocal=0.5569. For Du et al's scheme, ω=43, τ=4, λ+1=13 and Plocal =0.56. 
As shown from these figures, three of the systems are compared using similar values for the 
number of keys per node and local connectivity. 
 
 

 
 

FIGURE 8: Ratio of additionally compromised links vs. number of nodes captured for our scheme, Du et 
al's scheme 2 [8] and Du et al's scheme [9]. Plocal is approximately 0.56 for al schemes. 
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It can be observed from Figure 8 that both Du et al's scheme 2 and our scheme have 
substantially better resiliency than Du et al's scheme [9]. The most important reason for such a 
difference is that scheme in [9] does not utilize deployment knowledge. 
 
Our scheme has stronger resiliency than Du et al's scheme 2, especially against small-scale 
attacks. When number of captured nodes is less than 2000, our scheme causes zero or 
negligible number of additionally compromised links. However, in Du et al's scheme 2, an 
adversary can compromise 62 percent of secure links by capturing only 2000 nodes. The 
reason is that our scheme is based on Blom's scheme and in Blom's scheme an attacker can 
gain no information on a key space with less than λ+1 shares. Therefore, attacker must capture 
a substantial number of nodes before compromising any additional links. However, with Du et 
al.'s scheme 2, when an attacker captures only one node, he can start to compromise additional 
secure links.  Another reason that makes our scheme more resilient than Du et al.'s scheme 2 is 
the independence of the key spaces in different zones. In this way, when a key space is 
compromised, only the current zone is affected; the nodes in any other zone are not.  

 

4. CONCLUSIONS 

In this paper, we presented a two-tier random key predistribution scheme for sensor networks. 
In our scheme, we used a zone-based approach, in which each zone has its own separate key 
spaces. Secure links between zones are established through agent nodes, which are higher 
capacity nodes. We utilized Blom's scheme [2] for key establishment among the nodes of the 
same zones. 
 
Our scheme achieves high local and global connectivity values while consuming minimal 
memory. The communication cost of our scheme is within practical limits. We showed that by 
using a two-tier approach, our scheme achieves substantially strong node capture resiliency. 
Ratio of additionally compromised links when 2000 nodes (out of 10000 total nodes) are 
captured is almost zero.   
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Abstract

Dependable systems evolution has been identified by the UK Computing Research
Committee (UKCRC) as one of the current grand challenges for computer science.
We present work towards addressing this challenge which focusses on one facet of
dependability, namely data security: We give an overview on an approach for model-
based security verification which provides a traceability link to the implementation.
The approach uses a design model in the UML security extension UMLsec which
can be formally verified against high-level security requirements such as secrecy
and authenticity. An implementation of the specification can then be verified against
the model by making use of run-time verification through the traceability link. The
approach supports software evolution in so far as the traceability mapping is updated
when refactoring operations are regressively performed using our tool-supported
refactoring technique. The proposed method has been applied to an implementation
of the Internet security protocol SSL.a

aThis work was partially supported by the Royal Society within the project Model-based Formal Security
Analysis of Crypto-Protocol Implementations.

Keywords:

1. INTRODUCTION

There has been successful research over the last years to provide security assurance tools
for the lower abstraction levels of software systems. However, these tools usually search for
specific security weaknesses, such as buffer overflow vulnerabilities. What is so far largely missing
is automated tool support which would support security assurance throughout the software
development process, starting from the analysis of software design models (e.g., in UML) against
abstract security requirements (such as secrecy and authenticity), and tracing the requirements
to the code level to make sure that the implementation is still secure.
This article presents a tool-supported approach that supports such a software security assurance,
which can be used in the context of an approach called Model-based Security Engineering
(MBSE) that has been developed over the last few years (see e.g., [7, 8] for details and Fig. 1a for
a visual overview). In this approach, recurring security requirements (such as secrecy, integrity,
authenticity and others) and security assumptions on the system environment, can be specified
either within a UML specification, or within the source code (Java or C) as annotations. One can
then formally analyze the models against the security requirements using model-checkers and
automated theorem provers for first-order logic (see Fig. 1b) and [11, 17]). The approach has
been used successfully in a number of industrial applications (e.g., at BMW [2] and O2 (Germany)
[9]).
We also present an extension of this approach which allows one to use runtime verification to
increase one‘s confidence that the implementation securely implements the security properties
previously demonstrated at the specification level. Note that our goal is not to provide a full formal
verification of the correctness of the implementation against the specification, but to raise one‘s
confidence in its security by demonstrating that certain particularly security-relevant parts (such
as the checking of cryptographic certificates) are securely implemented. We demonstrate the
approach at the hand of an application to an implementation of the Internet security protocol SSL.

In our experience, it is non-trivial to link the model correctly to its implementation to ensure that
not only the model but also the implementation satisfies the relevant security requirements. As the
implementation or the used libraries evolve, the instrumentation may not anymore guarantee the
correct link to the protocol design. It is therefore important to have a way to perform refactoring
steps in a traceable way. One goal of our work is thus to maintain traceability between the design

Software engineering, Security analysis, Dependable systems evolution
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(a) (b)

FIGURE 1: a) Model-based Security Engineering; b) MBSE Toolkit

and the implementation of a crypto-based software through a dedicated software refactoring
approach. Our approach supports traceability in various stages of development:

• Traceability from security requirements to design: one includes security requirements
as annotations into UML models and automatically verifies the models against these
requirements (Sect. 2).

• Traceability from secure design to implementation: with the help of refactoring operations,
cf. Sect. 3.2.

• Security verification of the implementation: using run-time verification, cf. Sect. 3.3.

Analyzing one implementation of crypto-based software and setting up security monitors are
time-intensive. Effort for similar tasks on another implementation of the same design can be
greatly alleviated by reusing the traceability established between the design and the previous
implementation. Maintaining such traceability using our refactoring tool requires only to adjust
parameters from the previous refactoring specifications. Book-keeping changes explicitly makes
such program understanding repeatable and regressive.
Specific novel aspects of this approach include a new combination of verification techniques
including model-level security analysis, model-code traceability robust under change, and run-
time security verification, and applying it to implementations of crypto-protocols.
From a broader point of view, the goal of this work is to allow the use of formally based
verification techniques (such as automated theorem provers and run-time verification) in practice
by encapsulating them in an industrially accepted development approach (UML). We hope to thus
contribute to dealing with the challenges faced when trying to use formal methods in a practical
environment (cf. e.g. [6, 4, 16] for relevant discussions).
The approach presented here has to be seen in the context of other approaches to model-based
security based on UML developed over the last few years (see [7] for a more complete overview).
There are also many other relevant approaches to model-based assurance of security-critical
systems which are not based on UML, such as [14, 18]. The work presented here differs from
that in that it is based on a modelling notation routinely used in industry today to facilitate uptake
in practice, and that it includes a link to implementation level security assurance. Also related are
several approaches to formally verifying implementations of crypto protocols developed recently,
such as [10, 5, 3]. The current work is different in that it does not verify the implementation directly
against security properties, but verifies specification models against security properties, and then
verifies the implementation against the models with a focus on the security properties, using
techniques including run-time security verification. The idea of this two-step verification process
is to facilitate application to complex legacy software.

2. MODEL-BASED SECURITY ENGINEERING: MODEL ANALYSIS

2.1. Model-based Security Engineering

Model-based Security Engineering [7, 8] provides a soundly based approach for developing
security-critical software where recurring security requirements (such as secrecy, integrity,
authenticity and others) and security assumptions on the system environment, can be specified
either within a UML specification, or within the source code as annotations (cf. Fig. 1a). Various
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FIGURE 2: Handshake protocol of SSL3 using RSA and Server Authentication

analysis plugins in the associated UMLsec tool framework [17] (Fig. 1b) generate logical formulas
formalizing the execution semantics and the annotated security requirements. Automated theorem
provers and model checkers automatically establish whether the security requirements hold. If not,
a Prolog-based tool automatically generates an attack sequence violating the security requirement
which can be examined to determine and remove the weakness. Thus we encapsulate knowledge
on prudent security engineering and make it available to developers who may not be security
experts. Since the analysis that is performed is too sophisticated to be done manually, it is
also valuable to security experts. Part of the MBSE approach is the UML extension UMLsec for
secure systems development which allows the evaluation of UML specifications for vulnerabilities
using a formal semantics of a simplified fragment of the UML. The UMLsec extension is given in
form of a UML profile using the standard UML extension mechanisms. Stereotypes are used
together with tags to formulate the security requirements and assumptions. Constraints give
criteria that determine whether the requirements are met by the system design, by referring to
a precise semantics of the used fragment of UML. The security-relevant information added using
stereotypes includes security-relevant information covering the following aspects:

• Security assumptions on the physical system level, for example the stereotype 〈〈encrypted 〉〉,
when applied to a link in a UML deployment diagram, states that this connection has to be
encrypted.

• Security requirements on the logical level, for example related to the secure handling and
communication of data, such as 〈〈secrecy 〉〉 or 〈〈 integrity 〉〉.

• Security policies that system parts are required to obey, such as 〈〈 fair exchange 〉〉 or
〈〈data security 〉〉.
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The UMLsec tool-support in Fig. 1b can then be used to check the constraints associated
with UMLsec stereotypes mechanically, based on XMI output of the diagrams from the UML
drawing tool in use [17, 8]. There is also a framework for implementing verification routines for
the constraints associated with the UMLsec stereotypes. Thus advanced users of the UMLsec
approach can use this framework to implement verification routines for the constraints of self-
defined stereotypes. The semantics for the fragment of UML used for UMLsec is defined in [7]
using so-called UML Machines, which is a kind of state machine with input/output interfaces
and UML-type communication mechanisms. On this basis, important security requirements such
as secrecy, integrity, authenticity, and secure information flow are defined. To support stepwise
development, one can show secrecy, integrity, authenticity, and secure information flow to be
preserved under refinement and the composition of system components, and the approach also
supports the secure development of layered security services (such as layered security protocols).
See [7] for more information on the above.

2.2. Analyzing Cryptographic Protocols

For the remainder of this paper, we concentrate on applying model-based security engineering
to the special case of crypto protocols, which is well suited to present our approach in a
short overview paper since this is a compact piece of highly security-critical software which is
nevertheless non-trivial to design and implement correctly.
We applied the approach presented in this paper to the core part of the SSL 3.0
handshake protocol given in Fig. 2 together with the open-source Java implementation JESSIE
(http://www.nongnu.org/jessie) of the Java Secure Socket Extension as will be presented as a
running example throughout this paper. SSL is the de facto standard for securing http connections,
which however has been the source of several significant security vulnerabilities in the past and
is therefore an interesting target for a security analysis. In this paper, we concentrate on the
fragment of SSL that uses RSA as the cryptographic algorithm and provides server authentication
(cf. Fig. 2).
Using UML sequence diagrams, each message in a crypto-protocol is specified by giving the
sender, the receiver, the message, and possibly a precondition (in equational first-order logic)
which has to be fulfilled so that the message is sent out. An example can be seen in Fig. 2 which
shows version 3 of the SSL protocol, the de facto standard for securing http connections, which
however has been the source of several significant security vulnerabilities in previous versions
and is therefore an interesting target. We concentrate on the fragment of SSL that uses RSA as
the cryptographic algorithm and provides server authentication. The protocol participants (here
the instances C of class Client and S of class Server) are represented by vertical boxes, and the
messages between them are represented by arrows. A logical expression next to an outgoing
arrow is the guarding constraint that needs to be checked by the relevant protocol participant
before the message is sent out. The assignments specified below the model in Fig. 2 describe
how the data that is received should be used by the receiving instance. Here the expression
argi,n,p corresponds to the pth element of the nth message sent by the object instance i. For
example, RS ‘:==argS,1,1 means that the random number RS , which was sent by the server in
the message ServerHello, is stored in the variable RS ‘ at the Client, after receiving the message.
In the guards, the local designations are used. The guard [ver(certS)] means that the certificate
X509Cert s previously received from the server must be verified. The guards [md5S ’ = md5 ∧
shaS ’ = sha] and [md5C ’ = md5 ∧ shaC ’ = sha] express the condition that the hash values
of the instance which receives a Finished message have to agree with the hash values of the
other instance. K is the symmetric session key which is created separately at each of the
protocol partners, making use of the pre-master secret PMS. The values md5 and sha used as
message arguments are created by the sender of the respective message by using the MD5
resp. SHA hash algorithm over the message elements received so far. ExchangeData represents
the communication of data over the established channel once the handshake protocol is finished
and also has an associated guard. For simplification, we specify the encryption of a compound
message as the concatenation of the encryptions of the separate message elements (for example
Finished(symencK(md5), symencK(sha)) rather than Finished(symencK(md5::sha))); we assume that
type or message confusion attacks are ruled out using the usual protocol design rules not under
investigation here.
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enc(E, E′) (asymmetric encryption)
symenc(E, E′) (symmetric encryption)
dec(E, E′) (decryption)
hash(E) (hashing)
sign(E,E’) (signing)

ver(E,E’,E”) (verification of signature)
kgen(E) (key generation)
inv(E) (inverse key)
conc(E,E’) (concatenation)
head(E) and tail(E) (head and tail of concat.)

FIGURE 3: Abstract Crypto Operations

As usual in the formal analysis of crypto-based software, the crypto algorithms are viewed as
abstract functions. The messages that can be created from these algorithms are then as usual
formally defined as a term algebra generated from ground data such as variables, keys, nonces
and other data using symbolic operations including those in Fig. 3. There, the symbols E, E′, and
E′′ denote terms inductively constructed in this way. Note that the key and random generation
methods are not part of the crypto term algebra in Fig. 3 but are formalized implicitly in the logical
formula by introducing new constants representing the keys and random values (and making use
of the inv(E) operation in the case of generateKeyPair()). In the term algebra, one defines the
equations dec(enc(E,K), inv(K)) = E and ver(sign(E, inv(K)),K,E) = true for all terms E,K, and the
usual laws regarding concatenation, head(), and tail().
A crypto-protocol like the one in Fig. 2 can then be verified for the relevant security requirement
such as secrecy and authenticity using the UMLsec tools presented above, which rely on a
translation from the UMLsec sequence diagram to a security-sensitive interpretation in first-order
logic based on the Dolev-Yao attacker model as explained in [8], which is then verified using
automated theorem provers for FOL. The idea is here that an adversary can read messages sent
over the network and collect them in his knowledge set. The adversary can merge and extract
messages in the knowledge set and can delete or insert messages on the communication links.
The security requirements can then be formalized using this adversary model. For example, a data
value remains secret from the adversary if it never appears in the knowledge set of the adversary.

We now explain how to analyze the UMLsec specification by making use of our translation
from cryptographic protocols specified as UML sequence diagrams to FOL formulas which can
be processed by the automated theorem prover e-SETHEO. The formalization automatically
derives an upper bound for the set of knowledge the adversary can gain. The usage of the
FOL generation explained in the following is complementary to the model-level security analysis
mentioned above: Although using the approach described earlier one can make sure that the
specification is secure, this does not imply that the implementation is secure as well, since we
cannot make any assumptions on how it was constructed (as we would like to deal in particular
with legacy implementations such as openSSL). The FOL-based approach described in the
following therefore has the goal to verify the UML sequence diagram against for the given security
requirements such as secrecy.
The idea is to use a predicate knows(E) meaning that the adversary may get to know
E during the execution of the protocol. For any data value s supposed to remain secret
as specified in the UMLsec model, the FOL formalization will thus compute all scenarios
which would lead the attacker to derive knows(s). The FOL rules generated for a given
UMLsec specification is defined as follows. For each publicly known expression E, one defines
knows(E) to hold. The fact that the adversary may enlarge his set of knowledge by constructing
new expressions from the ones he knows (including the use of encryption and decryption) is
captured by the formula in Fig. 4.
For our purposes, a sequence diagram is essentially a sequence of command schemata of
the form await event e – check condition g – output event e’ represented as connections
in the sequence diagrams. Connections are the arrows from the life-line of a source object
to the life-line of a target object which are labeled with a message to be sent from
the source to the target and a guard condition that has to be fulfilled. Suppose we are
given a connection l = (source(l), guard(l),msg(l), target(l)) in a sequence diagram with

∀E1, E2.
“
knows(E1) ∧ knows(E2)⇒ knows(E1 :: E2) ∧ knows({E1}E2 ) ∧ knows(SignE2

(E1))
”

∧
“
knows(E1 :: E2)⇒ knows(E1) ∧ knows(E2)

”
∧

“
knows({E1}E2 ) ∧ knows(E−1

2 )⇒ knows(E1)
”

∧
“
knows(Sign

E−1
2

(E1)) ∧ knows(E2)⇒ knows(E1)
”

FIGURE 4: FOL rules for attacker knowledge generation
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PRED(l) = ∀exp1, . . . , expn.
“
knows(exp1) ∧ . . . ∧ knows(expn) ∧ cond(exp1, . . . , expn)

⇒ knows(exp(exp1 , . . . , expn ) ∧ PRED(l′)
”

FIGURE 5: FOL rule for attacker interaction

guard(l) ≡ cond(arg1, . . . , argn), and msg(l) ≡ exp(arg1 , . . . , argn), where the parameters
arg i of the guard and the message are variables which store the data values exchanged
during the course of the protocol. Suppose that the connection l′ is the next connection in
the sequence diagram with source(l′) = source(l). For each such connection l, we define a
predicate PRED(l) as in Fig. 5. If such a connection l′ does not exist, PRED(l) is defined
by substituting PRED(l′) with true in Fig. 5. The formula formalizes the fact that, if the
adversary knows expressions exp1, . . . , expn validating the condition cond(exp1, . . . , expn), then
he can send them to one of the protocol participants to receive the message exp(exp1 , . . . ,
expn) in exchange, and then the protocol continues. This way, the adversary knowledge set
is approximated from above (e.g. one abstracts away from the message sender and receiver
identities and the message order). In particular, one will find all possible Dolev-Yao type attacks
on the protocol, but execution traces may also be generated that are not actually executable for
a valid implementation. This has however not been a problem in practical applications of the
approach. For each object O in the sequence diagram, the generated FOL formulas will now
compute scenarios which, if successful, may constitute an attack on the protocol against the
security properties required of the protocol.
We used the UMLsec tools to verify the UMLsec model of the SSL protocol (cf. Fig. 2) against
the relevant security requirements such as secrecy and authenticity. Verifying secrecy of a
value s can be done by checking whether the statement knows(s) is derivable from the FOL
formulas generated from the protocol specification. Verifying authenticity involves additional
correspondence predicates which ensure that certain authenticity checks are carried out correctly
(details have to be omitted here for space restrictions). In each case, the properties were proved
within less than a minute. E.g., the verification of the secrecy of the master secret communicated
in the SSL protocol took 2 seconds.

3. LINKING MODELS TO CODE

We explain how to link the formally verified specification to a crypto-based implementation which
may not be trustworthy (for example, which might have been implemented insecurely from a
secure specification, either maliciously or accidentally). The approach is currently focusing on
Java as the implementation language. We then explain how to use the link to perform run-time
verification of the implementation.

3.1. The SSL Implementation JESSIE

We applied the approach sketched below to the implementation of the Internet security protocol
SSL in the project JESSIE, which is an open-source implementation of the Java Secure Sockets
Extension (JSSE). The whole JESSIE project currently consists of about 5 MB of code, but the
part directly relevant to SSL consists of less than 700 KB in about 70 classes.
As explained above, the crypto algorithms are viewed as abstract functions. In our application,
these abstract functions represent the implementations from the Java Cryptography Architecture
(JCA). The messages that can be created from these algorithms are then as usual formally
defined as a term algebra generated from ground data such as variables, keys, nonces, and
other data using symbolic operations. These symbolic operations are the abstract versions of
the cryptographic algorithms. Note that the cryptographic functions in the JCA are implemented
as several methods, including an object creation and possibly initialisation. Relevant for
our analysis are the actual cryptographic computations performed by the digest(), sign(),
verify(), generatePublic(), generatePrivate(), nextBytes(), and doFinal() methods (together with
the arguments that are given beforehand, possibly using the update() method), so the others
are essentially abstracted away. As noted above, the key and random generation methods
generatePublic(), generatePrivate(), and nextBytes() are not part of the crypto term algebra but
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Message name Class of Message Type Message Type
ClientHello ClientHello CLIENT HELLO

ServerHello ServerHello SERVER HELLO

Certificate* Certificate CERTIFICATE

ClientKeyExchange ClientKeyExchange CLIENT KEY EXCHANGE

Finished Finished FINISHED

FIGURE 6: Data for the Handshake message

are formalized implicitly in the logical formula by introducing new constants representing the keys
and random values (and making use of the inv(E) operation in the case of generateKeyPair()).

In our particular protocol, setting up the connection is done by two methods: doClientHandshake()
on the client side and doServerHandshake() on the server side, which are part of the SSLsocket class
in jessie− 1.0.1/org/metastatic/jessie/provider. After some initialisations and parameter checking,
both methods perform the interaction between client and server that is specified in Fig. 2.
Each of the messages is implemented by a class, whose main methods are called by the
doClientHandshake() rp. doServerHandshake() methods. The associated data is given in Fig. 6.

We must now determine for the individual data how it is implemented on the code level, to then be
able to verify that this is done correctly. We explain this exemplarily for the variable randomBytes
written by the method ClientHello to the message buffer. By inspecting the location at which the
variable is written (the method write(randomBytes) in the class Random), we can see that the value
of randomBytes is determined by the second parameter of the constructor of this class (see Fig. 7).

Therefore the contents of the variable depends on the initialisation of the current random
object and thus also on the program state. Thus we need to trace back the initialisation
of the object. In the current program state, the random object was passed on to the
ClientHello object by the constructor. This again was delivered at the initialisation of the
Handshake object in SSLSocket. doClientHandshake() to the constructor of Handshake. Here (within
doClientHandshake()), we can find the initialisation of the Random object that was passed on. The
second parameter is generateSeed() of the class SecureRandom from the package java.security.
This call determines the value of randomBytes in the current program state. Thus the value
randomBytes is mapped to the model element RC in the message ClientHello on the model level.
For this, java.security.SecureRandom.generateSeed() must be correctly implemented. To increase our
confidence in this assumption of an agreement of the implementation with the model (although
a full formal verification is not the goal of this paper), all data that is sent and received must be
investigated. This will be considered in the next section.

Random(int gmtUnixTime, byte[] randomBytes) {

this.gmtUnixTime = gmtUnixTime;

this.randomBytes = (byte[])randomBytes.clone(); }

FIGURE 7: Constructor for random

3.2. Tools for Maintaining Model-Code Traceability

Software refactoring [13] changes the internal structure of an implementation without changing its
external behavior. In this work, we use refactoring scripts to maintain traceability between a design
and its evolving implementations. Modern IDE’s such as Eclipse support refactoring by automated
scripts, allowing users to perform, record and replay refactoring steps as if they were basic editing
operations. The advantage over traditional editing scripts is that refactoring scripts preserve the
behavioral semantics of the program. However, such basic refactoring support is inadequate for
our purpose, namely to maintain traceability between changing code bases. For example, adding
or deleting a single space can make the Extract Method operation inapplicable. To enhance
reusability of refactoring operations regarding such kind of code changes, we extended the
Eclipse Refactoring Language Toolkit (LTK) using a new approach to make the operating context
of refactoring more tolerant to changes. To ease specifying these refactoring operations, we
also implemented a utility to convert refactoring scripts saved from Eclipse into our specification
language.
Conceptually, two kinds of mappings are defined to maintain traceability. The first one maps any
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Programs
1

Virtualizing
refactorings

1

Concretizng
refactorings

1

DESIGN IMPLEMENTATION

Programs
2

Virtualizing
refactorings

2

Concretizing
refactorings

2

Aspects
1

 Tests
1

 

Aspects
2

 

  

  Tests
2

 

Symbols Program entities Identif. Refactoring op.

1. C clientHello C rename.type

2. S serverHello S rename.type

3. Pver session.protocol P ver extract.temp

version

4. RC clientRandom R C rename.local.variable

RS serverRandom R S rename.local.variable

5. Sid sessionId S id rename.field

sessionId S id rename.local.variable

6. Ciph[ ] session.enabledSuites Ciph extract.temp

7. Comp[ ] comp Comp extract.temp

8. Veri Lines 1518–1557 Veri extract.method

FIGURE 8: a) Traceability for reuse; b) Mapping symbols to program entities

symbolic name that appears in the design model to an identifier at the implementation level. The
second maps any identifier to a method, that can be pointcut by a security aspect. We aim to
use refactoring scripts for maintaining such traceability: they guarantee that the behavior of the
program is preserved as far as expressed in the traceability links to the model level. We can
apply the mapping in a round-trip fashion (1) to convert the identifiers/methods to names at the
design level and (2) to convert the names on the design level to identifier/method names in the
implementation.
Though refactoring, the first mapping is set up between the symbolic names in a design model and
the identifier names in the program. A sequence of refactoring operations can be used to transform
every occurrence of a selection of program elements into their counterpart design elements. In
general there may not be a straightforward one-to-one mapping between the abstract symbols and
the way they are implemented. We make use of refactoring actions to refactor the relevant code
fragments in a semantics-preserving way to provide a program entity that can be linked to the
given model-level symbol, in order to facilitate constructing the traceability mapping. To illustrate
this, Fig. 8 b) presents some instances of such a mapping for our example implementation. The
first column shows the names of symbols as used in the crypto protocol model. The second
column shows the names of the corresponding program entities in the implementation. The third
column shows the identifiers that are the target names of the refactoring operations. The type of
the refactoring operation is shown in the last column. The implementation and execution of these
refactoring operations is done using refactoring scripts. These scripts only allow a limited kind of
refactoring which guarantees that the behavior of the program is preserved while facilitating the
construction of the traceability links to the model level (e.g. renaming identifiers in a way that is
ensured not to create any conflicts). Using the refactoring scripts, we can apply the mapping in
a round-trip fashion (1) to convert the program entities to names on the design level and (2) to
convert the names on the design level to names in the implementation. Each refactoring operation
is declared as a transformation from a program entity (a collection of executable statements or
declarations) to a symbolic entity which is named after the corresponding symbol in the design
model. For example, the clientRandom variable is mapped to the symbol R C in the protocol.

Having the first mapping between symbols and implementation established through refactoring,
the second mapping is used to define joinpoints in terms of the symbol names and the joinpoint
model in aspectJ (methods and fields). Such joinpoints must be aware of the context of the method
invocations or field accesses. When identifiers are methods or fields, then they can already be
matched by pointcut expressions in the aspects. Otherwise, more refactoring operations need
to be performed to prepare for AOP instrumentation. As the joinpoint model in aspectJ does not
support the instrumentation of a group of statements inside a method, for example, it is necessary
to apply more refactoring operations such as extract.method to group these statements into a
method. Having the joinpoints symbols refactored as methods and fields, they can now be used
to define aspect pointcut expressions. As long as program changes are captured by changing the
refactoring scripts, one can maintain the pointcut expression unchanged. Similarly, if one wants
to apply the same aspect to a different library where the symbols are implemented differently, the
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reusability of such aspects eliminates the need to change the definition of the aspects. This effort
for maintaining the traceability has a payoff only when a mapping can be used to express aspects
which otherwise would be non-reusable. Since refactoring operations are semantics-preserving
program transformations, these mappings can be performed selectively on the joinpoints that are
immediately useful for the aspects.
One can reuse the traceability information discovered when linking the implementation to the
UML model for example if one wants to apply the refactoring operations defined for one version
of the implementation to a different version of that implementation, or to a different library. To
this end, we create a refactoring plugin that can apply parameterized refactoring operations1.
Our refactoring tool is implemented on top of LTK refactoring plugins, which supports languages
beyond Java. In order to limit the changes to existing refactoring engine, we invoke the context-
specific refactoring operations in JDT by instantiating a scripting template with the parameters
derived from our specifications.
Integration. Our tool delegates the domain-specific (here Java) refactoring integration tasks to
LTK in Eclipse. We also support both interactivity and transparency for programmers to preview
the effects of refactoring if they choose to, and to avoid manually constructing the specification
from the saved refactoring history in Eclipse. The implementation of our refactoring plugin adds
two command buttons to the Eclipse GUI, one of them performs all refactoring operations
automatically, while the other brings up a dialogue for each operation to preview the effects of
refactoring. This allows us to check for any potential maintenance problems of the operation.
We also implemented a headless tool to invoke the functionality of the automated button as a
RCP command. The argument of the command provides the name of a refactoring specification
file. In this way, our tools are integrated into a customized continuous integration (CI) process
using cruisecontrol2. In the process, our security analysis using the automated refactoring tool
(ART) and UMLsec analysis tool is parallel to the typical software development process while
two synchronizations happen for each iteration of development. When a programmer commits
changes to the code repository, the CI monitor detects the change and triggers our automated
refactoring. When a designer commits a change to the design artifacts, the traceability links
established on basis of the previous design might break, therefore a warning will be issued to
report a check on the traceability refactoring operations. If such design-level changes happened
inside Eclipse-based UML design tools, another utility transformation program we implemented
converts an XML-based refactoring script from Eclipse IDE into our own specification language.

3.3. Monitoring security properties

As explained above, a crypto-protocol like the one specified in Fig. 2 can be verified at the
specification level for the relevant security requirement such as secrecy and authenticity using
the UMLsec tools [8]. We now explain how one can then use runtime verification to increase
one‘s confidence that the implementation securely implements the security properties previously
demonstrated at the specification level. Note that our goal is not to provide a full formal verification
of the correctness of the implementation against the specification, but to raise one‘s confidence in
its security by demonstrating that certain particularly security-relevant parts (such as the checking
of cryptographic certificates) are securely included into the implementation context. However,
run-time verification can provide a higher level of assurance for crypto based software than for
example model-based testing: For maximal assurance we would have to aim for full test coverage
for the system traces that might lead to an attack. Full test coverage is in general not achievable
for highly interactive and complex software like cryptographic protocols. Also, cryptography is
required to be secure against brute force searching attacks, which also prevents full test coverage
when testing crypto based software.

To our knowledge, this is the first approach to run-time verification of crypto protocol
implementations, although there has been other work on run-time security verification using LTL,
such as [15, 12].
1These automated refactoring tools (ART), including their source code and examples in the paper, can be downloaded
from the project subversion repository linked from [17].
2See Martin Fowler, Continuous integration, http://www.martinfowler.com/articles/continuousIntegration.html
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We first need to determine how important elements at the model level are implemented at the
implementation level. This can be done in the following three steps:

• Step 1: Identification of the data transmitted in the sending and receiving procedures at the
implementation level.

• Step 2: Interpretation of the data that is transferred and comparison with the sequence
diagram.

• Step 3: Identification and analysis of the cryptographic guards at the implementation level.

In step 1, the communication at the implementation level is examined and it is determined how
the data that is sent and received can be identified in the source code. Afterwards, in step 2, a
meaning is assigned to this data. The interpreted data elements of the individual messages are
then compared with the appropriate elements in the model. In step 3, it is described how one can
identify the guards from the model in the source code.
To this aim, it first needs to be identified at which points in the implementation messages are
received and sent out, and which messages exactly. To be able to do this, we exploit the fact
that in many implementations of crypto-protocols, message communication is implemented in
a standardized way (which can be used to recognize where messages are sent and received).
The common implementation of sending and receiving messages in cryptographic protocols is
through message buffers, by writing the data into type-free streams (ordered byte sequences),
which are sent across the communication link, and which can be read at the receiving end. The
receiver is responsible for reading out the messages from the buffer in the correct order in storing
it into variables of the appropriate types. This is done by using the methods write() from the
class java.io.OutputStream to write the data to be sent into the buffer and the method read() from
the class java.io.InputStream to read out the received data from the buffer. Also, the messages
themselves are usually represented by message classes that offer write and read methods and in
which the write and read methods from the java.io are called.
According to the information that is contained in a sequence diagram specification of a crypto-
protocol, the runtime verification needs to keep track of the following information: 1. Which data
is sent out? and 2. Which data is received? The runtime checks will enforce that the relevant part
of the implementation conforms to the specification in the following sense. 1. The code should
only send out messages that are specified to be sent out according to the specification and in the
correct order, and 2. these messages should only be sent out if the conditions that have to be
checked first according to the specification are met.
Some examples for such properties in the case of the SSL-protocol specified in Fig. 2 are given
by the following requirements that arise from the above discussion:

(1) The client will not send out the ClientKeyExchange message until it has received the
Certificate message from the server, has performed the validity check for the certificate as
specified in Fig. 2, and this check turned out to be positive.

(2) The server will not send the Finished message to the client before the MD5 hash received
from the client in the Finished message has been checked to be equal to the MD5 created
by the server, and correspondingly for the SHA hash, but will send it out eventually after that
has been established.

(3) The client will not send any transport data to the server before the MD5 hash received from
the server in the Finished message has been checked to be equal to the MD5 created by the
client, and correspondingly for the SHA hash.

Formalization in LTL Below, we explain how to capture to above properties using linear-time
temporal logic (LTL) over the alphabet Σ = 2AP obtained by mapping a system’s behaviour
to atomic actions represented by the set AP of atomic propositions. A series of actions then
corresponds to a string or word w of a formal language L ⊆ Σ∞, written w ∈ L. For each formula
ϕ ∈ LTL, we then use a standard construction to obtain a so-called Büchi automaton Aϕ, such
that the accepted language of the automaton, L(Aϕ), consists of all the models of ϕ, i. e. , L(ϕ).
This automaton is then used to generate the actual Java code for the security monitor.
The first property can be formalized as ϕ1 = ¬ClientKeyExchangeSUCertificateR where
{ClientKeyExchangeS ,CertificateR} ⊆ AP is the set of atomic propositions that match the sending
and receiving events of ClientKeyExchange and Certificate. The stream of events processed by our
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FIGURE 9: Finite state machine for first requirement

monitor consists of elements from 2AP ; that is, at each point in time, the application keeps track
of both events the sending of ClientKeyExchange and the receiving of Certificate. If none of the
events was observed, the according propositions are interpreted as ⊥, otherwise as >. Note that
ϕ1 is a classical co-safety property. The monitor for this property, which is obtained by the usual
Büchi automaton generation from the LTL formular, is displayed as a finite state machine in Fig. 9.
Each reachable state has an output symbol associated, stating whether ϕ is satisfied, violated, or
neither. Labels on transitions indicate which symbols in the monitor’s input trigger a transition. Σ
on a loop means that any input triggers the corresponding transition. For instance, an observed
trace u = ∅∅ . . . {CertificateR} would lead to satisfaction of ϕ, whereas u′ = {ClientKeyExchangeS}
would lead to violatation of ϕ.
Let us examine the second property as given above. It involves comparison of values and function
calls. Since this cannot be modelled using LTL directly, we instead adapt the set of atomic
propositions as follows. Let
{FinishedS , (MD5(FinishedR) = MD5(FinishedS)), (SHA(FinishedR) = SHA(FinishedS))} ⊆ AP .
In other words, we define two propositions that are interpreted as >, if and only if the equality
condition holds, which we have to check in the code of our application in terms of comparing the
MD5 and SHA hash values. The corresponding property wrt. AP is then

ϕ2 = (¬FinishedSW(MD5(FinishedR) = MD5(FinishedS)))
∧(F(MD5(FinishedR) = MD5(FinishedS)) ⇒ FFinishedS),

and we assume some ϕ′2 where all occurrences of the proposition (MD5(FinishedR) = . . .) are
replaced by the proposition (SHA(FinishedR) = . . .) from AP , respectively. Hence, we create
two monitors for this security requirement: one for ϕ2 and another one for ϕ′2. Notice, ϕ2 and
ϕ′2 are neither strictly safety nor strictly co-safety properties. For instance, consider a trace
u = ∅{FinishedS}, which violates the first part of our conjunction since FinishedS = >, but
(MD5(FinishedR) = . . .) = ⊥. On the other hand, the trace v = ∅{(MD5(FinishedR) = . . .)} is a
model for ϕ, since our second observation in v shows that the MD5 checksum was successfully
compared, and until then, FinishedS = ⊥ held. Recall ∅ means that all propositions are interpreted
as ⊥. ϕ2 is not co-safety since there exists the infinite model v′ = ∅∅ . . . without a good prefix, i. e.
, FinishedS never holds. Moreover, it is not safety since, there exists the infinite counterexample
u′ = {(MD5(FinishedR) = . . .)}∅∅ . . . without a bad prefix.
Requirement 3. can be formalised as ϕ3 = ¬DataW((MD5(FinishedR) = MD5(FinishedS)),
where AP is as in the previous example, but additionally contains an action, indicating the sending
of data, Data. Now we have a safety property since all traces of violating behaviour for ϕ3 are
finite, or in other words: there exist no infinite counterexamples that cannot be recognised with a
bad prefix. It is not co-safety since the infinite trace w = ∅∅ . . . satisfies ϕ3, which would be the
case if an intruder has intercepted and kept the Finished message, such that it is never received
at the server-side. Again, as in the previous example, we create a second monitor to check the
outcome of the SHA-comparison.

Notice that monitoring strict safety properties, such as Gp, means that the corresponding monitor
would output ? as long as no violation occurred, but never >, since all models are infinite traces
without good prefixes. However, ϕ2 and ϕ3 are such that they do have finite models, hence the
corresponding monitor can output all three values of {>,⊥, ?}, depending on the observed system
behaviour. The same holds for ϕ1, although it is strictly a co-safety property.

Code instrumentation & realisation Technically, our Java implementation of the SSL-protocol
needs to set or unset the atomic propositions as system events are created, e.g. , by the sending
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and receiving of messages, or by the outcomes of comparing actual values with reference values,
and so forth. Our monitors then process the resulting stream of actions, in that the setting or
the unsetting of propositions creates a new action, each time this occurs. Once the monitors
are generated for all relevant specifications, the only code that needs to be added to the main
application is the code to set or unset propositions, and the code for handling communication
between the monitors and the application itself.

4. CONCLUSIONS

We gave an overview on an approach for model-based security verification in which a design
model in the UML security extension UMLsec can be formally verified against high-level security
requirements such as secrecy and authenticity. An implementation of the specification can then be
verified against the model by making use of run-time verification. The approach supports software
evolution in so far as the traceability mapping used is updated when refactoring operations are
regressively performed using our tool-supported refactoring technique. We applied our approach
to an implementation of the Internet security protocol SSL. Although run-time verification is quite
effective, sometimes it would be preferable to be able to statically verify at least a particularly
critical part of the code, to further increase its trustworthiness. In future work we plan to investigate
compositional software verification such as [1] to statically verify the relevant parts of a crypto-
protocol verification in a localized way.
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Abstract

Programs are fragile for many reasons, including software errors, partial failures, and
network problems. One way to make software more robust is to design it from the
start as a set of interacting feedback loops. Studying and using feedback loops is
an old idea that dates back at least to Norbert Wiener’s work on Cybernetics. Up to
now almost all work in this area has focused on how to optimize single feedback
loops. We show that it is important to design software with multiple interacting
feedback loops. We present examples taken from both biology and software to
substantiate this. We are realizing these ideas in the SELFMAN project: extending
structured overlay networks (a generalization of peer-to-peer networks) for large-scale
distributed applications. Structured overlay networks are a good example of systems
designed with interacting feedback loops. Using ideas from physics, we postulate that
these systems can potentially handle extremely hostile environments. If the system is
properly designed, it will perform a reversible phase transition when the node failure
rate increases beyond a critical point. The structured overlay network will make a
transition from a single connected ring to a set of disjoint rings and back again when
the failure rate decreases. We are exploring how to expose this phase transition to the
application so that it can continue to provide a service. For validation we are building
three realistic applications taken from industrial case studies, using a distributed
transaction layer built on top of the overlay. Finally, we propose a research agenda
to create a practical design methodology for building systems based on the use of
interacting feedback loops and reversible phase transitions.

1. INTRODUCTION

How can we build software systems that are not fragile? For example, we can exploit concurrency
to build systems whose parts are mostly independent. Keeping parts as independent as possible
is a necessary first step. But concurrency is not sufficient: as systems become larger, their
inherent fragility becomes more and more apparent. Software errors and partial failures become
common, even frequent occurrences. Both of these problems can be made less severe by
rigorous system design (e.g., designing with formal methods and building with redundancy), but
for fundamental reasons the problems will always remain. They must be addressed. One way
to address them is to build systems as multiple interacting feedback loops. Each feedback loop
continuously observes and corrects part of the system. As much as possible of the system should
run inside feedback loops, to gain this robustness. This idea was proposed explicitly by Norbert
Wiener in 1948 [32].

Building a system with feedback loops puts conditions on how it must be programmed. We find that
message passing is a satisfactory model: the system is a set of concurrent component instances
that communicate through asynchronous messages. Component instances may have internal

Distributed computing, Distributed transaction, Network partition, Internet
Keywords: Self management, Feedback, Phase transition, Fault tolerance, Structured overlay network,
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state but there is no global shared state. Failures are detected at the component level. Using
this model lets us reason about the feedback behavior. Similar models have been used by E for
building secure distributed systems [20] and by Erlang for building reliable telecommunications
systems [1]. More reasons for justifying this model are given in [26]. For the rest of this paper, we
will use this model.

Now that we can program systems with feedback loops, the next question is how should these
systems be organized. A first rule is that systems should be organized as multiple interacting
feedback loops. We find that this gives the simplest structure and makes it easier to reason about
the system (see Sections 2 and 3). Single feedback loops can be analyzed using techniques
specific to their operation; for example Hellerstein et al [10] gives a thorough course on how to
use control theory to design and analyze systems with single feedback loops. The problem with
systems consisting of multiple feedback loops is their global behavior: how can we understand it,
predict it, and design for a desired behavior? We need to understand the issues before we can do
a theoretical analysis or a simulation.

In the SELFMAN project [22], we are tackling the problem by starting from an area where
there is already some understanding: structured overlay networks (SONs). These networks are
an outgrowth of peer-to-peer systems. They provide two basic operations, communication and
storage, in a scalable and guaranteed way over a large set of peer nodes (see Section 4). By
giving the network a particular topology and by managing this topology well, the SON shows self-
organizing properties: it can survive node failures, node leaves, and node joins while maintaining
its specification. By using concepts and techniques taken from theoretical physics, we are able
to understand in a deep way how SONs work and we can begin to understand how to design
them to build robust software systems. The concepts of feedback loop and phase transition play
an important role in this understanding.

This paper is structured as follows:

• Section 2 defines what we mean by a feedback loop, explains how feedback loops can
interact, and motivates why feedback loops are essential parts of any system. We briefly
present the mean field approximation of physics and show how it uses feedback to explain
the stability of ordinary matter.

• Section 3 gives two nontrivial examples of successful systems that consist of multiple
interacting feedback loops: the human respiratory system and the Transmission Control
Protocol.

• Section 4 summarizes our own work in this area. We are building a self-management
architecture based on a structured overlay network. We conjecture that when designed to
support reversible phase transitions, a SON can survive in extremely hostile environments.
We support this conjecture by analytical work [15], system design [23], and by analogy
from physics [16]. We are currently setting up an experimental framework to explore this
conjecture. We target three large-scale distributed applications, built using a transactional
service on top of a structured overlay network.

• Section 5 outlines a research agenda to create a practical design methodology for building
systems according to these ideas. The developer should be able to design systems
consisting of multiple interacting feedback loops that exhibit desired global behavior
including reversible phase transitions.

Section 6 concludes by recapitulating how feedback loops can overcome software fragility and
why all software should be designed with feedback loops. An important lesson is that systems
should be constructed so that they can do reversible phase transitions. Most existing fault-tolerant
systems are not designed with this goal in mind, so they are broken in a fundamental sense. We
explain what this means for structured overlay networks and we show how we have fixed them.
We then explain what remains to be done: there is a complete research agenda on how to build
robust systems based on interacting feedback loops and reversible phase transitions.
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2. FEEDBACK LOOPS ARE ESSENTIAL

2.1. Definition and history

In its general form, a feedback loop consists of four parts: an observer, a corrector, an actuator,
and a subsystem. These parts are concurrent agents that interact by sending and receiving
messages. The corrector contains an abstract model of the subsystem and a goal. The feedback
loop runs continuously, observing the subsystem and applying corrections in order to approach
the goal. The abstract model should be correct in a formal sense (e.g., according to the definition
of abstract interpretation [5]) but there is no need for it to be complete.

An example of a software system that contains a feedback loop is a transaction manager.
It manages system resources according to a goal, which can be optimistic or pessimistic
concurrency control. The transaction manager contains a model of the system: it knows at all
times which parts of the system have exclusive access to which resources. This model is not
complete but it is correct.

In systems with more than one feedback loop, the loops can interact through two mechanisms:
stigmergy (two loops acting on a shared subsystem) and management (one loop directly
controlling another). Very little work has been done to explore how to design with interacting
feedback loops. In realistic systems, however, interacting feedback loops are the norm.

Feedback loops were studied as a part of Norbert Wiener’s cybernetics in the 1940’s [32] and
Ludwig von Bertalanffy’s general system theory in the 1960’s [3]. W. Ross Ashby’s introductory
textbook of 1956 is still worth reading today [2], as is Gerald M. Weinberg’s textbook of 1975
that explains how to use system theory to improve general thinking processes [30]. System
theory studies the concept of a system. We define a system recursively as a set of subsystems
(component instances) connected together to form a coherent whole. Subsystems may be
primitive or built from other subsystems. The main problem is to understand the relationship
between the system and its subsystems, in order to predict a system’s behavior and to design
a system with a desired behavior.

2.2. Feedback loops in the real world

In the real world, feedback structures are ubiquitous. They are part of our primal experience of
the world. For example, bending a plastic ruler has one stable state near equilibrium enforced by
negative feedback (the ruler resists with a force that increases with the degree of bending) and a
clothes pin has one stable and one unstable state (it can be put temporarily in the unstable state
by pinching). Both objects are governed by a single feedback loop. A safety pin has two nested
loops with an outer loop managing an inner loop. It has two stable states in the inner loop (open
and closed), each of which is adaptive like the ruler’s. The outer loop (usually a human being)
controls the inner loop by choosing the stable state.

In general, anything with continued existence is managed by one or more feedback loops. Lack
of feedback means that there is a runaway reaction (an explosion or implosion). This is true at all
size and time scales, from the atomic to the astronomic. For example, the binding of atoms in a
molecule is governed by a simple negative feedback loop that maintains equilibrium within given
perturbation bounds. At the other extreme, a star at the end of its lifetime collapses until it finds a
new stable state. If there is no force to counteract the collapse, then the star collapses indefinitely
(at least, until it is beyond our current understanding of how the universe works).

2.2.1. The mean field approximation

The stability of ordinary matter is explained by a feedback loop. An acceptable model for ordinary
matter is the mean field approximation, which gives good results outside of critical points (see
chapter 1 of [16]). To explain this approximation, we start by the simple assumption that a uniform
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substance reacts linearly when an external force is applied:

Reaction = A× Force

For example, for a gas we can assume that density n is proportional to pressure p:

n = (1/kT )× p

This is the Boyle-Mariotte law for ideal gases, which is valid for small pressures. But this equation
gives a bad approximation when the pressure is high. It leads to the conclusion that infinite
pressure on a gas will reduce its volume to zero, which is not true.

We can obtain a much better approximation by making the assumption that throughout the
substance there exists a force that is a function of the reaction. This force is called the mean
field. This gives a new equation:

Reaction = A× (Force + a(Reaction))

That is, even in the absence of an external force, there is an internal force a(Reaction) that causes
the reaction to maintain itself at a nonzero value. This internal force is the mean field. There is
a feedback effect: the mean field itself causes a reaction, which engenders a mean field, and so
on. It is this feedback effect that explains, e.g., why a condensed state such as a liquid can exist
at low temperatures independent of external pressure. J. Van der Waals applied this reasoning to
the ideal gas law, by adding a term:

n = 1/kT × (p+ a(n))

where n is the density of the gas and p is the pressure. According to this equation, the density n
of a fluid can stay at a high value even though the external pressure is low: a condensed state
can exist at low temperature independent of the pressure. The internal pressure a(n) replaces
the external pressure. Van der Waals chose a(n) = a × n2 by following the reasoning that
internal pressure is proportional to n, the number of molecules per unit of volume, multiplied
by the influence of all neighboring molecules on each molecule. This influence is assumed to be
proportional to n. This gives a new equation that is a good approximation over a wide range of
densities and pressures.

The mean field approach can be applied to many physical systems. The limits of the approach are
attained near critical points. This is because the correlation distance between molecules diverges.
Near a critical point, there is a phase change of the fluid, e.g., a liquid can boil to become a gas.
The global behavior of the fluid changes. The behavior of matter near critical points no longer
follows the mean field approximation but can be explained using scale invariance laws [16]. We
are using this behavior as a guide for the design of software systems (see Section 4).

2.3. Feedback loops in human society

Most products of human civilization need an implicit management feedback loop, called
“maintenance,” done by a human. Each human is at the center of a large number of these feedback
loops. The human brain has a large capacity for creating these loops; some are called “habits” or
“chores.” If there are too many feedback loops to manage, then the brain can no longer cope: the
human complains that “life is too complicated”! We can say that civilization advances by reducing
the number of feedback loops that have to be managed explicitly [31]. We postulate that this is
also true of software.

2.4. Feedback loops in software

Software is in the same situation as other products of human civilization. Existing software
products are very fragile: they require frequent maintenance by a human. To avoid this, we
propose that software must be constructed as multiple interacting feedback loops, as an effective
way to reduce its fragility. This is already being done in specific domains. Here are six examples:
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• Brooks’ subsumption architecture implements intelligent systems by decomposing complex
behaviors into layers of simple behaviors, each of which controls the layers below it [4].

• IBM’s Autonomic Computing initiative aims to reduce management costs of computing
systems by removing humans from low-level management loops [11]. The low-level loop
is managed by a high-level loop that contains a human.

• Armstrong et al show how to build reliable telecommunications software in Erlang using the
principle of supervisor trees [1]. Each internal node in a supervisor tree corresponds to a
feedback loop that monitors part of the system.

• Hellerstein et al show how to design computing systems with feedback control, to optimize
global behavior such as maximizing throughput [10]. Hellerstein gives two examples of
adaptive systems with interacting feedback loops: gain scheduling (with dynamic selection
among multiple controllers) and self-tuning regulation (where controller gain is continuously
adjusted).

• Distributed algorithms for fault tolerance handle a special case of feedback where the
observer is a failure detector [18, 9]. The implementation of the failure detector itself requires
a feedback loop.

• Structured overlay networks (SONs, closely related to distributed hash tables, DHTs) are
inspired by peer-to-peer networks [25]. They use principles of self organization to guarantee
scalable and efficient storage, lookup, and routing despite volatile computing nodes and
networks. Our own work is in the area of SONs; we explain it further in Section 4.

3. EXAMPLES OF INTERACTING FEEDBACK LOOPS

We give two examples of nontrivial systems that consist of multiple interacting feedback loops
(for more examples see [27, 29]). Our first example is taken from biology: the human respiratory
system. Our second example is taken from software design: the TCP protocol family.

FIGURE 1: The human respiratory system as a feedback loop structure

3.1. The human respiratory system

Successful biological systems survive in natural environments, which can be particularly harsh.
Studying them gives us insight in how to design robust software. Figure 1 shows the components
of the human respiratory system and how they interact. The rectangles are concurrent component
instances and the arrows are message channels. We derived this figure from a precise medical
description of the system’s behavior [33]. The figure is slightly simplified when compared to reality,
but it is complete enough to give many insights. There are four feedback loops: two inner loops
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(breathing reflex and laryngospasm), a loop controlling the breathing reflex (conscious control),
and an outer loop controlling the conscious control (falling unconscious). From the figure we can
deduce what happens in many realistic cases. For example, when choking on a liquid or a piece
of food, the larynx constricts so we temporarily cannot breathe (this is called laryngospasm). We
can hold our breath consciously: this increases the CO2 threshold so that the breathing reflex is
delayed. If you hold your breath as long as possible, then eventually the breath-hold threshold is
reached and the breathing reflex happens anyway. A trained person can hold his or her breath
long enough so that the O2 threshold is reached first and they fall unconscious without breathing.
When unconscious the breathing reflex is reestablished.

We can infer some plausible design rules from this system. The innermost loops (breathing reflex
and laryngospasm) and the outermost loop (falling unconscious) are based on negative feedback
using a monotonic parameter. This gives them stability. The middle loop (conscious control) is not
stable: it is highly nonmonotonic and may run with both negative or positive feedback. It is by far
the most complex of the four loops. We can justify why it is sandwiched in between two simpler
loops. On the inner side, conscious control manages the breathing reflex, but it does not have to
understand the details of how this reflex is implemented. This is an example of using nesting to
implement abstraction. On the outer side, the outermost loop overrides the conscious control (a
fail safe) so that it is less likely to bring the body’s survival in danger. Conscious control seems to
be the body’s all-purpose general problem solver: it appears in many of the body’s feedback loop
structures. This very power means that it needs a check.

Send

Inner loop (reliable transfer)

Outer loop (congestion control)

Calculate policy modification

Actuator
(send packet)

Monitor Monitor
throughput

Calculate bytes to send

(modify throughput)

(sliding window protocol)

destination and receives ack)
(network that sends packet to

Subsystem

(receive ack)

Send
stream acknowledgement

FIGURE 2: TCP as a feedback loop structure

3.2. TCP as a feedback loop structure

The TCP family of network protocols has been carefully tailored over many years to work
adequately for the Internet. We consider therefore that its design merits close study. We explain
the heart of TCP as two interacting feedback loops that implement a reliable byte stream transfer
protocol with congestion control [12]. The protocol sends a byte stream from a source to a
destination node. Figure 2 shows the two feedback loops as they appear at the source node.
The inner loop does reliable transfer of a stream of packets: it sends packets and monitors
the acknowledgements of the packets that have arrived successfully. The inner loop manages
a sliding window: the actuator sends packets so that the sliding window can advance. The sliding
window can be seen as a case of negative feedback using monotonic control. The outer loop does
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congestion control: it monitors the throughput of the system and acts either by changing the policy
of the inner loop or by changing the inner loop itself. If the rate of acknowledgements decreases,
then it modifies the inner loop by reducing the size of the sliding window. If the rate becomes zero
then the outer loop may terminate the inner loop and abort the transfer.

4. STRUCTURED OVERLAY NETWORKS AS A FOUNDATION FOR FEEDBACK
ARCHITECTURES

Our own work on feedback structures targets large-scale distributed applications. This work is
being done in the SELFMAN project [22]. Summarizing briefly, we are building an infrastructure
based on a transaction service running over a structured overlay network [21, 29]. We target our
design on three application scenarios taken from industrial case studies: a machine-to-machine
messenging application, a distributed knowledge management application (similar to a Wiki), and
an on-demand media streaming service [6].

FIGURE 3: Three generations of peer-to-peer networks

4.1. Structured overlay networks

Structured overlay networks are inspired by peer-to-peer networks [25]. In a peer-to-peer network,
all nodes play equal roles. There are no specialized client or server nodes. Figure 3 summarizes
the history of peer-to-peer networks in three generations. In the first generation (exemplified by
Napster), clients are peers but the directory is centralized. In the second generation (exemplified
by Gnutella), peer nodes communicate by random neighbor links. The third generation is the
structured overlay network. Compared to peer-to-peer systems based on random neighbor
graphs, SONs guarantee efficient routing and guarantee lookup of data items. Almost all existing
structured overlay networks are organized as two levels, a ring complemented by a set of fingers:

• Ring structure. All nodes are connected in a simple ring. The ring is kept connected despite
node joins, leaves, and failures.

• Finger tables. For efficient routing, extra links called fingers are added to the ring. The fingers
can temporarily be in an inconsistent state. This has an effect only on efficiency, not on
correctness. Within each node, the finger table is continuously converging to a consistent
state.

Atomic ring maintenance is a crucial part of the overlay. Peer nodes can join and leave at any
time. Peers that crash are like peers that leave but without notification. Temporarily broken links
create false suspicions of failure.

Structured overlay networks are already designed as feedback structures. They already solve the
problem of self management for scalable communication and storage. We are using them as the
basis for designing a general architecture for self-managing applications. To achieve this goal, we
are extending the SONs in three ways:

• We have devised algorithms for handling imperfect failure detection (false suspicions) [19],
which vastly reduces the probability of lookup inconsistency. Imperfect failure detection is
handled by relaxing the ring invariant to obtain a so-called “relaxed ring,” which maintains
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FIGURE 4: Distributed transactions on a structured overlay network

connectivity even with nodes that are suspected (possibly falsely) to be failed. The relaxed
ring is always converging to a perfect ring as suspicions are resolved.

• We have devised algorithms for detecting and merging network partitions [23]. This is a
crucial operation when the SON crosses a critical point (see Section 4.3).

• We have devised and implemented a transaction algorithm on top of the SON using a
symmetric replicated storage [7] and a modified version of the Paxos uniform consensus
algorithm to achieve atomic commit with the Internet failure model [21].

4.2. Transactions over a SON

The highest-level service that we are implementing on a SON is a transactional storage.
Implementing transactions over a SON is challenging because of churn (the rate of node leaves,
joins, and failures and the subsequent reorganizations of the overlay) and because of the
Internet’s failure model (crash stop with imperfect failure detection). The transaction algorithm
is built on top of a reliable storage service. We implement this using symmetric replication [7].

To avoid the problems of failure detection, we implement atomic commit using a majority algorithm
based on a modified version of Paxos [21, 8]. The Paxos algorithm uses a coordinator node to
find a consensus. The coordinator waits for a majority to achieve consensus. If the coordinator
node fails, then the algorithm changes coordinators. Since the failure detection is imperfect, the
algorithm may change coordinators too often, but this only affects efficiency, not correctness. This
failure detection model, in which false suspicions of failure may occur, is called eventually perfect
failure detection. It is implementable on the Internet. We have shown that majority techniques
work well for DHTs [24]: the probability of data consistency violation is negligible. If a consistency
violation does occur, then this is because of a network partition and we can use the network
merge algorithm [23].

We give a simple scenario to show how the algorithm works. A client initiates a transaction by
asking its nearest node, which becomes a transaction manager. Other nodes that store data
are participants in the transaction. Assuming symmetric replication with degree f , we have f
transaction managers and f replicas for each other participating node. Figure 4 shows a situation
with f = 4 and two nodes participating in addition to the transaction manager. To implement the
atomic commit, each transaction manager sends a Prepare message to all replicated participants,
each of which sends back a Prepared or Abort message to all replicated transaction managers.
Each replicated transaction manager collects votes from a majority of participants and locally
decides on abort or commit. It sends this to the transaction manager. After having collected a
majority, the transaction manager sents its decision to all participants. This algorithm has six
communication rounds. It succeeds if more than f/2 nodes of each replica group are alive.
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FIGURE 5: Conjectured phase transitions for a relaxed ring SON

4.3. Phase transitions in SONs and their effect on application design

At low node failure rates, a SON is a single ring in which each node has fixed neighbors. This
corresponds to a solid phase. At high failure rates, a SON will separate into many small rings. At
the limit, a SON with n nodes will separate into n single-node SONs. This is the gaseous phase.
In between these two extremes we conjecture that there is a liquid phase, the relaxed ring, where
the ring is connected but each node does not have a fixed set of neighbors. When a node is
subject to a failure suspicion then its set of neighbors changes [19].

We conjecture that for properly designed SONs phase transitions can occur for changing values
of the failure rate. Figure 5 shows the kind of behavior we expect for the relaxed ring. In this figure,
we assume that the node failure rate is equal to the node join rate, so that the total number of
nodes is stationary. In accord with the Internet’s failure model, we also assume that some of the
reported failures are not actual failures (they are called failure suspicions [9]). At low failure rates,
the ring is connected and does not change (solid phase). At high failure rates, the ring “boils” to
become a set of small rings (of size 1, in the extreme case). At intermediate failure rates, the ring
may stay connected but because of failure suspicions some nodes get pushed into side branches
(relaxed ring).

We support this conjecture by citing [15], which uses the analytical model of [14] to show that
phase transitions should occur in the Chord SON [25]. Specifically, [15] shows that three phases
are traversed when the average network delay increases, in the following order: a region of
efficient lookup, followed by a region where the longest fingers are dead (inefficient lookup),
followed by a region where the ring is disconnected. We are setting up simulation experiments
to verify this behavior and further explore the phase behavior of SONs.

A SON that behaves in this way will never “fail,” it will just change phase. Each phase has a well-
defined behavior that can be programmed for. Phase transitions should therefore be considered as
normal behavior that can be exposed to the application running on top of the SON. An important
research question is to determine what the application API should be for phase transitions. At high
failure rates, the application will run as many separate parts. When the rate lowers, these parts
will combine (they will “condense” using the merge algorithm) and the application should resolve
conflicts between the information stored in the separate rings. We can see that the application will
probably have different consistency models at different failure rates.

The transaction algorithm of the previous section behaves correctly in the case of phase
transitions, but liveness is reduced in the gaseous phase: all transactions will abort since the
majority is never achieved. In some cases a more lively algorithm might be useful, for example,
by counting the majority relative to the number of replicas in the current partition. In that way, the
application can continue to run when there are network partitions. When the partitions merge, the
application has to resolve the conflicts between merged replicas.
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As a final remark, we conclude that the merge algorithm is a necessary part of a SON. Without
the merge algorithm, condensation of a gaseous system is not possible. The SON is incomplete
without it. With the merge algorithm, the SON and its applications can live indefinitely at any failure
rate.

5. RESEARCH AGENDA FOR A PRACTICAL DESIGN METHODOLOGY

We have now motivated why it is plausible to design systems using multiple feedback loops that
exhibit reversible phase transitions. But we have not given a design methodology: what practical
steps the designer should take to build systems according to these ideas. The methodology should
be easy to apply and give correct results for the system’s global behavior. Formal analysis of
systems with multiple interacting feedback loops is difficult [14], e.g., analytical techniques from
theoretical physics are necessary to show the existence of phase transitions [15]. Clearly, it is
not practical for a system developer to do formal analysis at this level. We propose the following
research agenda to create a practical methodology.

• Study existing feedback loop systems (as in Section 3) to build a library of “design patterns.”
At this stage, these patterns are simply rules of thumb and no formal properties have been
derived.

• Translate these patterns into a process calculus, such as one of the numerous variants of
the π calculus. The translation should be correct in a formal sense (e.g., according to the
definition of abstract interpretation [5]). In our own work, we use the Oz kernel language of
[28], which is a process calculus that contains many programming concepts in a factorized
manner. We have extended the Oz kernel language with primitives for components and open
programming [17].

• Prove the relevant properties of these patterns in the process calculus. Important properties
include correctness, stability (convergence, divergence, oscillation, or chaotic behavior),
compositionality, and phase behavior. For example, it has been shown empirically that a
negative feedback loop can provide stability under certain conditions, oscillatory behavior
under other conditions (with time delays), and can be combined with other feedback loops
to give desired results (increased reaction times, improved stability, etc.) [13]. We propose
to formalize these results and the conditions under which they hold.

• Use the original patterns as design elements. A developer can use the original patterns and
immediately derive properties of the resulting system by relying on the proofs done for the
formal translations in the process calculus.

If the set of proved patterns is complete enough, in particular if it includes patterns for composition
and abstraction, then we have a practical design methodology.

6. CONCLUSIONS

To overcome the fragility of software systems, we propose to build them as a set of interacting
feedback loops. Each feedback loop monitors and corrects part of the system. Interaction between
feedback loops defines the global behavior of the system. No part of the system should exist
outside of a feedback loop. We motivate this approach by analogy from physics and by giving
examples of real systems taken from biology and software (the human respiratory system and the
Internet’s TCP protocol family).

If the feedback structure is properly designed, then it reacts to an increasingly hostile environment
by doing a reversible phase transition. For example, when the node failure rate increases, a large
overlay network may become a set of disjoint smaller overlay networks. When the failure rate
decreases, these smaller networks will coalesce into a large network again. These transitions can
be exposed to the application as an API so that it can be written to survive the transition. Important
research questions are to determine what this API should be and how it affects application design.

For practical system design, it is important to have a methodology that is simple and that allows
to design systems with desired global properties. To our knowledge, such a methodology does
not yet exist. Most of the knowledge in this area is fragmented and deriving formal properties is
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difficult. In Section 5 we propose a research agenda to create a practical methodology that unifies
this knowledge and that simplifies deriving properties so that developers can build systems with
multiple interacting feedback loops that have desired global behavior including phase transitions.

In our own work in the SELFMAN project [22], we have built structured overlay networks
(SONs) that survive in realistically harsh environments (with imperfect failure detection and
network partitioning). We have developed a network merge algorithm that allows structured
overlay networks to do reversible phase transitions. We are extending our SON with transaction
management to implement three application scenarios derived from our industrial partners. We
are currently finishing our implementation and evaluating the behavior of our system. Much
remains to be done, e.g., we need to extend the transaction algorithm of Section 4.2 according to
what each application requires during phase transitions.

One important lesson from this work is that software systems should be designed to support
reversible phase transitions. For example, the first practical merge algorithm for SONs is the
one reported in [23]. Earlier SONs could not “condense” (move from a gaseous back to a solid
phase) as failure rates decreased. They would “boil” (become disconnected) when failure rates
increased and they would stay disconnected when the failure rates decreased. We conclude that
network merge is more than just an incremental improvement that helps improve reliability. It is
fundamental because it allows the system to survive any number of phase transitions. The system
is reversible and therefore does not break. Without it, the system breaks after just a single phase
transition.1
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Abstract

Pointer analyses enable many subsequent program analyses and transformations by
statically disambiguating references to the heap. However, different client analyses may
have different sets of pointer analysis needs, and each must pick some pointer analysis
along the cost/precision spectrum to meet those needs. Some analysis clients employ
combinations of pointer analyses to obtain better precision with reduced analysis times.
Our goal is to ease the task of developing client analyses by enabling composition
and substitutability for pointer analyses. We therefore propose object representatives,
which statically represent runtime objects. A representative encapsulates the notion of
object identity, as observed through the representative’s aliasing relations with other
representatives. Object representatives enable pointer analysis clients to disambiguate
references to the heap in a uniform yet flexible way. Representatives can be generated
from many combinations of pointer analyses, and pointer analyses can be freely
exchanged and combined without changing client code. We believe that the use of object
representatives brings many software engineering benefits to compiler implementations
because, at compile time, object representatives are Java objects. We discuss our
motivating case for object representatives, namely, the development of an abstract
interpreter for tracematches, a language feature for runtime monitoring. We explain
one particular algorithm for computing object representatives which combines flow-
sensitive intraprocedural must-alias and must-not-alias analyses with a flow-insensitive,
context-sensitive whole-program points-to analysis. In our experience, client analysis
implementations can almost directly substitute object representatives for runtime objects,
simplifying the design and implementation of such analyses.

1. INTRODUCTION

Many static program analyses depend on the availability of pointer analysis information to disambiguate
heap references. For instance, dependence and side-effect analyses need to know the identities of objects
that are written to. An analysis that determines whether the fields of parameters are modified needs
to know if such fields are modified through aliases. Typestate and tracematch analyses (as discussed
in this paper) must acknowledge changes to object states even when objects are pointed to by many
different variables.

While all of these client analyses need pointer information, they do not need the same precision in their
pointer information. For instance, partial redundancy elimination, dead code elimination and structure
copy optimization work adequately with imprecise pointer information [12]; other analyses, such as
analyses for tracematches [3, 4] or for typestate [9], need more precise pointer information. Some
approaches [4, 17, 33] combine multiple pointer analyses to get an adequate cost/precision trade-off.

However, it is currently difficult to combine multiple pointer analyses, as the interfaces to pointer analysis
vary greatly: some analyses expose Boolean-valued methods which answer queries about local variables,
while other analyses expose points-to sets which developers can test for disjointness. Furthermore,
some pointer analyses return may-aliasing information, while others return must-aliasing information.
Developers of client analyses must track the different pointer analysis interfaces and coordinate the calls
to the different analyses, which complicates the design and implementation of these client analyses.
We believe that a uniform interface for pointer analysis would greatly aid the development of client
analyses.
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We therefore propose object representatives as a convenient abstract interface that decouples pointer
analyses from their clients. In this paper, we enumerate desirable properties of object representatives
and propose ways of computing them. Object representatives assign names to heap objects and enable
client analyses to uniformly 1) disambiguate references which definitely point to different heap objects
(i.e. answer may-alias queries) and 2) identify references which definitely point to the same heap
object (i.e. answer must-alias queries). We demonstrate that object representatives are an easy-to-use
interface to pointer analysis that enables higher-level abstract reasoning about the heap and simplifies
implementations of client analyses.

Object representatives can serve as static representatives of runtime objects; this works especially well
due to the must-alias information that they encapsulate. In particular, representatives can be directly
compared and indexed. They can therefore be stored in indexed data structures, such as hash sets or
hash maps. The identity (and hash code) of an object representative is solely determined by its aliasing
relationships with other representatives. In other words, two object representatives are equal if they
must represent the same area of the heap. To sum up, object representatives provide client analyses
with a way to reason about equality and inequality of references to the heap in a uniform, intuitive and
well encapsulated way.

To concretely motivate the need for object representatives, we explain some details from our
static analysis of tracematches [4], which requires precise flow-sensitive must-alias and must-not-
alias information. Unfortunately, no currently-known algorithm can compute whole-program flow-
sensitive must-alias information for sizable programs in a reasonable amount of time, so we combined
three different pointer analyses. Our baseline pointer information comes from the Spark pointer
analysis framework [21] and its extension, context-sensitive refinement-based whole-program points-
to analysis [28]. Both are reasonably efficient, partly because they are not flow-sensitive—they do
not consider the ordering of statements within a particular method—and partly because they do not
support must-alias information. We then augmented this baseline information with intraprocedural flow-
sensitive must-alias and must-not-alias information, which is also easy to compute efficiently. Object
representatives allowed us to uniformly combine all of our analysis results and to hide them behind a
single abstraction.

The contributions of this paper include:

• A description of object representatives and the properties that they should have.
• An algorithm for computing object representatives, which combines analysis results from different

pointer analyses, such as interprocedural and intraprocedural may- and must-alias analyses.
• A discussion of our experience with object representatives, and in particular, how object

representatives helped us design client analyses.

The structure of the remainder of this paper is as follows. Section 2 explains one particular client analysis
that motivated our need for object representatives. Section 3 presents the abstract interface of object
representatives, our notation for enabling different analyses to collaboratively name heap locations. In
Section 4 we explain a reference implementation of this interface, tailored to the client analysis from
Section 2. The implementation combines three different pointer analysis, described in Section 5, to
disambiguate references to the heap. Finally, Section 6 presents related work and Section 7 concludes.
The appendix contains additional information about more client analyses and how they can benefit from
using object representatives.

2. CLIENT ANALYSIS: ABSTRACT INTERPRETATION OF TRACEMATCHES

Our need for object representatives was motivated by a number of problems that we encountered with
traditional pointer abstractions when developing a particular client analysis. In previous work [3, 4]
we proposed static analysis approaches for evaluating tracematches at compile time. Tracematches
are a programming language feature for runtime monitoring. A tracematch associates a common
typestate [9] with a number of objects using constraints. For instance, the constraint i = o(i2) on
a state “called next” could mean that i2.next() was just called on iterator object o(i2), referred
to by program variable i2 and identified by the abstract tracematch variable i. Such information is
useful: programmers must never advance the iterator o(i2) (e.g. using a call to i1.next(), where
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o(i1) = o(i2)) without knowing that i has a next element (which can be checked by calling
i2.hasNext()). We provide further information about tracematches in Appendix A.

To implement an abstract interpretation for tracematches, we needed to model runtime objects at
compile time. That is, we had to represent a constraint i = o(i2) by a constraint i = x, where x is
some compile-time representative of the runtime object o(i2). At first, it was not clear what this x

should be.

2.1. Storing points-to sets.

In [3] we used points-to sets from a whole-program points-to analysis as our abstraction: we modelled
the constraint i = o(i2) by i = pointsTo(i2). To decide whether we had reached a fixed point or
not, we needed to determine equality of two points-to sets, which was at best inelegant for points-to
sets. Furthermore, we also found that the points-to sets were too imprecise for nontrivial tracematch
analyses due to their flow-insensitivity.

2.2. Storing variable names.

Having found that whole-program points-to information was not strong enough on its own, we next
sought (in [4]) to combine flow-sensitive intraprocedural must-alias and must-not-alias information with
whole-program points-to information. We therefore needed a new compile-time representation for heap
objects.

As a quick and dirty hack, we attempted to use local variable names, representing i = o(i2) with
the constraint i = i2. After replacing all occurrences of points-to sets with local variables in our
implementation (a tedious job!) we soon discovered the many disadvantages of storing variable names.
For instance, we store constraints in disjunctive normal form (DNF), as hash sets of disjuncts, where
each disjunct is stored as a hash map, mapping tracematch variable names to our abstraction. The
use of local variable names with DNF caused unnecessary memory consumption. At runtime, if o(i1)
and o(i2) point to the same object, then disjunct i = o(i1) equals disjunct i = o(i2). Therefore, the
constraint only needs to store one of the disjuncts. At compile time, however, the disjuncts i = i1

and i = i2 would be considered different because i1 and i2 appear different. This would lead to both
mappings being stored. The problem was that we conflated variable names with the names of the values

stored in those variables.

Furthermore, it turned out that variable names are not enough. The same variable can point to different
objects at different lines of the program (sometimes even at the same line, if this line is executed more
than once). We would also have needed to store the source statements of local variables, which would
have complicated the abstraction even further. This painful experience prompted our abstraction of
runtime objects by object representatives.

Object representatives have applications beyond implementing abstract interpretation for tracematches.
In Appendix B, we demonstrate how programmers of other client analyses can benefit from using object
representatives by giving two concrete examples: constant propagation and side-effects analysis for
method parameters.

3. OBJECT REPRESENTATIVES

Object representatives are inspired by work by Fink et al. on static evaluation of typestate [9]; in fact,
object representatives are an extension to their notion of instance keys [9, 27]. Object representatives
simplify the problem of statically reasoning about the heap by adding a layer of indirection. Namely,
they enable analyses to reason about (static representations of) objects, rather than being forced to
reason about variables.

Conceptually, object representatives must:

1. represent one or more runtime objects;
2. support a must-not-alias query that, when true, mean that object representatives i and j always

refer to disjoint areas of the heap;

  Object representatives: a uniform abstraction for pointer information

  BCS International Academic Conference 2008 – Visions of Computer Science   393



3. support an equality operation “equals” that, when true, mean that object representatives i and j

always refer to the same heap object; equals must depend solely on a representative’s must-alias
relationship to other representatives.

4. belong to a certain must-aliasing scope.

1 void foo( Iterator i ) {
2 Collection c; Iterator j ; Object o;
3 while( i .hasNext()) {
4 c = i.next ();
5 j = c. iterator ();
6 while ( j .hasNext()) {
7 o = j.next ();
8 /∗ use o somehow ∗/
9 } } }

FIGURE 1: Example redefining j in the outer
but not in the inner loop

The scope is necessary to concretize the general notion of
must-aliasing. It enables the representative to say whether it
must-aliases itself at a given location. One might think that
variables must always alias themselves at a given location.
This is not quite true in the presence of loops or recursion.
Consider the example on the right. At line 5, j gets assigned
a different object in every iteration of the outer loop.
Depending on the client analysis, it can be valid both to
answer that j does must-alias itself or that it does not. The
answer depends on the scope: If the scope is the execution
of the entire method foo then j not must-aliases j at line
7, due to the possible redefinition. If the scope is only the inner loop (lines 6-9), then j must-aliases
itself at line 7: during the execution of the inner loop, the value of j never changes. Such a scope
might be useful for analyses that attempt to determine loop invariants; other analyses may require
method-wide, thread-wide or even program-wide scopes.

Note that our abstraction will never say that two variables belonging to different scopes are must-
aliased. For instance, if object representatives are defined on a method-wide scope, then we will use
an intraprocedural must-alias analysis to relate these representatives to each other. Such an analysis
cannot determine that two variables from different methods are must-aliased. To determine must-
aliasing between these representatives, we must widen the scope, e.g. to a program-wide scope, and
use an interprocedural must-alias analysis to compute object representatives.

We define two kinds of object representatives, strong and weak representatives. A strong representative
represents at most one concrete runtime object during a single execution of the scope; weak
representatives have no such requirement. In Section 5.1.3 we will explain how a must-alias analysis can
generate both strong and weak representatives for a given scope. Client can select between generating
strong and weak object representatives by setting a runtime flag; no changes to client code are needed.

Because object representatives implement equals in a sensible way, we can easily store them in
associative data structures like hash maps. Since their identity is a function only of their relationship with
other representatives, two representatives representing the same object but stored in different program
variables will be equal. Object representatives therefore indeed directly represent runtime objects, and
enable direct, intuitive and well encapsulated implementations of abstract interpreters.

Returning the example in Section 2, we now model the constraint i = o(i2) by i = r(i2), where r(i2)
is the object representative of the object that i2 refers to. Here, the equals function identifies r(i1)
and r(i2) as equal. Hence, we see that the constraints i = r(i1) and i = r(i2) are equal, which
enables optimizations.

This concludes our abstract description of object representatives. In the next section, we explain one
concrete implementation of object representatives, tailored to the static abstract interpretation of
tracematches.

4. A CONCRETE IMPLEMENTATION

Figure 2 presents the abstract Java interface for object representatives. Note that object representatives
provide must-alias and must-not-alias operations. Furthermore, they implement the generic method
equals so as to satisfy the properties mentioned above. (The properties also apply to hashCode.) This
interface would be easy to extend, e.g. with methods to retrieve the possible concrete types that a
variable can be assigned. For the sake of brevity, we restrict ourselves to the interface given below.
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1 public interface ObjectRepresentative {
2 public boolean mustAlias(ObjectRepresentative other );
3 public boolean mustNotAlias(ObjectRepresentative other);
4 public int hashCode();
5 public boolean equals(Object obj );
6 }

FIGURE 2: Abstract interface for object representatives

The internal state of an object
representative is defined in terms of
three values, stored in fields of the
ObjectRepresentative object:

1. a local variable name;
2. the statement for which the

object representative is cre-
ated; and

3. the representative’s must-
aliasing scope (e.g. loop, method, abstract thread, program, . . . ).

Object representatives must contain a defining statement for the representative, since a variable name
alone does not disambiguate potential objects in the presence of redefinitions. SSA form [1, 25] would
mitigate this problem, but was not available to us; however, storing the defining statement was a
perfectly acceptable solution in our situation.

We next sketch our implementation of the object representative interface, which is tailored to our
particular context. The abstract interface of object representatives enables different implementations
and different back-end analyses; we used a flow-insensitive refinement-based whole-program points-to
analysis [28] with flow-sensitive intraprocedural must-alias and must-not-alias analyses.

4.1. Implementation of mustNotAlias.

object repre-
sentatives of

same
method?

start
local

must-not-alias
analysis

points-to
sets overlap?

don’t know
(may-alias)

must
not alias

yes

no don’t know

must not alias

yes no

FIGURE 3: Flow chart for the must-not-alias
operation on object representatives

The flow chart in Figure 3 illus-
trates the implementation of the
mustNotAlias(ObjectRepresentative)

method. First, we compare the two methods
(i.e. scopes) of the receiver object representative
and the parameter object representative. If the
two object representatives come from the same
method, we first apply our intraprocedural must-
not-alias analysis (which is usually more precise).
The analysis receives the associated local variables
and assignment statements as input. If the
intraprocedural must-not-alias analysis determines
that those two variables at those statements cannot
possibly point to the same object we return true,
indicating that the object representatives cannot
alias.

If the intraprocedural must-not-alias analysis
instead returns “don’t know”, or if the two
variables come from different methods, we consult
the interprocedural points-to analysis. Note that,
sometimes, an interprocedural analysis can be more precise even if two variables are defined in the same
method—for instance, they may be assigned fresh values in a callee method. We therefore construct
points-to sets and refine them using context information for both object representatives. (Actually, we
cache the refined points-to sets inside the object representatives). If the resulting points-to sets do not
overlap, we return true as well, because again we know that the variables cannot be aliased. Otherwise,
we return false, indicating that we don’t know whether or not the variables may be aliased.

4.2. Implementation of mustAlias and equals.

The implementation of the method mustAlias is even simpler than that of mustNotAlias, because
must-alias analysis cannot use our interprocedural points-to analysis. Only intraprocedural analysis
information is available. We return true if the two object representatives belong to the same method
and if the must-alias analysis for this method returns true on the local variables and statements stored
in the object representatives. We implemented two different versions of the intraprocedural must-alias
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1 public int hashCode() {
2 final int prime = 31;
3 int result = 1;
4 result = prime ∗ result + declaringMethod.fullName().hashCode();
5 result = prime ∗ result + must alias analysis (declaringMethod).valNumber(var,stmt);
6 return result ;
7 }

FIGURE 4: Implementation of the hashCode() method for object representatives (pseudo code)

analysis, for strong and weak object representatives; clients may select the must-alias analysis that best
suits their needs. Section 5.1 describes how we compute must-alias analysis results and how strong
and weak analyses differ. The equals method simply delegates to the method mustAlias when its
parameter object is an ObjectRepresentative as well.

4.3. Implementation of hashCode.

For performance reasons, hash codes should differ whenever possible; of course, they must be equal
for two object representatives whenever an invocation of equals on those representatives would return
true, i.e. if the representatives must be aliased. We found the following solution for computing an
effective hash code for object representatives. The implementation combines (1) the identity of the
declaring method; and (2) a unique value number assigned to the associated variable by the local must-
alias analysis of this method at the associated statement (see Section 5.1). Figure 4 gives our concrete
implementation in Java-like pseudo code. It ensures that hash codes differ whenever they can but are
equal whenever they have to be.

5. POINTER ANALYSES

We integrated three different pointer analyses to compute our object representatives. Intraprocedural
must-alias and must-not-alias analyses are quite precise in their area of applicability and run quickly,
but do not have any information about object references passed in as method parameters or read from
fields. We therefore incorporated a whole-program points-to analysis into our object representatives.

Our intraprocedural analyses can be seen as a generalized constant propagation over object reference
values [31]. We generate fresh constant values either at expressions in general (must-alias) or at new
expressions (must-not-alias). We then propagate values along assignments of local variables. The object
representative abstraction enables client analyses to seamlessly combine the results of all three pointer
analyses.

5.1. Intraprocedural must-alias analysis

Given two pointer variables v1 at program point p1 and v2 at program point p2, our must-alias analysis
determines whether v1 and v2 must point to the same heap object o. We assign value numbers to v1

and v2; if they have the same number, then they must always point to the same heap object (for the
duration of the method execution).

5.1.1. Value numbering.

Our local analyses assign a fixed value number [19] to each program expression in the code. (Identical
expressions at different program locations are assigned different numbers.) If two variables contain the
same value number, they must point to the same object: variables have the same value number when
a variable is a copy of the value of another variable. Our abstract domain consists of integers and the
special values ⊤ (unknown) and ⊥ (nothing, for uninitialized values). Consider the following example.

(i,⊥), (j, ⊥)
(i, 1), (j, ⊥)
(i, 1), (j, 1)
(i, 1), (j, 1)
(i, 2), (j, 1)
(i, 3), (j, 1)
(i, 3), (j, 3)
(i, 3), (j, 3)

1 i = c1. iterator ();
2 j = i;
3 if (p) {
4 i = c2. iterator ();
5 } // 3 = { 1, 2 }
6 j = i;
7 print ( j );

The left-hand column shows value numbers before each line
on the right. All variables initially get the uninitialized value
⊥. Line 1 assigns the value number 1 to i. Line 2 copies
1 from i to j, so j and i are must-aliased. Our analysis
indicates this by giving both i and j the same value number,
1, after line 2. After line 4, i gets a new value, modelled
with value number 2.
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5.1.2. Value numbering at merge points.

If a variable (like i) has incoming value numbers 1 and 2 at a merge point, we generate a new value
number “{1, 2}” to uniquely represent the two possible values of i, and create a unique identifier 3
to represent this value number. At line 6, we copy 3 to j, enabling us to conclude that i and j must
be aliased. The creation of a fresh value number (e.g. 3) ensures that our analysis properly handles
multiple reaching definitions; note that the fresh representative does not must-alias any of the previous
reaching definitions (because we don’t know which of the previous definitions actually reaches).

Values at different program points. Our must-alias analysis supports queries with respect to a
statement. In the above example, i at line 1 and j at 6 are not must-aliased (due to the conditional).
Our analysis can infer, however, that i at 1 and j at 2 are must-aliased, as i at 1 and j at 2 both have
value number 1.

Queries with respect to statements are essential when client analyses need to associate analysis
information with heap objects, not variables: a variable can point to many different objects over its
lifetime. Static single assignment form (SSA form) [1, 25] can be used to encode the query position in
the variable itself by splitting local variables at each redefinition. SSA form guarantees that there is a
distinct variable name for any single static assignment, i.e. each assignment location. However, SSA
form does not help handle variable redefinitions that are caused by multiple executions of the same
statement.

5.1.3. Variable redefinitions in loops and reentrant code.

As noted in Section 3, each object representative is defined with respect to a single must-aliasing
scope, e.g. a loop, method, thread or the entire program (other scopes may be possible, too). An object
representative can be either strong or weak with respect to this scope. A strong representative only must-
aliases itself at the same program location if it is guaranteed that this representative represents a single

runtime object. The must-alias analysis presented above computes weak representatives—we therefore
call it a weak must-alias analysis. It computes weak representatives because it assigns exactly one value
number to each expression, even if the expression may be evaluated multiple times (by revisiting the
same statement) and therefore could return different values (or objects) during the scope’s execution.
We found that weak representatives did not suffice for our tracematch analysis; referring back to Figure
1 on page 4, we needed to distinguish between the value held in variable j at different points in time.
In particular, we had to determine whether the object pointed to by j had changed states. Strong

must-alias analysis handles variable redefinitions by soundly over-approximating the variable contents.
We can extend our weak must-alias analysis to a strong must-alias analysis as follows. We first find
all strongly connected components (SCCs) in a method’s control flow graph. If variable v gets value
number i at an assignment statement within some SCC (i.e. within a loop), we invalidate i and give v

the value number ⊤ as a conservative over-approximation.

Note that, in the setting of our concrete client analysis, variable redefinitions can only occur within
loops: our scope for object representatives is a single method execution. Broader scopes would generally
be helpful because they allow the resolution of must-alias queries from variables from different methods.
However, they would also allow for other types of looping constructs, like recursion. (Such scopes could
in principle be supported through other must-alias analyses. A global must-alias analysis could support a
program-wide scope. However, we are not aware of any global must-alias analyses that are both practical
and generally applicable.) Any such looping construct can cause a variable redefinition. Conversely, a
smaller scope, e.g. a loop, might have fewer redefinitions and therefore require fewer representatives to
be invalidated. If the scope contains no looping constructs (i.e. straight-line code), statements execute
at most once, so a statement can never overwrite its definition from a previous execution. Invalidation
is therefore unnecessary in straight-line code, and strong and weak representatives are equivalent. To
sum up, we have seen that the definition of strong object representatives must depend on the scope for
those representatives.

// (c,⊥), (i,1), (j,⊥), (o,⊥)
// (c,⊤), (i,1), (j,⊤), (o,⊤)
// (c,⊤), (i,1), (j,⊤), (o,⊤)
// (c,⊤), (i,1), (j,⊤), (o,⊤)
// (c,⊤), (i,1), (j,⊤), (o,⊤)

1 void foo( Iterator i ) {
2 Collection c; Iterator j ; Object o;
3 while( i .hasNext()) {
4 c = i.next ();
5 j = c. iterator ();
6 ...
7 }
8 }

We present the strong anal-
ysis results for our example
from Figure 1 on the right.
Variables v, j and o are all
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assigned ⊤ because they are reassigned in the loop. The variable i, however, is assigned the value
number 1, because it is not assigned within the loop. Our analysis therefore answers that i always
points to the same value during the execution of foo().

Our implementation supports both strong and weak must-alias analyses. Our tracematch analyses use
each analysis where it is most appropriate. For instance, we apply an optimization based on loop
invariance. If the program’s state does not change between loop iterations, then only the first iteration
matters, so it is safe to use the weak must-alias analysis. Other optimizations require variables that
may point to different objects at runtime to have different value numbers; we use the strong analysis
for such optimizations.

5.2. Intraprocedural must-not-alias analysis

A must-not-alias analysis determines that two variables cannot point to the same heap object. If a
must-not-alias analysis states that v1 and v2 may be aliased, then on any execution they may or may
not be aliased. Conversely, if a must-not-alias analysis states that v1 and v2 cannot be aliased, then
they definitely point to different objects, and we say that v1 and v2 “must-not-alias”.

Must-not-alias information enables client analyses to conclude that two statements definitely do not
interfere with each other because they act on different parts of the heap. We have implemented a must-
not-alias analysis and include its results in our object representatives; like the must-alias information,
it is based on value numbers.

The analysis abstraction for our must-not analysis consists of sets of value numbers, potentially including
the initial value ⊥ (nothing aliases ⊥) and the unknown value ⊤ (everything aliases ⊤). Unlike the
must-alias analysis, which assigns a fresh value number for each expression, the must-not analysis only
assigns fresh value numbers at new expressions; otherwise it assigns ⊤. The results of other expressions
are not necessarily fresh, and we cannot intraprocedurally say anything about the results of method
calls, for instance; all such expressions may alias any other values in the method. Our analysis handles
x = y by copying the value number(s) for y to x. For merge operations, instead of generating a new
value number representing the join of both incoming value numbers as in the must-alias case, we simply
combine the sets directly, making it easier to read off the must-not-alias relationships. Consider the
following example.

// {(l, ⊥), (m, ⊥)}
// {(l, { 1 }), (m, ⊥)}
// {(l, { 1 }), (m, { 2 })}
// {(l, { 1 }), (m, { 2 })}
// {(l, { 1 }), (m, { 2 })}
// {(l, { 1 }), (m, ⊤)}
// {(l, { 3 }), (m, ⊤)}
// {(l, {1,3}), (m, ⊤)}

1 List l ,m;
2 l = new List(); // 1
3 m = new List(); // 2
4 leak(m);
5 if (p) {
6 m = foo();
7 l = new List(); // 3
8 }
9

At line 1, l and m are
uninitialized, so we assign
⊥ to these variables. Lines
2 and 3 store fresh objects
in l and m, so we give l

and m new value numbers.
At line 6, foo() might
return a non-fresh object: for
instance, foo() could return
the object created at line 3, which was leaked in line 4. We must therefore assign ⊤ to m; it may alias
anything. Line 7 stores another fresh object in l, so the analysis gives l the value number 3. After the
merge point at line 8, l might contain either the object created at 1 or the object created at 3. For m,
we merge {2} with ⊤, giving an abstract value of ⊤ for m.

Querying whether l after line 3 could alias l after line 7 would give “must-not alias” because the set
for l after line 3 is disjoint from the set for l after line 7. Conversely, l after line 3 and l after line 9
would result in the answer “may alias”. A query of our abstraction on the relationship between m after
line 4 and m after line 9 would also give “may alias”.

5.3. Interprocedural points-to analysis

We have presented must-alias and must-not-alias analyses which work on one method at a time. Ideally,
such flow-sensitive techniques would also work at a whole-program level, giving us detailed pointer
information which integrates method parameters, array and field values. Unfortunately, no efficient
techniques for a general interprocedural flow-sensitive must-alias analysis have yet been proposed. Flow-
sensitive interprocedural approaches for the may-alias problem do exist [8, 18, 32], although even these
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approaches have not yet been shown to scale well enough to process interestingly-sized programs.
However, flow-insensitive pointer analyses—points-to analyses—have been very successful.

Like our must-not-alias analysis, a points-to analysis determines the set of heap objects that program
variables could possibly point to. Interprocedural points-to analyses assign value numbers to new

expressions. (That is, new expressions continue to serve as representatives for memory locations.)
However, interprocedural analyses can propagate value numbers throughout the entire program rather
than through just a single method body, eliminating the need for conservative assumptions due to
parameters, arrays and fields.

1 A x;
2 void f () { x = new A(); } // (1)
3 void g() { x = new A(); } // (2)
4 void main() {
5 f ();
6 g();
7 print (x);
8 }

The example to the right illustrates the limitations of flow-
insensitive analyses. Two different methods f() and g() assign to
a field x. A main method then executes f() and g(), where g()

invalidates the value of x set by f(). No flow-insensitive analysis
could infer that x at line 7 is must-not-aliased with x after the
assignment in f() in line 2. In other words, strong updates [5]
are impossible. There would be just one points-to set for x, { 〈1〉,
〈2〉 }, modelling that x can point to the object created at (1) or the object created at (2).

Of course, interprocedural flow-insensitive points-to analyses can still be more precise than
intraprocedural flow-sensitive analyses, even on two variables from the same method, because the
interprocedural analysis can summarize computations outside the method that affect the method.

x = c. iterator (); // (3)

y = c. iterator (); // (4)

Consider the following example to the right. Here, no strictly
intraprocedural analysis could have any information about the
contents of iterator (), and must therefore assume that both calls to iterator () may, in principle,
return the same value. We modelled this assumption in our intraprocedural analysis by assigning ⊤ as
the value number for expressions that are not new expressions, such as method calls. Interprocedural
analyses, on the other hand, typically consider the contents of called procedures, or at least summaries
of their effects.

1 public Iterator iterator () {
2 return new HashSetIterator(); // (5)
3 }

A context-sensitive interprocedural analysis can combine the
body of the iterator function—which contains creation site
(5)—with the fact that it is called from program points (3)
and (4), to distinguish the values of x and y. A points-to
analysis that uses calling-context information could model the object returned from iterator at (3) with
a pair 〈call-site, creation-site〉, i.e. 〈3, 5〉. The object returned at (4) would then be modelled with the
pair 〈4, 5〉. Because the points-to sets {〈3, 5〉} and {〈4, 5〉} are disjoint, the objects pointed to by x and
y cannot alias. Interprocedural analyses give additional precision in some cases; we exploit this precision
in the definition of object representatives.

Context information—where is (5) called from?—is critical. Without context information, even an
interprocedural analysis would model both x and y with just the creation site 〈5〉, making it impossible
to conclude that x and y may not alias.

Applicability. It is difficult to soundly analyze partial programs when using a whole-program analysis,
since the un-analyzed portions of these programs may have unknown and hard-to-circumscribe effects on
the points-to information. Even if an interprocedural analysis can process any particular method quickly,
the analysis generally needs to process all reachable methods to ensure soundness. It is therefore difficult
to quickly obtain interprocedural analysis results; state-of-the-art machines require minutes to compute
interprocedural analysis results. Our intraprocedural analyses, however, usually execute in milliseconds.

Demand-driven analyses. Our work on static tracematch optimizations uses Sridharan and Bod́ık’s
demand-driven and refinement-based context-sensitive points-to analysis [28], which is based on
Spark [21], a context-insensitive flow-analysis framework, included in the Soot compiler framework [30].
We obtain analysis results by first running Spark to generate context-insensitive points-to sets, and then
generating additional context information on demand. We only require context information for variables
that we actually query. The demand-driven approach gives precise results (precise for a flow-insensitive
approach, at least), while keeping analysis time to a minimum.
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Availability. We integrated our implementation of object representatives into version 2.2.5 of the
Soot program analysis framework (http://www.sable.mcgill.ca/soot/). Our static analysis of
tracematches is available for download at http://www.aspectbench.org/, as well as a paper [4]
describing the analysis in further detail. It is integrated as of version 1.3.0 of the AspectBench Compiler.

6. RELATED WORK

Past approaches to assigning names for heap objects include using malloc sites as names; Array
SSA [10]; anchor handles [11]; and extended SSA numbering [19]. Most approaches explicitly assign
names for heap objects by combining variable names with additional information. Our approach instead
decentralizes the creation of names: conceptually, an object representative’s identity is a function solely
of its alias relationship to other representatives. Many must-alias and must-not-alias analyses exist in
the program literature. All such analyses can be used to define object representatives.

We next discuss related work in the areas of SSA form, instance keys, whole-program pointer analyses,
client analyses, flow-sensitive analyses, and specializing pointer analyses.

6.1. SSA form

Recall that the basic idea behind Static Single Assignment form [7] is to augment variable names
with indices such that each augmented variable name has exactly one definition. Object representatives
are more generally useful than SSA form: most importantly, they enable client analyses to smoothly
integrate must-alias information. It is not clear how to relate must-alias information and SSA form. For
instance, in the Array SSA work [10], the authors use ad-hoc techniques which combine SSA numbers
with dominance information to get must-alias and may-alias information, and it is not clear how to fit
interprocedural pointer analyses into this framework. Furthermore, the use of compiler-level objects, as
in object representatives, helps analysis writers produce cleaner code.

6.2. Instance keys and memory disambiguation

Fink et al. put forward the notion of instance keys [9, 27], a term originating from Grove et al.’s
InstVarKeys [13]. Fink et. al. informally define an instance key as an abstract name uniquely identifying
a set of objects. While their work uses instance keys heavily, the authors do not describe the properties
of instance keys nor how they are computed. We found that the notion of instance keys was useful in
our own research, and it inspired our design of object representatives. To our understanding, instance
keys also represent runtime objects and support must-not-alias queries. Object representatives add the
notion of an identity, as defined using must-alias relationships, and the notion of a scope or lifetime
over which this identity is defined.

Ghiya et al. [12] describe a memory disambiguation framework for the Intel Itanium compiler. Their
work is similar to ours in that they provide an interface for static analysis clients to query a family of
analyses (including intraprocedural and interprocedural pointer analyses) and expose abstract storage
locations (LOCs). A LOC is defined to be a “a storage object that is independent of all other storage
objects”; that is, a LOC never may-aliases any other LOC. There is no guarantee that two variables
with the same LOC must alias each other. In contrast, object representatives do support must-alias
information, and strong object representatives can therefore be used in the place of runtime objects
when implementing static analyses.

In a similar vein, O’Callahan [23] proposes the Value-Point Relation. Unlike abstract storage locations,
value points can describe any program expression. Two value points (v, ℓ1) and (v, ℓ2) are related if some
execution of the program evaluates the same value for v at ℓ1 and ℓ2. Object representatives and value
points both support queries with respect to program locations. However, like LOCs, the value-point
relation is designed for may information, and it is not clear how to generalize the value-point relation
to simultaneously support both may and must information, a key feature of object representatives.

Another way to combine must and must-not information is to compute them together using a
combined abstraction. Emami et al. [8] propose such a combined abstraction and integrate it with a
context-sensitive interprocedural pointer analysis, using the notation of abstract stack locations. Object
representatives differ from abstract stack locations: object representatives give names for objects on the
heap, while abstract stack locations track stack-based objects.
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6.3. Whole-program pointer analyses

Our research relies on the existence of whole-program points-to analyses, which have been an active
field of research over the last 25 years. Whole-program analyses generally trade off between precision
and performance (in terms of time and space), and researchers have attempted to improve on precision
while maintaining performance, or to maintain precision while improving performance.

In [15], Hind surveys the most important research in this field, lists 11 open questions in points-
to analysis, and references papers that attempt to answer these questions. Open questions include:
implementing points-to analyses for incomplete programs; designing demand-driven or incremental
analyses; and efficiently incorporating flow-sensitivity at a whole-program level.

Two examples of whole-program pointer analyses are due to Altucher and Landi [2] and to Naik and
Aiken [22]. Altucher and Landi name allocation sites and essentially use some limited context information
by supporting custom allocation routines. They improve the results of their must-alias analysis with
some may-alias information. Naik and Aiken propose a whole-program must-not-alias analysis which
establishes facts of the form “if pointers p and q do not alias, then x and y do not alias either.” Their
analysis is a flow-insensitive whole-program approach which does not use must-alias information.

We have used whole-program points-to analyses to relate object representatives to each other. To answer
aliasing queries on local variables, our component analyses only need to be able to determine whether
the points-to sets for those variables overlap. We believe that all points-to analyses implement such an
interface, so our approach is general enough to incorporate any whole-program pointer analysis. In fact,
we experimented with a number of points-to analyses with different performance/precision trade-offs
in the context of our static analysis of tracematches. Object representatives were flexible enough to
incorporate all these analyses.

6.4. Client analyses

Many static analyses benefit from alias or points-to information, if they do not require it, since explicit
references are a ubiquitous feature of modern programming languages. Pioli and Hind wrote a survey
paper [16] which gives an overview of points-to analyses from a client’s perspective and give examples
of the wide range of extant client analyses. The authors mention live variable analysis, reaching
definitions analysis and interprocedural constant propagation, and compare the precision of different
points-to analyses for those client analyses. Their list is not exhaustive; other client analyses include
cast elimination [28], side effect analysis [20], escape analysis [24] and ownership [6], thread-local
objects analysis [14], static write barrier removal for generational garbage collectors [33], automatic
parallelization and static race detection [22].

In general, all of the above client analyses work best with a maximally precise points-to or alias
analysis, but they also generally require the whole program, triggering a need for a whole-program
points-to analysis. However, intraprocedural flow-sensitive must-not-alias and must-alias information
could enhance their precision. We believe that object representatives would help in the design and
implementation of all of these analyses, as they did for our client analysis for tracematches.

An interesting client analysis that makes this fact apparent is the static analysis of PHP code for security
vulnerabilities by Jovanovic et al. [17]. In their approach, the authors use intraprocedural (may- and
must-alias) and interprocedural pointer analyses. The authors conflate heap objects with the variables
that point to these objects, and maintain the relationships between variables manually, which leads to
a complicated exposition.

6.5. Specializing pointer analyses

In [26], Rountev et al. present an analysis that treats different parts of a program with different precision.
Many programs use large standard libraries that are both difficult and expensive to analyze precisely. The
authors propose to analyze those libraries in a more coarse-grained fashion, computing only summary
information for the libraries. This summary information can then enable a more precise analysis for the
rest of the program. This work shares with our work the view that different pointer analyses might be
suitable for different purposes. However, the approaches are orthogonal. Object representatives could
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be used to incorporate the results of analyses as proposed by Rountev et al. with each other and with
the result of our analyses proposed here.

In [28] Sridharan and Bod́ık present a flow-insensitive, refinement-based, demand-driven, points-to
analysis (which we used for our static tracematch optimizations). Their analysis supports the analysis
of different parts of a program with different precisions, and enables client analyses to state how much
they care about particular points-to sets. We believe that object representatives could support such
an interface using parametrization: some object representatives could be computed more carefully than
others, if they are particularly important to the client analysis.

7. CONCLUSIONS

In this paper we have described object representatives, a notation that assigns names to heap
locations by combining the results of multiple pointer analyses. We presented an implementation of
object representatives that combines results from a flow-insensitive interprocedural points-to analysis
with results from flow-sensitive intraprocedural alias analyses. We demonstrated how we use object
representatives computed this way in an abstract interpretation of tracematches, a programming
language feature for runtime monitoring.

Object representatives enable clients to determine whether two variables definitely point to the same
heap object and whether two variables definitely point to different objects. We furthermore defined two
different kinds of object representatives, strong and weak, which have different semantics with respect
to the redefinition of variables over the execution of a given scope.

We believe that object representatives simplify the design and implementation of static analyses that
rely on pointer analyses: with object representatives, static analyses can be designed and implemented
more like the runtime systems they model.
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APPENDIX
In this appendix we give additional information about tracematches, the notation for runtime monitoring
that motivated our need for object representatives. Also we explain how object representatives can
benefit other client analyses, by giving the two examples of constant propagation and side-effects
analysis for method parameters.

A. TRACEMATCHES

Tracematches are a programming language feature for runtime monitoring. A tracematch specifies a
regular expression; the runtime system monitors for occurrences of the specified regular expression in the
dynamic event stream of the program, and executes a given body of code when the regular expression
matches. Our research aims to evaluate tracematches ahead of time, both 1) to generate better runtime
monitoring code and 2) to verify programs for partial correctness, by proving that certain erroneous
event sequences can never occur in program executions.

1 tracematch(Iterator i ) {
2 sym hasNext before: call(∗ java . util . Iterator +.hasNext()) && target(i);
3 sym next before: call (∗ java . util . Iterator +.next()) && target(i);
4

5 next next { System.err . println (‘‘ Trouble with ’ ’+i); } }

FIGURE 5: HasNext example: ensure next is not called twice without an intervening call to hasNext.

Figure 5 presents the HasNext verification tracematch, which matches (suspicious) traces where a
program calls i.next() twice in a row without any intervening call to i.hasNext(). Tracematches
include an alphabet of symbols, a regular expression over this alphabet and a body of code. Symbols
define abstract tracematch events in terms of concrete program events, using AspectJ pointcuts [29].
Symbols may bind variables; line 1 of the tracematch declares that symbols in this tracematch may bind
an Iterator object, i. Lines 2–3 define symbols hasNext and next, which capture method calls to
the hasNext() and next() methods of i. Line 5 declares the regular expression “next next” (using
symbols) and the body of code to be executed when the regular expression matches. The hasNext

symbol on iterator i resets partial matches for i.

1 Iterator i = c. iterator ();
2 Iterator i1 = i;
3 while ( i1 .hasNext()) { // hasNext(i1)
4 Iterator i2 = i;
5 Object o = i2.next (); // next( i2 )
6 }

FIGURE 6: Example program using iterators.

Now, assume that a programmer applies the
HasNext tracematch to the example program
in Figure 6. The program creates an iterator
i and iterates on it. To demonstrate aliasing,
we introduced auxiliary variables i1 and i2.
Aliasing is generally unavoidable. For instance,
program optimizations and transformations
can introduce aliasing, or variables enter or
escape the current method and must be
treated as potentially aliased.

We can observe that the program in Figure 6 is “safe” with respect to the tracematch—that is, the
program can never trigger the tracematch. The key reason is that the variables i1 and i2 must point
to the same object (they must-alias), so that each call to next() at line 5 must be preceded by a call
to hasNext() on the same object, at line 3, so that there can never be two next() calls in a row
without any intervening hasNext() calls.

A.1. Runtime evaluation

The runtime implementation of tracematches evaluates a tracematch by associating objects with
automaton states. For each state, it records a logical formula, or constraint, which evaluates to true
if an object is currently in a state; furthermore, it updates the formulas as the program executes. For
the HasNext tracematch, the tracematch implementation uses the state machine from Figure 7, and
assigns an initial configuration (tt,ff ,ff) to the state vector (q0, q1, q2). This reflects the situation that,
at program start, all objects reside in the initial state and in no other state.
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q0start q1 q2

next next

FIGURE 7: Automaton for the HasNext tracematch from Figure 5.

Once the program executes line 5 from the example (Figure 6), the next edge from q0 to q1 causes the
runtime implementation to move the object stored in i2 to state q1. The new configuration is therefore
(tt, i = o(i2),ff), where we denote the runtime object stored in i2 with o(i2), and i = o(i2) at
the second position represents the fact that o(i2) is now in state q1. The constraint for q0 remains tt

because new partial matches can start any time; that is, a tracematch is matched against each suffix
of the execution trace.

A.2. Abstract interpretation

At this point it should be clear that an abstract interpretation of tracematches somehow needs
to abstract from concrete runtime configurations of the form (tt, i = o(i2),ff) by using abstract
configurations. Object representatives allow us to simply use abstract configurations of the form
(tt, i = r(i2),ff), where r(i2) is the object representative for the object stored in i2.

B. OTHER CLIENT ANALYSES

As we show in the following, object representatives can enable more simple and concise reasoning not
only for abstract interpreters but also for other client analyses.

B.1. Constant propagation

Constant propagation is a basic compiler optimization that attempts to pre-compute values of
expressions at compile time. Consider the following example program.

1 p. f = 1;
2 q. f = 2;
3 x = p.f + 1;

In the absence of pointer analysis, a client analysis does not know anything about the relationship
between the values of variables p and q, and therefore could not conclude anything about the value of
x after line 3.

Object representatives associate heap locations with variables. If two variables have the same strong
object representative, then they definitely point to the same heap object. (We only use strong object
representatives in the discussion in this section.) The implication is that constant propagation only
needs to store one value per field per representative. If p and q have the same representative, then x

gets 3 after line 3. When two variables have different object representatives, the client analysis can ask
whether or not the object representatives are known to must-not-alias. If p and q’s object representatives
do must-not-alias, then x gets 2 after line 3.

B.2. Effects on method parameters

Developers would often like to know whether or not fields of method parameters are modified within the
body of a method. The complication is that fields of method parameters can be written to indirectly,
through aliases of the parameters, as seen in this simplified example:

1 void foo(T p) {
2 T q = p;
3 q. f++;
4 }

A sound analysis must be able to determine that p’s field is modified by the write to q. f on line 3. If p

and q carry the same strong object representative, then an analysis can state that p is definitely written
to. Note how the object representative is usable in place of the actual runtime object. On the other
hand, if p and q’s object representatives must-not-alias, then the analysis can safely conclude that p is
never written to in method foo.
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We review progress in Grand Challenge 7 : Journeys in Non-Classical Computation.  
We overview GC7-related events, review some background work in certain aspects 
of GC7 (hypercomputation, bio-inspired computation, and embodied computation) 
and identify some of the unifying challenges.  We review the progress in 
implementations of one class of non-classical computers: reaction-diffusion 
systems.  We conclude with warnings about “regression to the classical”. 

1. INTRODUCTION 

In 2002, the UK Computing Research Committee (UKCRC) issued a call for “grand challenges 
in Computer Science”, to help focus and direct research.  More than one hundred responses 
were received, and over a 2 day workshop these were amalgamated and boiled down into 
seven distinct Grand Challenges.  GC7, Journeys in Non-Classical Computation, is one of those 
original seven.  Subsequently some challenges have been merged, and others suggested; see 
the Grand Challenges website for current details1,2.   
 
The GC7 Challenge is to produce a fully mature science of all forms of computation, that unifies 
the classical and non-classical paradigms.  The non-classical paradigms include computation 
under non-classical laws of physics (quantum theory, general relativity), biological computing, 
embodied computing, in materio computing, and more.  Details of the Challenge, and some 
suggested research directions, can be found in [Stepney et al 2005a]  [Stepney et al 2006a].  
Here we report on some of the progress made in specific challenge areas. 
  
Caveat: not all the research discussed here has been explicitly done as part of GC7, and some 
of the authors referenced may well never even have heard of GC7.  Our purpose here is simply 
to survey some of the background work that we wish to synthesise into the overall vision of 
GC7.  We start by listing some recent GC7-related activities (§2), then discuss some challenges 
in more detail (§3), and some implementations of non-classical computers (§4).  We conclude 
with a warning against comfort, and a reminder of the goals of GC7 (§5). 

2. ACTIVITIES SUMMARY 

Several conferences and workshops have been organised around GC7, or in collaboration with 
GC7, or have featured GC7 discussions or presentations (see referenced websites and 
publications for more details): 
 

                                                           
1 http://www.ukcrc.org.uk/grand_challenges/   
2 http://www.cs.york.ac.uk/nature/gc7/ 

Reaction-diffusion computers 
Keywords: Grand challenges, Hypercomputation, Bio-inspired computing, Embodied computing, 
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• The Grand Challenge in Non-Classical Computation International Workshop (18-19 April 
2005, York UK)3 [IJUC 2006] [IJUC 2007] [Alexander 2009]  

• The 5th International Conference on Unconventional Computation (4-8 September 2006, 
York UK)4 [Calude et al 2006] [NCJ 2008] [IJUC 2008b] with the associated one day 
Workshop “From Utopian to Genuine Unconventional Computers”  [Adamatzky & 
Teuscher 2006] [IJUC 2008a]  

• International Interdisciplinary Workshop on Future Trends in Hypercomputation (11-13 
September 2006, Sheffield UK)5  [IJUC 2009] 

• Unconventional Computation: Quo Vadis? (21-23 March 2007, Santa Fe NM USA)6  
[PhysD 2008] 

• 2007 Conference on Unconventional Computing (12-14 July 2007, Bristol UK)7  
[Adamatzky et al 2007] 

• Thinking Through Computing workshop (2-3 November 2007, Warwick UK)8  
• Automata 2008 (12-14 June 2008, Bristol UK)9  [Adamatzky et al 2008] [JCA 2009] 

 
Further events are planned, including a broader network of participants to work on GC7’s 
overall goals. 

3. CHALLENGES 

GC7 is an umbrella activity.  Its aim is to bring together individual journeys in non-classical 
computation that are being made by various researchers, both within and without the GC7 
community, to ensure that a complete and coherent map of the territory is developed.  We start 
here by reviewing activity in a variety of GC7 areas, and identifying the challenges they are 
exposing. 

3.1 Hypercomputation 
One way to challenge the underlying assumptions of the Turing model (for example 
[MacLennan 2004]) is in the details of its abstraction from the laws of physics.  Investigation of 
this abstraction reveals that its underlying physical model is implicitly Newtonian.    
 
If we instead consider the underlying physical laws to be quantum, we can have a situation 
where tape symbols can exist in superposition, can be entangled, and where quantum 
interference along different computational paths is crucial.  Quantum computers allow for some 
quantum algorithms to exhibit exponential speedup over their most efficient classical 
counterparts, and for truly non-classical computations, such as genuine random numbers.   
 
If we take general relativity into consideration, we can allow the Turing machine and the user 
who waits for it to halt to experience qualitatively different amounts of proper time (the user 
experiencing finite proper time whilst the Turing Machine experiences infinite proper time 
[Hogarth 1992]), such that the Halting Problem can (at least in principle) be solved.  (Note that 
this approach subverts the classical proof of impossibility of the Halting Problem by requiring the 
computational device here to be a Turing Machine plus a space-time singularity: the program of 
this larger device cannot be encoded as a string that is fed back into itself; part of the 
implementation is physical.) 
 
Considering the underlying laws of physics, as opposed to relying on the mathematical 
abstraction, can also outlaw certain challenges to the Turing model.  For example, some 
researchers attempt to get “more than Turing” computation by challenging the assumption that 
the tape symbols are drawn from a finite set, and allowing real numbers into the computation.  
Real number analogue computers have (theoretically) more power than Turing machines.  The 

                                                           
3 http://www.cs.york.ac.uk/nature/workshop/  (sponsored by Microsoft Research Europe) 
4 http://www.cs.york.ac.uk/nature/uc06/  (part sponsored by EPRSC grant EP/D076420/1) 
5 http://www.hypercomputation.net/hypertrends06/workshop.html 
6 http://cnls.lanl.gov/uc07/ 
7 http://uncomp.uwe.ac.uk/uc2007/   (part sponsored by EPRSC grant EP/E04381X/1) 
8 http://www.methodsnetwork.ac.uk/activities/act39.html 
9 http://uncomp.uwe.ac.uk/automata2008/ 
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reason why is easy to see: a single real number (given to infinite precision) contains an infinite 
amount of information.  However, can such infinite precision quantities exist in the physical 
world?  Can arbitrarily fine distinctions be made?  At the very least, the enormous complexity of 
preparing such inputs, and measuring such outputs, needs to be taken it consideration [Blakey 
2007].  But one also has to recognise that higher precision measurements require larger 
measuring devices and higher energies.  Once the size of the measuring device reaches the 
size of the universe, no further precision is possible.  Infinite precision real number computing is 
a physical impossibility. 
 
One must be careful in arguing what is and is not physically possible.  For example, consider 
accelerating Turing Machines [Copeland 2002].  The Turing model assumes an essentially 
constant time taken for each step in the computation.  Challenging this, one can argue that an 
implementation that could do each step in half the time of the previous one could accomplish an 
infinite amount of computation in a finite time.  Such classical accelerating Turing Machines can 
live in a Newtonian universe, but not in our relativistic one where the speed of light is a limiting 
factor, and infinite (or even unbounded) speed is a physical impossibility.  However, general 
relativistic solutions, with the user and computer separated, such as mentioned above, that 
allow different proper times, have a similar effect. 
 
In September 2006, an International Interdisciplinary Workshop on Future Trends in 
Hypercomputation was held at Sheffield UK, partly under the auspices of GC7.  It was devoted 
to exploring many different ways to challenge the assumptions underlying the Turing Model.  
Several of the presentations were invited to be expanded for a special issue of the International 
Journal of Unconventional Computing [IJUC 2009], including one discussing hypercomputation 
from the perspective of GC7 [Stepney 2009].  Out of this workshop has grown the HyperNet: the 
Hypercomputation Research Network (EPSRC grant EP/E064183/1), run by Stannett. 
 
Researchers have, of course, been speculating on the importance of physics in terms of limits 
on what a physical computer can do [Landauer 1961] [Lloyd 2000].  Some have speculated that 
computation is more fundamental than physics [Wheeler 1990].  The challenges include: how 
can new models of computation be abstracted from the underlying physics?  How expressive 
can these models be?  Are proposed models of computation implementable given the 
constraints of physics?  Precisely what assumptions about the physical laws are being made?  
What other undiscovered assumptions underlie the Turing model? 

3.2 Interactive Computing 
In some sense, the underlying model of physics is the simplest assumption to recognise and 
challenge, but there are others.  For example, one can challenge the notion that the 
computation proceeds uninterrupted until it halts, at which point the answer is revealed.  After 
all, biological organisms, often considered to be performing computation, do not “halt” (while 
they are alive, at least).  [Wegner 1997] discusses interaction machines: “Turing machines 
extended by addition of input and output actions that support dynamic interaction with an 
external environment”, and claims that they are more powerful than Turing machines.  Whether 
or not this is the case, what we want to challenge here is the very notion of what it means to be 
“more powerful” than a Turing machine.  If we play by the rules of the Turing paradigm, this is 
limited merely to considerations of halting, computability and computational complexity.  These 
notions are certainly important, but so are other notions, including naturalness of models, of 
composition, of implementation, of proof, and so on.  If an interactive approach is a more natural 
way of modelling or reasoning about a problem, then it is in some sense more powerful than a 
less amenable non-interactive model. 
 
In this age of the Internet and the Web, and of pervasive and ubiquitous computing, interaction 
and information flow between multiple agents are key notions of computation.  One approach to 
interaction is to cast the problem in terms of games, with two or more players interacting via 
strategies (where the environment can be cast as a player if required).  For example, the 7th 
Augustus de Morgan Workshop (2005) was dedicated to this topic of “Interactive Logic, Games, 
and Social Software”, with the manifesto: 
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Traditionally, logic has dealt with the zero-agent notion of truth and the one-agent 
notion of reasoning. In the last decades, research focus in logic shifted from these 
topics to the vast field of “interactive logic”, encompassing logics of communication 
and interaction. The main applications of this move to n-agent notions are logical 
approaches to games and social software.  The wealth of applications in these 
areas will be the focus of the 7th Augustus de Morgan Workshop. 10

 
[Abramsky 2006] discusses the logic and semantics of n-player games.  Game semantics is 
yielding new approaches to compositional model-checking, and to analysis for programs with 
state, concurrency, probability and other features. 

3.3 Bio-inspired Computing  
The ultimate interactive computing is that performed by biological organisms.  They are 
constantly interacting (exchanging matter, energy and information) with their environment, 
which may include other organisms.  Viewing biological systems as performing computation, 
and taking inspiration from them to develop analogous algorithms, is possibly the most well-
represented non-classical computation paradigm. 
 
Computation today is rife with bio-inspired models (neural networks, evolutionary algorithms, 
artificial immune systems, swarm algorithms, social insect algorithms, and so on). However, 
many of these models are naïve and out of date with respect to the underlying biology.  Without 
too much exaggeration, one could say that the area has been cherry-picked for over-simplistic 
ideas, which have been implemented into algorithms of dubious biological relevance.  Initial 
attempts applied to small or very specialised problems were very successful (or were not 
published), but attempts for more general applicability, and for scalability, repeatedly hit snags.   
 
The field is now maturing [Banzhaf et al 2006] [Timmis et al 2006].  Computer scientists are 
working closely with biologists to understand the full complexity of the systems they are 
attempting to emulate, and to work out principled abstractions that will allow properly 
engineered algorithms.  As part of this process, we have suggested a conceptual framework for 
structuring the analysis of biological systems and the development of domain-specific 
engineered algorithms inspired by them [Stepney et al 2005b].   
 
We have laid out a vision for how this would work in one particular domain, that of Immuno-
engineering  [Timmis et al 2008].  It can be argued that the immune system’s speed, flexibility 
and multiple response options rely on a parallel-processing system which has “wasteful” use of 
resources, countless back-up systems, and requires the ability to immediately and continuously 
monitor physical sites.  This has massive implications for the engineer, who is constrained by 
processing speeds, communication overheads, and physical resources, and furthermore 
hindered by hardware requirements such as transmitting signals from sensors, but who can 
freely make numerous copies of software agents, subject only to storage constraints.  Immuno-
engineering crucially takes into account these differences between artificial systems and 
biological systems: for example, the different numbers, kinds, and rates of signals that need to 
be monitored and processed; the different kinds of decisions that need to be made; the different 
effectors available to support and implement those decisions; and the different constraints of 
embodiment, either physically or virtually engineered.  The Immuno-engineering approach takes 
steps to address these issues. 
 
Computer scientists are seeking inspiration from all levels of biology, from DNA transcription 
and gene regulatory networks, metabolic networks, immune systems, endocrine systems, 
neural systems, slime moulds, plant growth, fungal mycelia, social insect behaviours, to 
populations and ecologies.  As a small example, we are currently progressing the ideas in the 
field of evolutionary algorithms, by building more detailed models of bacterial genome structure 
and their evolutionary processes, in order to develop novel evolutionary algorithms with richer 
analogical computational structures, that are more suitable to solve complex dynamic control 
tasks [Stepney et al 2007], as part of the Plazzmid project (EPSRC grant EP/F031033/1).   
 
                                                           
10 http://www.illc.uva.nl/ADMW05/ 
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The challenges here are grand indeed, not least because this work is progressing in parallel 
with the biological research itself.  What are the underlying bio-computational mechanisms?  
What of these are contingent on the organism being an embodied carbon-based lifeform?  Are 
there general principles that can be abstracted to other situations?  How can this abstraction 
and mapping be performed when the application domain is radically different from the biological 
one?  Can this work help the biological research programme? 

3.4 Massive parallelism 
One of the major features of biological systems is their massive parallelism, on multiple scales.  
Cells contain millions of molecules, organisms contain trillions of cells, ecosystems contain 
billions of organisms, all acting and interacting on different length- and timescales.  In the Turing 
model, a parallel TM has no more computational power than a sequential one, since a parallel 
machine can be simulated by a sequential one.  However, this argument applies only under the 
assumptions of the Turing model, which does not include considerations of real-time 
performance, naturalness of description, or fault tolerance and redundancy, among others. 
 
One of the original areas discussed in the context of GC7 is concurrency [Stepney et al 2006a], 
where we argue that classical computer science has taken a wrong turn by focussing on 
sequential machines, and how concurrency, when approached correctly, should be the natural 
way to describe, model, and implement systems.  We argue the case for process algebra-based 
languages, specifically, CSP [Hoare 1985] and π-calculus [Milner 1999].  (See also [Abramsky 
2005] for a different take on some of the problems.)  The TUNA feasibility project (EPRSC grant 
EP/C516966/1) investigated the use of these languages, and of an executable implementation 
in a process-oriented language (specifically occam-π  [Welch & Barnes 2005]) for simulating the 
activity of platelets in blood clotting [Polack et al 2005] [Stepney et al 2006b] [Welch et al 2006].  
This demonstrated that extremely efficient massively parallel simulations are readily derivable 
from process algebra descriptions.  The work is continuing in the follow-on CoSMoS project 
(“Complex Systems Modelling and Simulation infrastructure”, EPSRC grants EP/E053505/1, 
EP/E049419/1), which is a case-study driven approach to developing a method for modelling 
complex systems (case studies include immunological subsystems, plant ecologies, and liquid 
crystals) and deriving appropriate highly parallel process-oriented simulations [Andrews et al 
2008] [Polack et al 2008].  
 
The massive parallelism in TUNA/CoSMoS is achieved by timeslicing tens to hundreds of 
thousands of processes on a single processor, and distributing over several tens of processors 
(a rack of Linux boxes connected by Ethernet).  The implementation language allows this 
distribution to be achieved relatively transparently.  True concurrency on a single processor can 
be achieved on FPGAs (Field Programmable Gate Arrays), programmable hardware that allows 
different parts of a single chip to be executing different parts of a program at the same time.  
FPGAs can be linked together in large numbers (for example, the BioWall [Tempesti & 
Teuscher 2003]), allowing massive parallelism to be achieved relatively cheaply.  The CSP-
based language Handel-C can be used to program multiple FPGAs in a process-oriented style. 
 
Such classical parallelism is relatively straightforward technologically, it merely requires a 
change in mindset to move from a “sequential-first” to a “concurrent-first” style.  (Although this 
might be considered to be equivalent to saying that a more efficient keyboard is relatively 
straightforward technologically, it merely requires a change in mindset to move from a qwerty to 
a Dvorak style.)  More challenging is the parallelism provided by many forms of analogue 
computing.  These can provide a more immediate massive parallelism, implemented directly by 
the underlying physical properties of the substrate being exploited.  There is a wide range of 
problem-specific analogue computers, but there are also general purpose analogue computers.  
Mills has built implementations of Ruebel’s extended analog computer [Rubel 1993], where the 
computational substrate is a conductive sheet [Mills et al 2006] [Mills 2008b] and has developed 
a computational metaphor to aid its programming by analogy [Mills 2008a].  It is clear, however, 
that there is still challenging work to be done to provide the level of support for programming 
such devices as we currently enjoy in the classical realm.  What are suitable models for 
programming by analogy?  How expressive can these models be?   
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3.5 Embodiment and in materio computing 
We choose to distinguish embodiment (real-time close coupling of a computational device with 
its complex environment) from in materio computing (computation directly by physical and 
chemical processes of a complex substrate, with little or no abstraction to a virtual machine).  
Most authors choose to conflate these properties (for example [MacLennan 2008]), requiring 
embodiment to be physical.  However, separation of these concepts allows us to consider 
virtual embodied systems [Stepney 2007], for example, the embodiment of software agents 
closely coupled with a complex but virtual internet environment, and to consider non-embodied 
in materio computation (computation by a physical medium [Miller & Downing 2002] [Harding et 
al 2008]), where the computation performed by that medium need not be real-time, nor closely 
coupled with a complex environment.   
 
With this view, embodied computation can be implemented either as embedded computation (a 
classical computer embedded in a body that interacts with the environment via classical sensors 
and actuators), or as in materio computation (computation by the physical properties and 
processes of its body).  Biological systems, “wetware”, are embodied (where their complex 
environment comprises the physical world, other biological organisms, and other parts of the 
organism that the biological system of concern, such as a cell, inhabits) and in materio 
(implemented in a complex material substrate that directly performs the relevant computation 
and information processing).  Hybrid embodiment is becoming more common, where some of 
the processing is embedded (a classical embedded computational “brain”), and some is in 
materio (any computation performed directly by the rest of the physical body).  Mills’ 
implementation of the extended analog computer [Mills et al 2006] [Mills 2008a] [Mills 2008b] 
has this hybrid nature too: a combination of explicit logic circuits and implicit analogue 
computation.  In the hybrid embodied case, the behaviours of the sensors and actuators are not 
so easily separated from the computation: they too are part of the body and can be considered 
to be performing in materio computation (for example, complex signal transduction, or even the 
case of a “slinky” toy spring that can “walk” downstairs with no controller or motor).  An excellent 
review of some of these aspects applied to robotics can be found in [Pfeifer et al 2007].  The 
fact that controller, body, sensors and actuators cannot easily be separated (and co-evolve in 
biological systems) is being investigated in information theoretic terms by Polani and 
colleagues, for example [Olsson et al 2006] [Polani et al 2007]. 
 
The direct computation performed in materio can be extremely efficient compared to simulating 
similar processes classically: the material merely does what comes naturally, on timescales 
directly controlled by the physical laws.  [MacLennan 2008] discusses how physical systems 
can efficiently implement massively parallel diffusion, sigmoid functions, negative feedback, and 
randomisation.  Another example is the so called “protein folding problem”, intractable 
classically, but computable by physical proteins in a few seconds.  The challenge here is to 
discover how to exploit various complex material substrates to do computation [Bechmann et al 
2007] [Stepney 2008], to explore the range of possibilities exhibited, and to discover what (if 
any) generalisations can be made.  For this efficiency comes with a price: we currently have to 
trade off efficiency for abstraction (the computation is performed directly by the physical 
medium, with little or no abstraction into virtual levels, which can be argued to be essential for 
certain forms of computation [Sloman & Chrisley 2003]), and (often) for universality.  So the 
broader challenge is to discover what abstractions can be made: what are appropriate abstract 
models of classes of in materio computation?  In other words, what kind of in materio 
computations have at least some degree of substrate-independence?  (They might require 
some complex non-linear dynamical behaviour, but that kind of behaviour might be exhibited by 
many substrates; [MacLennan 2004] calls this multiple instantiability).  How many essentially 
different kinds of models are there?  Do any provide universality?  Do any provide the self-
referentiality that allows meta-programming and Strange Loops [Hofstadter 2007]?  How 
expressive can these models be?  Is material embodiment essential to ground the semantics of 
the system [Rosen 1991], or can virtual systems exhibit the same kind of properties? 

3.6 Growth and self assembly 
Biological systems are able to self assemble and grow: their environment provides a flux of 
energy, matter, and information, which they can process to form further material computational 
substrate (for example, more cells). 
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Ideas from biological growth and development are beginning to influence evolutionary 
computation.  The fact that biological organisms have a complex non-linear mapping from their 
genotype (DNA) to their phenotype (body) has been taken on board in “evo-devo” algorithms: 
evolutionary algorithms that “evolve” a digital genotype, that then develops, or “grows” into the 
desired phenotype.  Here the genotype is a “generative encoding”: it encodes an indirect 
description of the result, which when decoded generates the phenotype.  Genetic Programming 
[Koza 1992], where the genotype is a computer program, and the phenotype is the result of the 
execution of that program, may be thought of as an early instance of this idea.  Newer ideas 
focus on kinds of generative rules for how the genotype decodes to the phenotype.  Cartesian 
Genetic Programming [Miller & Thomsom 2000] decodes a string of numbers (genotype) into a 
network of components by interpreting the numbers as descriptions of the network connections, 
and as indexes into a catalogue of components.  Grammatical Evolution [O'Neill & Ryan 2003] 
decodes a string of numbers into a computer program by interpreting the numbers as indexes 
into a BNF grammar of the programming language.  L-Systems [Prusinkiewicz & Lindenmayer 
1990], a parallel generative grammar originally used to describe plant growth, are a popular 
form of encoding for a range of phenotypes [Hornby & Pollack 2001a] [Hornby & Pollack 
2001b].  In all these cases, the genotype is subject to evolution (mutation, crossover, etc), whilst 
the generated phenotype is evaluated for fitness. 
 
The complex non-linear genotype-phenotype mapping can be considered as an attractive 
feature to add to evolutionary algorithms, or the generative process can be considered as the 
main focus, in order to “grow” software and other computational structures [Kumar & Bentley 
2003] [Miller et al 2005] [Rieffel & Pollack 2005].  Recently, Christopher Alexander, the architect 
whose work inspired Software Engineering Pattern Languages [Alexander et al 1977] [Gamma 
et al 1995], has more recently been working on morphological ideas in architecture, and looking 
for a computational description of them [Alexander 2009]. 
 
Computational growth and development ideas are not restricted to software.  Much exciting 
work is taking place in the area of growing and self-assembling nanotech computational 
artefacts.  Adelman’s original DNA computer idea [Adleman 1994] used DNA synthesis to grow 
the computer, and the chemistry of DNA matching to perform the computation (path finding).  
Sometimes the growth process is the computation (growing, or self-assembling, certain 
structures or patterns, etc); more exotic approaches grow a system that then computes 
(“programmable matter”).  There is a vast literature; see, for example, [Fujibayashi et al 2007] 
[Goldstein & Mowry 2004] [Jonoska 2006] [MacLennan 2008] [Rothemund 2006] [Seeman 
2007].  As with all these non-classical approaches, there are no hard-and-fast dividing lines: it is 
not (and need not be) clear where growth stops and computation begins.   
 
The challenges here are numerous, and only beginning to be articulated.  How can software 
systems be made rich enough so that new structures and behaviours, and new kinds of 
structures and behaviours, can “grow” naturally out of these systems?  Dynamical systems 
theory is a staple of non-linear systems analysis, yet it assumes that dimensionality is given, 
and constant, and that the dimensions are (relatively) homogeneous.  What are the 
mathematical techniques for modelling systems whose dimensionality changes and grows in 
essentially unpredictable (because contingent and emergent) ways as the system develops, 
where the dimensions are hybrid (a mix of discrete and continuous), and where new dimensions 
may be of new types? 

3.7 Other GC7 activities 
The reviews here by no means cover all aspects of GC7.  In particular, we have concentrated 
on what might be called “hard” non-classical computing, perhaps somewhat betraying the main 
interests of the authors.  Additionally, there are many “softer” non-classical issues.  For 
example, the “Thinking Through Computing” workshop (§2) is part of a process for bridging the 
gap (nay, gulf?) between the Computer Science and the Arts and Humanities view of 
computing, to promote a broader view of computing.  As computers become more embedded 
and ubiquitous, being used in ways we cannot yet even conceive, views of what computers are, 
what they are for, and how they should and could be used, will inevitably become ever broader.  
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Criteria for success of an open-ended challenge like GC7 are difficult to formulate.  
Nevertheless, one activity of the GC7 community should be to develop a set of partial success 
criteria, some directed to particular journeys (covering development of theory, and development 
of implementations), some directed to the integration and unification of different journeys.  
These criteria should allow a good balance between providing discipline and structure to the 
challenge, and giving free rein to novel ideas. 

4 IMPLEMENTATIONS OF REACTION-DIFFUSION COMPUTERS 

Many discussions of non-classical computation can remain highly theoretical and conceptual.  
After all, exotic space-time singularities are not easily come by to implement general relativistic 
computations.  Even quantum computers are proving challenging to implement.  We have 
mentioned above some material realisations: Mills’ implementation of Rubel’s extended analog 
computer, and various embodied DNA devices.  Here we review one class of implementations 
in some detail: reaction-diffusion computers.  The class of reaction-diffusion computers can be 
implemented in a wide range of substrates, from single-electron nano circuits, through 
chemicals, to slime moulds.  The larger, and slower, devices provide a relatively cheap way to 
investigate the general principles of this computational paradigm. 

4.1 Reaction-diffusion chemical computers 
A reaction-diffusion computer [Adamatzky 2001] [Adamatzky et al 2005] is a spatially extended 
chemical system, which processes information using interacting growing patterns of excitable 
and diffusive waves.  In reaction-diffusion processors, both the data and the results of the 
computation are encoded as concentration profiles of the reagents.  The computation is 
performed via the spreading and interaction of wave fronts. 
 
The reaction-diffusion computers are parallel because myriads of their micro-volumes update 
their states simultaneously, and molecules diffuse and react in parallel.  Liquid-phase chemical 
media are wet-analogues of massively-parallel (millions of elementary processors in a small 
chemical reactor) and locally-connected (every micro-volume of the medium changes its state 
depending on states of its closest neighbours) processors.  They have parallel input and 
outputs, e.g. optical input -- control of initial excitation dynamics by illumination masks, and 
output is parallel because the concentration profile representing results of the computation is 
visualised by indicators.  The reaction-diffusion computers are fault-tolerant and capable of 
automatic reconfiguration, namely if we remove some quantity of the computing substrate, the 
topology is restored almost immediately.  
 
Reaction-diffusion computers are based on three principles of physics-inspired computing 
[Margolus 1984].  First, physical action measures the amount of information: we exploit active 
processes in non-linear systems and interpret the dynamics of the systems as computation.  
Second, physical information travels only a finite distance: this means that computation is local 
and we can assume that the non-linear medium is a spatial arrangement of elementary 
processing units connected locally, i.e. each unit interacts with its closest neighbours.  Third, 
nature is governed by waves and spreading patterns: computation is therefore spatial. 
 
Cellular automata and numerical models of reaction-diffusion computers are well-described in 
[Adamatzky, 2001] [Adamatzky et al., 2005]; real-world implementations of reaction-diffusion 
computer are worth further mention. 
 
Image processing: The first ever experimental prototype of a chemical image processor was 
designed by Kuhnert, who used light-sensitive modification of the Belousov-Zhabotinsky 
reaction to implement basic operations of image processing [Kuhnert 1986] [Kuhnert et al 1989].  
Experimental reaction-diffusion processors were implemented capable of contouring, negative 
and positive image alteration, removal or enhancement of minor features, image filtration and 
image restoration; see [Adamatzky 2001] [Adamatzky et al 2005] and references therein. 
 
Graph problems/path planning:  Chemical processor for approximation of a shortest path in 
planar labyrinths or rooms with obstacles were produced by Steinbock et al. [1995], Agladze et 
al. [1997], and Rambidi & Yakovenchuk [2001].  In all versions of the processors impassable 
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barriers and obstacles are represented either by physically removed parts of the substrate, 
drops of chemical inhibitors, or inhibiting illumination.  Steinbock & Agladze’s implementations 
employed classical trigger waves, initiated firs at the source and then at the destination, two 
scenarios of wave propagation were recorded on camera, and analysed.  A shortest path was 
extracted from topologies of intersecting wave-fronts.  Two passes of wave propagation are 
unavoidable, as was demonstrated in theoretical studies [Adamatzky 1996].  Rambidi & 
Yakovenchuk have used phase waves, where propagation was controlled by lights; additional 
image processing was required nevertheless.  The problem of shortest path calculation was 
solved in laboratory prototypes of excitable medium processor: Belousov-Zhabotinsky medium 
interfaced with excitable cellular automaton [Adamatzky & De Lacy Costello 2002], and 
precipitating chemical medium, palladium processor, [Adamatzky et al 2003]. 
  
Computational geometry:  The Voronoi diagram, or a tessellation of a plane from a given finite 
planar set, is a classical hard problem of computational geometry.  The planar data set is 
represented by a configuration of drops of one reactant, and another reactant is contained 
within the gel substrate.  The data-reactant diffuses and forms a coloured precipitate when 
reacting with the substrate-reactant.  When waves of data-reactants meet up they exhaust the 
substrate-reactant and no precipitate is formed.  The uncoloured sites of the medium represent 
edges of the Voronoi diagram; see descriptions of experimental prototypes in [Tolmachev & 
Adamatzky, 1996] [De Lacy Costello et al 2004] [Adamatzky et al 2005].  In contrast to 
conventional approaches, even those implemented in massively-parallel VLSI processors, the 
exact type of data-objects does not affect the complexity of Voronoi diagram computation in 
reaction-diffusion processors.  The same precipitating chemical medium processes planar sets, 
sets of arbitrary planar objects [Adamatzky & De Lacy Costello, 2003], and even calculates the 
skeleton [Adamatzky & Tolmachev 1997] [Adamatzky et al 2002] of a planar shape in linear 
time. 
 
Universal computation:  There two classes of universal reaction diffusion computers 
(computers experimentally implemented in spatially extended chemical media that implement a 
functionally complete set of logical functions): geometrically constrained and free-space 
devices.   
 
In geometrically-constrained devices, excitation waves travel along channels, interact with each 
other at the junctions of the channels, and execute logical operations as the result of their 
interactions; see e.g. [Toth & Showalter 1995] [Sielewiesiuk & Gorecki 2001] [Adamatzky & De 
Lacy Costello 2002a] [Motoike & Adamatzky 2004].  Constrained by stationary wires and gates, 
chemical processors mimic conventional silicon computing devices, their novelty is only in the 
chemical medium implementation.  
 
Free-space11, or architectureless, chemical computers employ the paradigm of collision-based 
computing; see the overview in [Adamatzky 2003].  These originated from the computational 
universality of Game of Life [Berlekamp et al 1982], conservative logic, and the billiard-ball 
model [Fredkin & Toffoli 1982] [Margolus 1984].  A collision-based, or dynamical, computation 
employs mobile compact finite patterns, mobile self-localised excitations, or simply localisations, 
in an active non-linear medium.  Information values (for example, truth values of logical 
variables) are given either by absence (or presence) of the localisations, or by other parameters 
of the localisations.  The localisations travel in space, and do computation when they collide 
with each other.  There are no predetermined stationary wires, a trajectory of the travelling 
pattern is a momentary wire.  Almost any part of the medium space can be used as such a wire.  
Localisations can collide anywhere within a space: there are no fixed positions at which specific 
operations occur, nor location-specified gates with fixed operations.  The localisations undergo 
transformations, form bound states, and annihilate or fuse when they interact with other mobile 
patterns.  Information values of localisations are transformed as a result of collision, and thus a 
computation is implemented [Adamatzky 2003].  
 
Chemical laboratory implementation of collision-based computers is possible thanks to a 
photosensitive sub-excitable Belousov-Zhabotinsky medium that exhibits propagating wave-
                                                           
11 Term invented by Prof. Jonathan Mills 
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fragments that preserve their shapes over substantial periods of time.  The presence (or 
absence) of wave-fragments is interpreted as a truth value of a Boolean variable.  When two or 
more wave fragments collide they may annihilate, fuse, split or deviate from their original paths; 
the corresponding values of the logical variables are changed, and logical gates are realised as 
a result of the collision.  The exact types of logical gates implemented in the collisions between 
excitation wave-fragments depend on the size of the wave-fragments, their phase, and the 
relative configuration of their velocity vectors at the moment of collision [Adamatzky 2004] [De 
Lacy Costello & Adamatzky 2005].  Complicated cascaded logical circuits can be designed in 
hybrid systems, where excitable chemical media co-evolve with massively-parallel automata 
networks [Bull et al 2007] [Toth et al 2008].  There is a high chance that soon we will be able to 
produce laboratory prototypes of Belousov-Zhabotinsky arithmetical processors, as 
demonstrated already in scoping computational experiments with binary adders in excitable 
media [Zhang & Adamatzky 2008].  
 
Robotics: Spatially extended excitable chemical media can accept parallel optical inputs, 
perform computation simultaneously in many sites of their substrates, and, thanks to indicators, 
can generate outputs in parallel.  This makes them unique candidates for the role of 
decentralised ‘wetware’ controllers for robotic devices.  We have demonstrated the concept in 
two experimental prototypes of chemical media coupled with hardware robotic devices.  To 
control navigation of a wheeled robot, we installed a chemical reactor on board the robot, 
allowing the robot to observe the space-time dynamics of the excitation waves.  When the 
waves are triggered by direct application of chemicals, or a light, the robot detects the relative 
position of the stimulator from the topology of the excitation waves, updates parameters of its 
movement, and thus progresses towards the source of stimulation [Adamatzky et al 2004].  To 
investigate closed-loop interaction between the chemical medium and a robot, we interfaced a 
Belousov-Zhabotinsky medium with a robotic hand in such a manner that excitation wave fronts 
propagating in the medium triggered movement of the hand’s fingers, which in turn physico-
chemically perturbed the Belousov-Zhabotinsky medium [Yokoi et al 2004].  Complex patterns 
of non-trivial hand finger motions were demonstrated experimentally.  Large-scale simultaneous 
manipulation of several objects by an excitable chemical medium can be achieved if every 
micro-volume of the medium is coupled with a micro-actuator; propagating wave-fronts generate 
force fields, which can sort, orient, transport and assemble arbitrarily-shaped objects 
[Adamatzky et al 2005a]. 

4.2 Encapsulated reaction-diffusion computers: Physarum machines 
There still remains a range of problems where chemical reaction-diffusion processors cannot 
cope without the external support from conventional silicon-based computing devices.  The 
shortest path computation is one such problem.  As discussed above, one can use excitable 
media to outline a set of all collision-free paths in a space with obstacles, but to select and 
visualise the shortest path amongst all these possible paths, one needs to use external 
computing power.  Experimental setups that claim to directly compute a shortest path in a 
chemical medium [Steibock et al 1995] [Agladze et al 1997] employ external computing 
resources to store time-lapsed snapshots of propagating wave-fronts and to analyse the 
dynamics of the wave-front propagation.  Such usage of external resources dramatically 
reduces the fundamental value of computing with propagating patterns.  Graph-theoretical 
computations pose even more difficulties for spatially-extended non-linear computers.  For 
example, one can compute the Voronoi diagram of a planar set, but cannot invert this diagram 
[Adamatzky & De Lacy Costello 2005]. 
  
Let us consider a spanning tree, the most famous of classical proximity graphs.  Given a set of 
planar points one wants to connect the points with edges, such that the resultant graph has no 
cycles, and there is a path between any two points of the set.  So far, no algorithms of spanning 
tree construction have been experimentally implemented in spatially extended non-linear 
chemical systems.  This is caused mainly by the uniformity of spreading wave-fronts, their 
inability to sharply select directions toward locations of data points, and also because excitable 
systems usually do not form stationary structures.  To overcome these difficulties, we should 
allow reaction-diffusion computers to be geometrically self-constrained while still capable 
operating in geometrically unconstrained, architectureless, or ‘free’, space [Adamatzky 2007].  
We have demonstrated that the vegetative state, or plasmodium, of Physarum polycephalum is 
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a reaction-diffusion system constrained by a membrane, capable of solving graph-theoretical 
problems [Adamatzky 2007] [Adamatzky 2008].  When raised on a nutrient-poor substrate, the 
plasmodium of Physarum polycephalum can also implement basic operations of the 
Kolmogorov-Uspensky machine, mother of modern storage modification machines, thus being 
capable of general purpose computation [Adamatzky 2008a]. 

5. CONCLUSION: BEWARE “REGRESSION TO THE CLASSICAL” 

As we can see from this review, research into a wide range of aspects of non-classical 
computation is prevalent, and is gaining maturity.  However, we end on a note of caution.  We 
have noticed certain distressing tendencies of a subset of non-classical computation 
researchers, which we dub “regression to the classical” (this section is deliberately light on 
references, to protect the accused, who include ourselves at times).   
 
One particular such tendency is to reimplement a universal Turing machine in whatever weird 
substrate is being considered as a computational medium. We have argued [Stepney 2008] that 
this tells us very little new about computation, and even less about non-classical computation.  
As noted above (§4.1), the only novelty of this is in the choice of medium.  Non-classical 
research into strange substrates should uncover what computational behaviour they can do 
naturally, not merely torture them to do what silicon can do better.  
 
Another tendency is to develop non-classically inspired theoretical models that are essentially 
indistinguishable from classical models.  For example, DNA or enzymes (proteins) routinely get 
modelled as strings, and the operations that the molecules perform then get modelled as string 
operators.  Then the string model is exhaustively investigated from a theoretical standpoint, 
often to demonstrate that it is Turing universal.  But what often happens along the way is that 
the abstractions and approximations to build that model go a step too far, and lose any 
connection with their original inspiration (for example, enzyme binding being modelled as string 
operations with completely unbiological characteristics). 
 
This tendency is explicable.  After a hard day hewing through the non-classical thickets, with no 
map and precious little sense of direction, it is a relief to retreat to one’s comfort zone of well-
understood classical results.  But this is not what GC7 is about.  GC7 is about drawing that 
map, charting the currently undiscovered territories, banishing the dragons, and thereby 
establishing new comfort zones. 
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